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Introduction

The Ubuntu Test Automation Harness [https://launchpad.net/utah] project serves two purposes:


	A test runner that can take a UTAH test definition, execute the tests,
and provide test results. This is most commonly referred to as the
“utah client”.

	A mechanism to provision pristine systems which can then execute a
UTAH test definition using the runner. There is provisioning support for:
	Physical x86 servers and desktops using cobbler

	Virtualized x86 servers and desktops using libvirt and KVM

	Ubuntu Touch devices using phablet-tools








Getting Started

Most user’s of UTAH will be interested in creating a test suite. This
requires learning about:



	How tests are defined

	How to run tests locally
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Test Definition Format

Any binary that can run on Ubuntu, can be considered a Test Case as far as UTAH
is concerned. If the right control files are added and the test suite is
structured in directories neatly, UTAH will run it.


Directory Structure

This is what a UTAH test suite looks like:

testsuite1/
  tslist.run (or tslist.auto)
  ts_control
  testcase1/
    tc_control
    Makefile
    test.c
  testcase2/
    tc_control
    test.py



The utah-client package includes a utility called phoenix that helps create
a skeleton layout.




master.run

A runlist is a collection of test cases that we want to run in one go. The
syntax for runlists is:

- testsuites:
  - name: testsuite1
    fetch_method: git
    fetch_location: repo

  - name: testsuite2
    fetch_method: bzr
    fetch_location: lp:utah/dev/
    include_tests:  # optionally include specific tests
      - t1
      - t2
      - t3...
    exclude_tests: # optionally exclude specific tests
      - st4
      - st5



The only required fields are name, fetch_method and fetch_location.
name must correspond to the name of the top-level testsuite directory.
fetch_method should be one of bzr, bzr-export, or git.
fetch_location should be a valid location for the supplied
fetch_method.  If bzr is selected as the fetch method then
fetch_location should point to a repository that is a valid testsuite, i.e.
has a tslist.run, ts_control (if needed), and test case directories.  While
bzr does a bzr branch in the implementation, bzr-export does a
bzr export and accepts a bzr location that can point to a sub-directory
within a repository that is a valid testsuite.  If dev is selected as the
fetch method then fetch_location should point to a valid testsuite
directory.  The utah client will run cp -r <fetch_location>
<testsuite_name>.  This method is provided to allow testsuite/testcase
authors to run the client on a development tree without needing to push changes
each time to a repository.

One caveat to note is that a fetch_method of bzr will get the revision
information from the local copy of the branched repository but bzr-export
will have a small race condition between the get and revision calls
since the actual bzr repository must be queried for the revision.

include_tests will limit the testcases that are run to only those listed by
this option.  exclude_tests will run all the tests in the testsuite’s
tslist.run file except those listed by this option.

Test suites can be divided in categories (for our internal use, or for test
cases submitted to our test case base) or they can be in a repository anywhere.

repeating a runlist:

Sometimes a runlist may need to be executed more than once. For example,
in the case you want to determine statistical accuracy of results. A runlist
supports an optional field:

repeat_count: <integer>



This value defaults to 0 which means execute the runlist once. If non-zero
the runlist will be repeated that many times. eg, a repeat_count of 2 means
the runlist will be executed 3 times.

Each test suite has a default runlist and a control file that contain as
follows:




tslist.run

- test: t1                             # directory
  overrides:
  - run_as: nobody                     # user that runs the test

- test: t2                             # directory/binary
  overrides:                           # array of control properties to override
  - timeout: 200                       # timeout in seconds



test is the only required field in this file and must match a directory
name in the testsuite tree.  run_as utilizes sudo to run the testcase as
the given user. NOTE: this requires that the user running the utah client
either has cached credentials or is allowed to run commands without a password.
The overrides array accepts any option from the tc_control file.  Overrides
should be used sparingly since it makes more sense to adjust the options in the
tc_control file rather than here.




tslist.auto

tslist.auto is an alternative to the static nature of tslist.run. When trying
to add an existing test suite to UTAH, this option may work better.:

# the contents of this file help dynamically construct the names of each
# existing test case and how to run it.
# utah execute's the discovery command, and then pass each line of the output
# as a cli parameter(s) to the test_cmd
-
  # this will result in testcases name "1", "2" and "3". The output will be
  # will just be "1", "2", and "3"
  discovery_cmd: seq 3
  # the '{}' in test-cmd will be replaced with the output of the discovery
  # command.
  test_cmd: echo {}

-
  # a more complex example that breaks up unity test for autopilot
  discovery_cmd: "autopilot list unity | grep unity.tests | sed -e 's/^[[:space:]]*//' | cut -d. -f1,3 | sort | uniq"
  test_cmd: autopilot run -v {}



NOTE: The items returned by the discovery_cmd become the name of each
testcase. So its wise to choose something sensible/consistent.




ts_control

build_cmd:      make
timeout:        300
ts_setup:       tsetup/setup.sh      # tsetup/setup.sh is the set up for
                                     # the whole test suite
ts_cleanup:     tcleanup/cleanup.sh  # clean up test suite



There are no required fields in this file.

To avoid excessive typing and repetition in runlists and control files the
following rules apply:



	tslist.run‘s test is relative to the test suite. So if the suite is
called sample_tests and the entry in tslist.run for test is test_one
then the path to the test folder will be sample_tests/test_one.

	tslist.run‘s overrides are the same options available in the
tc_control file and take precedence over those found in tc_control.

	ts_control is optional.

	if build_cmd, or ts_setup fails no tests in the suite will be run.

	if build_cmd, or tc_setup fails the test will not be run.

	ts_cleanup will be run whether or not ts_setup, build_cmd, or
any tests fail.

	tc_cleanup will be run whether or not tc_setup, build_cmd, or
the test fails.






Each test case, with all the code required for it to compile or run, lives in a
directory, and contains also a control file that includes its documentation
amongst other things:




tc_control

build_cmd:      make    # or scons or build.sh
command: python test1.py a1 a2 a3  # command to run the test from within t1
description:
 dependencies: coreutils
 actions: |
   1. Action 1
   2. Action 2
 expected_results: |
   1. Expected result 1
   2. Expected result 2
type:           userland/kernel    # currently unimplemented
timeout:        100
tc_setup:       t1/t1 setup    # in case the test case has a setup
tc_cleanup:     t1/t1 cleanup  # in case the test has a cleanup



In this file command, description, dependencies, actions,
expected_results, and timeout are required.  command is the command
to actually run the test.  description is a textual description of the
test.  dependencies is a list of items the test depends on.  action is
a list of actions the test executes and expected_results is a list of what
those actions should result in.  timeout is the ammount of time the test
should complete within and is used to avoid tests that might loop indefinitely.

type currently defaults to userland and may in the future have other
options as the need arises.

build_cmd can be used to build any binary test cases.  tc_setup can be
used to setup any needed data or files for the test and tc_cleanup can be
used to remove the data or files added by tc_setup.  build_cmd,
tc_setup, and tc_cleanup are all simple shell commands similar to
command.

For each test case that is a binary or a script, there will be an option to
define a setup and a cleanup function if they wish so, and it is the test code
developer’s responsibility to add the right parameters to their code so that
the harness can run their setup and clean up functions.

In terms of settings precedence: The test case control file
(tc_control) provides the default values for the options available for the
testcase.  The overrides in tslist.run take precedence over those
options in the tc_control file.


Tests That Need Reboots

In a situation where a reboot is required.  This is handled in UTAH by marking
a testcase (in the tc_control file) with:

reboot: <always, pass, never>



This will make the utah client reboot the system under test at the end
of the testcase after any  tc_cleanup command has finished.  Any thing that
needs to be tested after the reboot should be in the testcase immediately
following the testcase marked for reboot.

The possible choices are always, pass, and never.  never is the
default and simply means the system under test will not reboot.  pass means
the reboot will only happen if the testcase passes.  always, means just
that, the reboot will happen even if the test fails.

Some things to keep in mind.  The utah-client resumes by replacing
/etc/rc.local with a file that will resume the current run and will resume
with the testcase following the one that triggered the reboot.  Also note that
in order to have both pre- and post-reboot logging the -o flag should be
used so that post-reboot output will be appended to the pre-reboot output.
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Creating Testsuite and Testcase Skeletons

The utah-client package includes a utility called phoenix that helps create
a skeleton layout. It can be used like this:

phoenix example_testsuite example1 example2



This creates a testsuite directory example_testsuite in the current
directory with two testcase directories example1 and example2 inside.
In addition a tslist.run, ts_control, and tc_control files for each testcase.
A master.run file is created as well to aid in development.  NOTE: the
master.run file will generally be written by a person wishing to run a set of
testsuites and/or testcases and will not be a part of a testsuite.

To add a testcase to an existing testsuite:

phoenix example_testsuite example3



This will add an example3 testcase directory to the example_testsuite
testsuite as well as adding an entry to the testsuite’s tslist.run.  From
within a testsuite directory this can be shortened to:

phoenix . example3
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Running Tests


Traditional Test Execution

Executing a runlist on your local system is quite simple. The utah command
is the mechanism for doing this. Its most simple usage is done with:

# NOTE: the test runner needs root support things like "reboot" or
# allowing a testcase to install packages
sudo utah -r <runlist>



Where runlist can be a path to a local file or a BZR branch:

sudo utah -r /usr/share/utah/cliet/examples/pass.run
sudo utah -r lp:utah/utah/client/examples/pass.run






Touch Testing

The utah-client can be run directly on a touch device. If this is desired
the previous section’s instructions are correct. However, test development
for Touch seems to now be more focused on writing tests that run on a host
PC and then talk the target device over adb or phablet-tools. Its even possible
to write tests that can detect which mode its being run under and then execute
its steps accordingly.


Testing From Host

The run_utah_phablet.py script includes an option “–from-host” that basically
launches utah on the host with ANDROID_SERIAL and TARGET_PREFIX exported into
the tests environment. TARGET_PREFIX will be the path to the “adb-shell”
command. While ANDROID_SERIAL is the serial of the device under test. A simple
tc_control example that can work from host or target would look like:

description: uname shows an ubuntu-phablet image installed
dependencies: none
action: run uname
expected_results: command succeeds
type: userland
timeout: 60
command: $TARGET_PREFIX uname -a | grep ubuntu-phablet



The default [http://bazaar.launchpad.net/~ubuntu-test-case-dev/ubuntu-test-cases/touch/files/head:/tests/default] touch tests should serve as an example of how to create a
test suite that can run from host or target.
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UTAH and autopilot


How do I run autopilot test cases through UTAH in a touch image?

To run autopilot test cases in a touch image through UTAH the following
steps would be needed:


	Write UTAH a test suite that includes the autopilot test cases

The easiest way to write the test suite, is to use a dynamic runlist as was
described in the tslist.auto section. The reason for
this is that it isn’t needed to update the test suite if some test case is
added/removed/renamed in the autopilot code. Thanks to the discovery command,
there’s no need to explicitly set the list of test cases.

Note that a setup script should be added to install additional packages that
might be required like, for example, autopilot-touch.



	Write UTAH a runlist that includes the test suite

When writing a runlist, note that it’s possible to let the touch device get
the test suite using the bzr-export fetch method or do that outside of
the device, push it to a /tmp location and let the device use the dev
fetch method. Currently, the recommended option is the second one because
it’s more reliable.





Once the runlist is ready, the device has to be provisioned. This includes
flashing the image, configuring the network and installing the UTAH client
packages:

run_utah_phablet.py --skip-install --skip-network \
    -s <serial> --ppa ppa:utah/stable



After the device is provisioned, any files that are expected to be in the
device like the ones for the test suite have to be pushed and the test case can
be executed:

/usr/bin/run_utah_phablet.py --skip-install --skip-network --skip-utah \
    -s <serial> --results-dir <results_dir> --runlist <remote_runlist>






How does run_utah_phablet.py work?


Preparation

Before really running the autopilot test cases, run_utah_phablet.py
performs the following actions:


	Write /usr/local/bin/utah-autorun.sh into the device. This script:


	Looks into the working directory (/etc/utah/autorun) for executable
files

	Moves them one by one to /var/cache/utah/autorun/inprogress

	Runs them

	Moves them to /var/cache/utah/autorun/complete

	Renames them to a suffix with their completion timestamp





	Write /etc/init/run_utah.conf. This is an upstart job description file
that launches /usr/local/bin/utah-autorun.sh when the run_utah event
is emitted and writes its output to /tmp/utah.log.



	Write /usr/local/bin/utah-autopilot into the device. This is a script
that makes sure that permissions to /dev/uinput are correctly set and
wraps autopilot to make sure it’s called using the phablet user. To
use this script, it must be explicitly called as a comment in the test suite
as shown in the following tslist.auto file from the
web browser application smoke tests [http://bazaar.launchpad.net/~ubuntu-test-case-dev/ubuntu-test-cases/smoke-touch-apps/view/head:/webbrowser-app-autopilot/tslist.auto]:

-
  discovery_cmd: "autopilot list webbrowser_app | grep webbrowser_app | sed -e 's/^.*webbrowser_app.tests.//'"
  test_cmd: utah-autopilot run -v webbrowser_app.tests.{}





	Write a script to /etc/utah/autorun/01_run-utah that calls utah with the
required runlist and enables/disables the shell if needed.



	Launch a process to capture /var/log/syslog and write it to stdout.



	Emit the run_utah event.








Run

Once the run_utah event is emitted, is when all the preparation work comes
into play. Specifically:


	The upstart job defined in /etc/init/run_utah.conf is triggered.

	/usr/local/bin/utah-autorun.sh is executed and the output written to
/tmp/utah.log.

	/etc/utah/autorun/01_run-utah is found in the working directory.

	/etc/utah/autorun/01_run-utah is moved to
/var/cache/utah/autorun/inprogress.

	/etc/utah/autorun/01_run-utah is executed.

	/usr/bin/utah is launched with the runlist passed to
run_utah_phablet.py.

	/usr/local/bin/utah-autopilot is called for each autopilot test case
found by the discovery command.

	/etc/utah/autorun/01_run-utah is moved to
/var/cache/utah/autorun/complete.






Results

Once the test cases have been executed, run_utah_phablet.py takes care of
the following actions:


	Pull /var/lib/utah/utah.yaml from the device to the results directory.

	Pull /tmp/utah.log from the device to the results directory.

	Pull any other result files from the device that might have been requested.
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Frequently Asked Questions


UTAH Client FAQ


How do I install the client?

sudo apt-add-repository ppa:utah/stable
sudo apt-get update
sudo apt-get install utah-client






Is there an example testsuite I can look at?

There is an example testsuite [https://code.launchpad.net/~utah/utah/utah_ls_example].




How do I run the utah-client locally?

sudo utah -r <master.run>






Why are there so many control files?

The goal of UTAH is to make sharing and reusing testsuites and testcases as
easy as possible.  The control files make it possible to define testcases and
testsuites fully and allow a third party using a testsuite or testcase the
control they need to run the them in their own environment and to suit their
own needs.




Can I run the utah client on a local testsuite?

You can, but it must be in a supported (bzr, git) local repository.




Why doesn’t the utah client support running a testsuite in the current directory or a local copy?

In order to maintain tracability utah needs to know which version of a
testsuite was run.  This is the reason we require testsuites be in a VCS.  This
makes troubleshooting test failures and reproducing test runs in other
environments much easier and more reliable.




How do I get help with writing or migrating my tests to UTAH?

Send an email to ubuntu-utah-devel@lists.ubuntu.com and we will be happy to
help you.






UTAH Server FAQ


What provisioning methods are currently supported?

Virtual machines via kvm and qemu are currently supported and physical
machines via cobbler.  The physical machine support is specific to the
Ubuntu Engineering QA Lab setup.




Do you support provisioning LXC, existing VMS, of other methods?

Not at this time.  There are plans for adding new provisioning methods and we’d
be happy to review merge proposals.  The branch is in launchpad under the UTAH [https://code.launchpad.net/~utah/utah/dev]
project.
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Provisioning

UTAH is very simple in terms of testing reliably and being able to reproduce a
test run in a consistent manner. A command line specifies the test environment,
type of machine to test on and a runlist. Then wait for it to finish and
analyze the results.

UTAH can drive testing on whichever machine it is running or on a different one,
by provisioning it with a particular provisioning method.

WARNING: Your machine will be modified, not to interfere with your current
set-up or virtualized environment, so UTAH will create a new user called utah
with sudo privileges to run the tests and have an inventory of existing VMs
that you could be interested in for running tests.


Installation

There are some dependencies that need to be met in order to test with VMs, in a
nutshell:

sudo apt-add-repository -y ppa:utah/stable
sudo apt-get update
sudo apt-get install utah



This will install the provisioning code as well as the test runner.  To install
just the test runner, install the utah-client package.




Provision and Test


Using a Touch Device

usage: run_utah_phablet.py [-h] [-s SERIAL] [--skip-install] [-r REVISION]
                           [--current] [--ubuntu-bootstrap] [--developer-mode]
                           [--channel CHANNEL] [--preserve] [--skip-network]
                           [-n NETWORK_FILE] [--skip-utah] [-b BRANCH]
                           [-e ENV] [--ppa PPA] [--results-dir RESULTS_DIR]
                           [--pull PULL] [-l RUNLIST] [-d DISCONNECTED]
                           [--device DEVICE] [--from-host] [--whoopsie]

Provisions a device for UTAH testing.

optional arguments:
  -h, --help            show this help message and exit
  -s SERIAL, --serial SERIAL
                        Android serial ID of device
  --skip-install        Skip running the phablet-flash install.
  -r REVISION, --revision REVISION
                        series/revision to install
  --current             Use the "current" image rather than "pending".
  --ubuntu-bootstrap    Use the system-images.ubuntu.com images.
  --developer-mode      Allow write access system-image partitions.
  --channel CHANNEL     Use an alternative channel for system-image.
  --preserve            Preserve the systems user data when flashing.
  --skip-network        Skip setting up wifi settings on device.
  -n NETWORK_FILE, --network-file NETWORK_FILE
                        Specify network manager config file for wifi. If none
                        is specified we'll try and use the default wifi
                        configuration found on host system.
  --skip-utah           Skip install the utah-client on device.
  -b BRANCH, --branch BRANCH
                        Install UTAH client on device from branch.
  -e ENV, --env ENV     Environment variables to set for utah-client.
  --ppa PPA             Specify an alternative PPA for utah.
                        default=ppa:utah/stable
  --results-dir RESULTS_DIR
                        Directory to store results in on the host.
                        default=/tmp
  --pull PULL           A file or directory to copy into the hosts's results-
                        dir after UTAH has been run. This option can be
                        specified multiple times.
  -l RUNLIST, --runlist RUNLIST
                        The utah runlist to execute
  -d DISCONNECTED, --disconnected DISCONNECTED
                        Uses the supplied script to disconnect USB while UTAH
                        is executed.
  --device DEVICE       The Android device type.
  --from-host           Executes from the host (the runlist must talk to the
                        target using ADB.
  --whoopsie            Run whoopsie-upload-all after the test to to ensure
                        complete .crash files are uploaded.






Using an x86 Virtual Machine

usage: run_utah_tests.py [-h] [-m MACHINETYPE] [-v VARIANT]
                         [--skip-provisioning] [-s SERIES] [-t TYPE] [-a ARCH]
                         [-n] [-d] [-j] [-f FILES] [-o OUTDIR] [--dumplogs]
                         [--outputpreseed] [-i IMAGE] [-p PRESEED] [-b BOOT]
                         [--rewrite {all,minimal,casperonly,none}] [-k KERNEL]
                         [-r INITRD] [--name NAME] [-e EMULATOR] [-x XML]
                         [-g GIGABYTES] [--diskbus DISKBUS] [-l LOGPATH]
                         runlist

Provision a machine and run a runlist there.

positional arguments:
  runlist               URLs of runlist files to run

optional arguments:
  -h, --help            show this help message and exit
  -m MACHINETYPE, --machinetype MACHINETYPE
                        Type of machine to provision (physical, virtual)
                        (Default is virtual)
  -v VARIANT, --variant VARIANT
                        Variant of architecture, i.e., armel, armhf
  --skip-provisioning   Reuse a system that is already provisioned (name
                        argument must be passed)
  -s SERIES, --series SERIES
                        Series to use for installation (lucid, precise,
                        quantal, raring, saucy) (Default is raring)
  -t TYPE, --type TYPE  Install type to use for installation (desktop, server,
                        mini, alternate) (Default is mini)
  -a ARCH, --arch ARCH  Architecture to use for installation (i386, amd64,
                        arm) (Default is amd64)
  -n, --no-destroy      Preserve VM after tests have run
  -d, --debug           Enable debug logging
  -j, --json            Enable json logging (default is YAML)
  -f FILES, --files FILES
                        File or directory to copy from test system
  -o OUTDIR, --outdir OUTDIR
                        Directory to store locally copied files (Default is
                        /var/log/utah/machine-name)
  --dumplogs            Write client output logs to standard out
  --outputpreseed       Copy preseed to logs directory and list as log file in
                        output
  -i IMAGE, --image IMAGE
                        Image/ISO file to use for installation
  -p PRESEED, --preseed PRESEED
                        Preseed file to use for installation
  -b BOOT, --boot BOOT  Boot arguments for initial installation
  --rewrite {all,minimal,casperonly,none}
                        Set level of automatic configuration rewriting
                        (Default is all)
  -k KERNEL, --kernel KERNEL
                        Kernel file to use for installation
  -r INITRD, --initrd INITRD
                        InitRD file to use for installation
  --name NAME           Name of machine to provision
  -e EMULATOR, --emulator EMULATOR
                        Emulator to use (kvm and qemu are supported, kvm will
                        be favored if available)
  -x XML, --xml XML     XML VM definition file (Default is /etc/utah/default-
                        vm.xml)
  -g GIGABYTES, --gigabytes GIGABYTES
                        Size in gigabytes of virtual disk, specify more than
                        once for multiple disks (Default is [8])
  --diskbus DISKBUS     Disk bus to use for customvm installation (virtio,
                        sata, ide) (Default is virtio)
  -l LOGPATH, --logpath LOGPATH
                        Directory used to write log files to

For example:
Provision a VM using a precise server image with i386 architecture and run the given runlist
    run_utah_tests.py -s precise -t server -a i386 \
            /usr/share/utah/client/examples/master.run
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Developing UTAH


Provisionioning

Within the UTAH code, provisioning machines is handled by subclasses of the
Machine class.

Scripts should provision machines by creating an instance of a subclass of the
Inventory class, and using the Inventory.request()
method to obtain a machine. Inventories are intended to prevent resource
collision.

End users not writing scripts can provision machines automatically using
scripts provided by the UTAH package. Please see the main UTAH page for that.




How to use custom preseeds

By default UTAH uses a preseed stored as /etc/utah/default-preseed.cfg for
the provisioning of the test machine. By giving a -p preseed_file input to
UTAH a custom provisioning could be carried out.

For example, the following command would provision the test machine with
quantal server image with the options given in the contents of preseed_file
and run the post installation tests given in master.run:

sudo -i -u utah /usr/share/utah/examples/run_utah_tests.py \
    -i http://cdimage.ubuntu.com/ubuntu-server/daily/current/quantal-server-i386.iso \
    -p /absolute_path_to/preseed-file /absolute_path_to/master.run



An example preseed for precise is given in the Ubuntu Installation Guide [https://help.ubuntu.com/12.04/installation-guide/example-preseed.txt].




Coding guidelines for developers


Introduction

As UTAH codebase becomes more stable, there’s an effort to make it not only
work correctly, but also look correctly. To do that, we’re using flake8 [http://pypi.python.org/pypi/flake8/], a
static code analysis [https://en.wikipedia.org/wiki/Static_program_analysis] tool that is a combination of both pyflakes [http://pypi.python.org/pypi/pyflakes] and pep8 [http://pypi.python.org/pypi/pep8].
This way, both syntax and PEP008 [http://www.python.org/dev/peps/pep-0008/] errors can be checked in a single shot.




What is PEP8?

PEP008 [http://www.python.org/dev/peps/pep-0008/] (Python Enhancement Proposal 8) is a document that contains a set of
style guidelines for developers written by Guido van Rossum [https://en.wikipedia.org/wiki/Guido_van_Rossum] and Barry
Warsaw [http://barry.warsaw.us/]. It’s commonly accepted as the de facto style document for python
developers; so, unless we don’t find useful after some time, we decided to
adopt it.




Are there any other guidelines?

Aside from PEP008 [http://www.python.org/dev/peps/pep-0008/], the Google Python Style Guide [http://google-styleguide.googlecode.com/svn/trunk/pyguide.html] has received some
attention as well. Since it differs from PEP008 [http://www.python.org/dev/peps/pep-0008/] at some places, this one isn’t
being followed at this time, but some part of it could be used in the future.




Are there any other tools?

Another tool that has a very good reputation is pylint [http://pypi.python.org/pypi/pylint/]. While it’s a very
useful tool, it’s a little bit more difficult to use and requires some time to
configure it to adapt to the policy of a given project. Anyway, it could be
used in the future as well to catch some of the errors/warnings that might not
be detected by flake8 [http://pypi.python.org/pypi/flake8/].
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# Ubuntu Testing Automation Harness
# Copyright 2013 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""rsyslog processing and monitoring."""

import logging
import os
import re
import select
import socket
import sys
import time

from utah.config import config
from utah.exceptions import UTAHException
from utah.provisioning.exceptions import UTAHProvisioningException
from utah.timeout import UTAHTimeout


[docs]class RSyslog(object):

    """Listen to rsyslog messages and process them.

    :param hostname: Host where the syslog is coming from.
    :type hostname: str
    :param logpath: Base directory where log files are created.
    :type logpath: str
    :param usefile:
        allows class to ``tail`` a file rather than act as an rsyslogd server
    :type usefile: str | None

    """

    def __init__(self, hostname, logpath, usefile=None):
        self._host = hostname
        self._logpath = logpath

        self.logger = logging.getLogger('rsyslog')

        if usefile:
            if not os.path.exists(usefile):
                self.logger.debug('creating syslog file')
                with open(usefile, 'w') as f:
                    os.fchmod(f.fileno(), 0660)
            self._file = open(usefile, 'r')
            self._where = 0
            self._read_line = self._read_file
            self._port = 0
        else:
            # start listening on an ephemeral UDP port
            self._sock = socket.socket(socket.AF_INET, socket.SOCK_DGRAM)
            self._sock.bind(('', 0))
            self._port = self._sock.getsockname()[1]
            self._read_line = self._read_udp
            self.logger.info('rsylogd port(%d) opened', self._port)

    @property
[docs]    def port(self):
        """Return UDP port number used to listen for syslog messages."""
        return self._port


[docs]    def wait_for_install(self, booted_callback=None):
        """Monitor rsyslog messages during the installation.

        Works through each step in the steps array to find messages in the
        syslog indicating what part of the install we are in.

        :param booted_callback:
            function to be called once the system has been booted
        :type booted_callback: callable | None

        """
        steps = [
            {
                'message': 'system started',
                'pattern': ['.*'],
                'booted': True,
            },
            {
                'message': 'install started',
                'pattern': [
                    '.*ubiquity\\[\\d+\\]: Ubiquity \\d',
                    # needed for non-ubiquity installs
                    '.*anna-install',
                ],
            },
            {
                'message': 'install complete',
                'pattern': [
                    '.*ubiquity reboot',
                    '.*log-output -t ubiquity umount /target$',
                    # for server bootspeed
                    '.*finish-install.d/94save-logs',
                    '.*finish-install: umount',
                    # a catch-all
                    '.*rsyslogd:.*exiting on signal 15.',
                ],
                'fail_pattern': [
                    # ubiquity/failure_command
                    '.*utah: Installation failure detected',
                    # ubiquity/success_command
                    # and d-i/late_command failures
                    '.*utah: Late command failure detected',
                    # d-i installation failure
                    '.*exited with status [^0]',
                ],
            },
        ]

        logfile = '{}/{}-install.log'.format(self._logpath, self._host)
        callbacks = {'booted': booted_callback}
        self._wait_for_steps(steps, config.installtimeout, logfile, callbacks)


[docs]    def wait_for_booted(self, uuid):
        """Monitor rsyslog during boot up.

        Works the same as the :meth:`wait_for_install` method but takes in
        steps that determine a system has booted after the install has
        completed.

        :param uuid: The UUID generated by provisioning code.
        :type uuid: string

        """
        steps = [
            {
                'message': 'system booted',
                'pattern': '.*Linux version \\d',
            },
            {
                'message': 'disk mounted',
                'pattern': '.*mounted filesystem with ordered data',
            },
            {
                'message': 'UTAH uuid received',
                # binds this to the callback for wait_for_booted
                'uuid': True,
                'pattern': '.*Machine UUID:\s+(.*)',
            },
        ]
        logfile = '{}/{}-boot.log'.format(self._logpath, self._host)

        def _cb(match):
            if match:
                _cb.uuid = match.group(1).strip()

        _cb.uuid = None
        callbacks = {'uuid': _cb}
        # TODO: Resolve the issues around this and get it back to normal
        # i.e. LP#1100386
        try:
            self._wait_for_steps(steps, config.boottimeout, logfile, callbacks)
            if not _cb.uuid:
                self.logger.error('UUID not sent from target')
            elif uuid and uuid != _cb.uuid:
                msg = 'Incorrect UUID: {} != {}'.format(uuid, _cb.uuid)
                raise UTAHProvisioningException(msg)
        except UTAHTimeout:
            self.logger.warning('Timed out waiting for boot, but continuing')


[docs]    def wait_for_utah_run(self, completed_cb=None):
        """Monitor rsyslog while waiting for utah-client to finish autorun.

        :param completed_cb: A callback function that will include the utah
        exit code.
        :type completed_cb: function

        """
        steps = [
            {
                'message': 'UTAH setup',
                'pattern': ('.*utah: completed '
                            '/etc/utah/autorun/\d+_utah-setup'),
            },
            {
                'message': 'UTAH client install',
                'pattern': ('.*utah: completed '
                            '/etc/utah/autorun/\d+_install-client'),
            },
            {
                'message': 'UTAH runlist',
                'pattern': ('.*utah: completed '
                            '/etc/utah/autorun/\d+_run-utah rc=(\d+)'),
                'completed': True,
            },
        ]
        logfile = '{}/{}-utah-run.log'.format(self._logpath, self._host)
        callbacks = {'completed': completed_cb}
        timeout = config.runtimeout
        if not timeout:
            # this means forever, but lets give something sensible to help
            # prevent jobs from hanging forever
            timeout = 172800  # 2 days
        self._wait_for_steps(steps, timeout, logfile, callbacks)


    def _wait_for_steps(self, steps, timeout, logfile, callbacks):
        with open(logfile, 'w') as f:
            x = 0
            deadline = time.time() + timeout
            while x < len(steps):
                message = steps[x]['message']
                pattern = steps[x]['pattern']
                fail_pattern = steps[x].get('fail_pattern', [])

                if not isinstance(pattern, list):
                    pattern = [pattern]
                else:
                    pattern = pattern[:]  # create a copy so we don't alter
                if not isinstance(fail_pattern, list):
                    fail_pattern = [fail_pattern]
                else:
                    fail_pattern = fail_pattern[:]
                pattern.extend(fail_pattern)
                future_pats = self._future_patterns(steps, x)
                pattern.extend(future_pats)
                self.logger.info(
                    'Waiting %ds for: %s', deadline - time.time(), message)
                pattern, match = self._wait_for(f, pattern, message, deadline)
                if match is None:
                    remaining_messages = [step['message']
                                          for step in steps[x + 1:]]
                    log_message = (
                        'Timeout ({}) occurred for {} message.\n'
                        'Remaining messages: {}'
                        .format(timeout, message,
                                ', '.join(remaining_messages)))
                    # Log error message to write the timestamp
                    # when the timeout happened
                    self.logger.error(log_message)
                    raise UTAHTimeout(log_message)
                if pattern in fail_pattern:
                    raise UTAHException('Failure pattern found: {}'
                                        .format(pattern))
                if pattern in future_pats:
                    msg = 'Expected pattern missed, matched future pattern: %s'
                    self.logger.warn(msg, pattern)
                    x = self._fast_forward(steps, pattern, match, callbacks)
                else:
                    self.logger.info('Matched pattern %r for %r message',
                                     pattern, message)

                self._do_callback(steps[x], callbacks, match)
                x += 1

    @staticmethod
    def _do_callback(step, callbacks, match):
        for name, func in callbacks.iteritems():
            if func and step.get(name, False):
                func(match)

    @staticmethod
    def _future_patterns(steps, index):
        patterns = []
        index += 1
        for step in steps[index:]:
            pattern = step['pattern']
            if not isinstance(pattern, list):
                patterns.append(pattern)
            else:
                patterns.extend(pattern)
        return patterns

    @staticmethod
    def _fast_forward(steps, pattern, match, callbacks):
        """Figure out what should be the next step.

        Look through each item in the steps array to find the index of the
        given pattern. It will return that index so that the ``wait_for`` code
        knows where to continue from. It will also alert the
        ``booted_callback`` function if that was one of the steps that was
        missed.

        """
        x = 0
        while x < len(steps):
            # make sure we don't skip a callback
            RSyslog._do_callback(steps[x], callbacks, match)

            patterns = steps[x]['pattern']
            if not isinstance(patterns, list):
                patterns = [patterns]
            if pattern in patterns:
                return x

            x += 1

    def _wait_for(self, writer, patterns, message, deadline):
        pats = [re.compile(x) for x in patterns]

        while(time.time() < deadline):
            data = self._read_line()
            if data:
                if self.logger.level <= logging.DEBUG:
                    sys.stderr.write(data)
                writer.write(data)
                for pat in pats:
                    match = pat.match(data)
                    if match:
                        return (pat.pattern, match)
        return (None, None)

    def _read_udp(self):
        data = None
        (rd, _, _) = select.select([self._sock], [], [], 5)
        if self._sock in rd:
            data = self._sock.recv(1024)
            if data[-1] != '\n':
                data += '\n'
        return data

    def _read_file(self):
        # try for up to 5 seconds
        for _ in xrange(5):
            line = self._file.readline()
            if line:
                self._where = self._file.tell()
                return line

            if os.fstat(self._file.fileno()).st_size < self._where:
                self.logger.warn('file truncation detected')
                self._file.seek(0)
                self._where = 0
            elif not line:
                time.sleep(1)
        return None
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  Source code for utah.provisioning.ssh

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""
SSH based machine class for a provisioned system
and SSHMixin for every machine class that needs SSH support.
"""

import logging
import os
import signal
import socket

from stat import S_ISDIR
from traceback import format_exc

import paramiko

import utah.timeout

from utah.config import config
from utah.provisioning.exceptions import UTAHProvisioningException
from utah.provisioning.provisioning import Machine
from utah.retry import retry


[docs]class SSHMixin(object):

    """Provide methods for machines accessed via ssh."""

    def __init__(self, *args, **kwargs):
        # Note: Since this is a mixin it doesn't expect any argument
        # However, it calls super to initialize any other mixins in the mro
        super(SSHMixin, self).__init__(*args, **kwargs)
        self.initialize()

[docs]    def initialize(self):
        """SSH mixin initialization.

        Use this method when it isn't appropriate to follow the MRO as in
        __init__

        """
        ssh_client = paramiko.SSHClient()
        ssh_client.set_missing_host_key_policy(paramiko.AutoAddPolicy())
        self.ssh_client = ssh_client
        self.ssh_logger = logging.getLogger('ssh')


[docs]    def run(self, command, quiet=False, root=False, command_timeout=None):
        """Run a command through SSH.

        :param command: Command to execute on the remote machine
        :type command: str | list(str)
        :param quiet:
            Use debug level to log failure return command message when this
            flag is set. Otherwise, use warning.
        :type quiet: bool
        :param root:
            Run command as root user when this flag is set. Otherwise, use the
            user specified in the configuration file.
        :type root: bool
        :param command_timeout:
            Amount of time in seconds to wait for the command to complete.

            .. seealso:: :func:`utah.timeout.timeout`
        :type command_timeout: int

        """
        if isinstance(command, basestring):
            commandstring = command
        else:
            commandstring = ' '.join(command)
        if root:
            user = 'root'
        else:
            user = config.user

        self.activecheck()
        # Some commands expect run to return the output status of the command
        # We're going to try the method described here:
        # http://stackoverflow.com/questions/3562403/
        # With additions from here:
        # http://od-eon.com/blogs/
        # stefan/automating-remote-commands-over-ssh-paramiko/
        self.ssh_logger.debug('Connecting SSH')
        retval = 'not run'
        try:
            self.ssh_client.connect(self.name,
                                    username=user,
                                    key_filename=config.sshprivatekey)

            self.ssh_logger.debug('Opening SSH session')
            channel = self.ssh_client.get_transport().open_session()

            self.ssh_logger.info('Running command through SSH: {}'
                                 .format(commandstring))
            stdout = channel.makefile('rb')
            stderr = channel.makefile_stderr('rb')

            # Get remaining SIGALRM timeout
            alarm_timeout = signal.alarm(0)
            signal.alarm(alarm_timeout)

            # Discard 0 or None timeout values
            timeouts = filter(None, [command_timeout, alarm_timeout])
            if timeouts:
                timeout = min(timeouts)
                channel.settimeout(timeout)

            channel.exec_command(commandstring)
            try:
                # Make sure socket.timeout is raised
                channel.recv(0)
            except socket.timeout:
                self.ssh_logger.debug(format_exc())
                raise utah.timeout.UTAHTimeout(
                    'SSH command timed out {!r} after {} seconds'
                    .format(commandstring, timeout))

            retval = channel.recv_exit_status()

        except paramiko.BadHostKeyException as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(
                'Host key exception encountered; '
                'machine may be in use by another process: {}'
                .format(err), external=True)
        except (paramiko.AuthenticationException, paramiko.SSHException,
                socket.error) as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(err)
        finally:
            self.ssh_logger.debug('Closing SSH connection')
            self.ssh_client.close()

        if retval == 0:
            self.ssh_logger.debug('Return code: {}'.format(retval))
        else:
            if quiet:
                log_method = self.ssh_logger.debug
            else:
                log_method = self.ssh_logger.warning

            log_method(
                'SSH command ({}) failed with return code: {}'
                .format(commandstring, retval))

        self.ssh_logger.debug('Standard output follows:')
        stdout_lines = stdout.readlines()
        for line in stdout_lines:
            self.ssh_logger.debug(line.strip())

        self.ssh_logger.debug('Standard error follows:')
        stderr_lines = stderr.readlines()
        for line in stderr_lines:
            self.ssh_logger.debug(line.strip())

        return retval, ''.join(stdout_lines), ''.join(stderr_lines)


    @staticmethod
    def _check_files(files):
        failed = []
        for f in files:
            if not os.path.isfile(f):
                failed.append(f)
        if len(failed):
            msg = 'Files do not exist: {}'.format(' '.join(failed))
            err = UTAHProvisioningException(msg)
            err.files = failed
            raise err

[docs]    def uploadfiles(self, files, target=os.path.normpath('/tmp/')):
        """Copy a file or list of files to a target directory on the machine.

        :param files: File or list of files to upload
        :type files: list or str
        :param target: Remote path to upload files
        :type target: str

        """
        if isinstance(files, basestring):
            files = [files]

        self._check_files(files)

        self.activecheck()
        sftp_client = None
        try:
            self.ssh_client.connect(self.name,
                                    username=config.user,
                                    key_filename=config.sshprivatekey)
            sftp_client = self.ssh_client.open_sftp()
            for localpath in files:
                self.ssh_logger.info(
                    'Uploading %s from the host to %s on the machine',
                    localpath,
                    target)
                remotepath = os.path.join(target, os.path.basename(localpath))
                sftp_client.put(localpath, remotepath)
        except paramiko.BadHostKeyException as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(
                'Host key exception encountered; '
                'machine may be in use by another process: {}'
                .format(err), external=True)
        except (paramiko.AuthenticationException, paramiko.SSHException,
                socket.error) as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(err)
        finally:
            self.ssh_client.close()
            if sftp_client:
                sftp_client.close()


[docs]    def downloadfiles(self, files, target=os.path.normpath('/tmp/')):
        """Copy a file or list of files from the machine to a local target.

        :param files: File or list of files to download
        :type files: list or str
        :param target: Local path to download files
        :type target: str

        """
        if isinstance(files, basestring):
            files = [files]

        self.activecheck()
        if os.path.isdir(target):
            get_localpath = lambda remotepath: \
                os.path.join(target, os.path.basename(remotepath))
        else:
            get_localpath = lambda remotepath: target

        sftp_client = None
        try:
            self.ssh_client.connect(self.name,
                                    username=config.user,
                                    key_filename=config.sshprivatekey)
            sftp_client = self.ssh_client.open_sftp()
            for remotepath in files:
                localpath = get_localpath(remotepath)
                self.ssh_logger.info('Downloading {} from the machine '
                                     'to {} on the host'
                                     .format(remotepath, target))
                sftp_client.get(remotepath, localpath)
        except paramiko.BadHostKeyException as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(
                'Host key exception encountered; '
                'machine may be in use by another process: {}'
                .format(err), external=True)
        except (paramiko.AuthenticationException, paramiko.SSHException,
                socket.error) as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(err)
        finally:
            self.ssh_client.close()
            if sftp_client:
                sftp_client.close()


[docs]    def downloadfilesrecursive(self, files, target=os.path.normpath('/tmp/')):
        """Recursively copy files to the target directory on the machine.

        :param files: File or list of files to download
        :type files: list or str
        :param target: Local path to download files
        :type target: str

        """
        # TODO: See if we can make this the default downloadfiles
        self.activecheck()
        self.ssh_client.connect(self.name,
                                username=config.user,
                                key_filename=config.sshprivatekey)
        sftp_client = self.ssh_client.open_sftp()
        myfiles = []

        if isinstance(files, basestring):
            files = [files]

        for myfile in files:
            newtarget = os.path.join(target, os.path.basename(myfile))
            if S_ISDIR(sftp_client.stat(myfile).st_mode):
                self.ssh_logger.debug('%s is a directory, recursing', myfile)
                if not os.path.isdir(newtarget):
                    self.ssh_logger.debug('Attempting to create %s', newtarget)
                    os.makedirs(newtarget)
                myfiles = [os.path.join(myfile, x)
                           for x in sftp_client.listdir(myfile)]
                self.downloadfilesrecursive(myfiles, newtarget)
            else:
                self.downloadfiles(myfile, newtarget)


[docs]    def sshcheck(self):
        """Check if the machine is available via ssh.

        .. seealso:: :func:`utah.retry.retry`, :meth:`sshpoll`

        """
        self.ssh_logger.info('Checking for ssh availability')
        try:
            self.ssh_client.connect(self.name,
                                    username=config.user,
                                    key_filename=config.sshprivatekey)
        except paramiko.BadHostKeyException as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(
                'Host key exception encountered; '
                'machine may be in use by another process: {}'
                .format(err), external=True)
        except (paramiko.AuthenticationException,
                paramiko.SSHException) as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(err)
        except socket.error as err:
            self.ssh_logger.debug(format_exc())
            raise UTAHProvisioningException(str(err), retry=True)
        finally:
            self.ssh_client.close()


[docs]    def sshpoll(self, timeout=config.boottimeout,
                checktimeout=config.checktimeout, logmethod=None):
        """Run sshcheck over and over until timeout expires.

        :param timeout: Overall timeout for checking
        :type timeout: int or None
        :param checktimeout: Time between each check
        :type checktimeout: int
        :param logmethod: Method to use for logging
        :type logmethod: function

        """
        if logmethod is None:
            logmethod = self.ssh_logger.debug
        utah.timeout.timeout(timeout, retry, self.sshcheck,
                             logmethod=logmethod, retry_timeout=checktimeout)


[docs]    def activecheck(self):
        """Start the machine if needed, and check for SSH login."""
        self.logger.debug('Checking if machine is active')
        self.provisioncheck()
        if not self.active:
            self._start()
            self.sshcheck()




[docs]class ProvisionedMachine(SSHMixin, Machine):

    """A machine that is provisioned and can be accessed through ssh."""

    def __init__(self, name):
        SSHMixin.initialize(self)
        self.name = name
        self._loggersetup()

        # No cleanup needed for systems that are already provisioned
        self.clean = False

        self.active = False
        self.provisioned = True

        # System is expected to be available already, so there's no need to
        # wait before trying to connect through ssh
        self.check_timeout = 3
        self.connectivity_timeout = 60

[docs]    def activecheck(self):
        """Check if machine is active.

        Given that the machine is already provisioned, it's considered to be
        active as long as it's reachable through ssh.

        """
        if not self.active:
            try:
                self.pingpoll(timeout=self.connectivity_timeout,
                              checktimeout=self.check_timeout)
            except utah.timeout.UTAHTimeout:
                self.ssh_logger.debug(format_exc())
                # Ignore timeout for ping, since depending on the network
                # configuration ssh might still work despite the ping failure.
                self.logger.warning('Network connectivity (ping) failure')

            self.sshpoll(timeout=self.connectivity_timeout,
                         checktimeout=self.check_timeout)
            self.active = True
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  Source code for utah.process

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Process related utilities."""

import errno
import fcntl
import logging
import os
import select
import signal
import StringIO
import subprocess
import sys
import time

import psutil

from utah import logger


[docs]def pid_in_use(pid, arg_patterns=None):
    """Test if the given pid is running.

    If arg_patterns is provided then the pid's command line will be compared
    to make sure it matches an expected value.

    :returns:
        proc object if the pid is active and optionally matches one of the
        arg_patterns, otherwise None
    :rtype: psutil.Process

    """
    try:
        proc = psutil.Process(pid)
    except psutil.error.NoSuchProcess:
        return None

    cmdline = ' '.join(proc.cmdline)
    if arg_patterns:
        for p in arg_patterns:
            if p in cmdline:
                return proc
        return None
    return proc



[docs]class ProcessChecker(object):

    """Check all running process looking for a given pattern."""

    MESSAGE_TEMPLATE = (
        "{app} application is running.\n"
        "Please stop it before launching utah since "
        "it won't interact properly with KVM "
        "(Kernel-based Virtual Machine)\n")

[docs]    def check_cmdline(self, pattern):
        """Check if the command line of any process matches the given pattern.

        :param pattern:
            A fragment of the string that should be included in the command
            line.
        :type pattern: str
        :returns:
            Whether there's a process command line that matches the given
            pattern.
        :rtype: bool

        """
        pids = psutil.get_pid_list()
        cmdlines = []
        for pid in pids:
            try:
                cmdlines.append(' '.join(psutil.Process(pid).cmdline))
            except psutil.error.NoSuchProcess:
                pass
        return any(pattern in cmdline for cmdline in cmdlines)


[docs]    def get_error_message(self, app):
        """Return error message for an incompatible application running."""
        return self.MESSAGE_TEMPLATE.format(app=app)




[docs]class ProcessRunner(object):

    """Run a command in a subprocess and log output properly.

    :param arglist: Argument list as would be passsed to `subprocess.Popen`
    :type arglist: list

    :attribute output: Command output (both stdout and stderr)
    :attribute returncode: Command return code

    .. note::
        Process is launched when object is instantiated, there isn't any
        separate `run` method.

    """

    def __init__(self, arglist):
        logging.debug('Running command: ' + ' '.join(arglist))
        logging.debug('Output follows:')
        p = subprocess.Popen(arglist,
                             stdout=subprocess.PIPE, stderr=subprocess.STDOUT)
        output = []
        while p.poll() is None:
            line = p.stdout.readline().strip()
            logging.debug(line)
            output.append(line)

        if p.returncode == 0:
            logging.debug('Return code: {}'.format(p.returncode))
        else:
            logging.warning('Command ({}) failed with return code: {}'
                            .format(' '.join(arglist), p.returncode))

        self.output = '\n'.join(output)
        self.returncode = p.returncode



def _get_process_children(pid):
    """Get the children processes of a given one.

    :param pid: Process ID of the parent process
    :type pid: int
    :returns: Process ID for the childern processes
    :rtype: list(int)

    """
    try:
        pids = subprocess.check_output(['ps', '--no-headers', '-o', 'pid',
                                        '--ppid', str(pid)]).split()
        return [int(process_id) for process_id in pids]
    except subprocess.CalledProcessError:
        return []


def _kill(pid, sig):
    pids = [pid]
    pids.extend(_get_process_children(pid))

    for pid in pids:
        # process might have died before getting to this line
        # so wrap to avoid OSError: no such process
        try:
            os.kill(pid, sig)
        except OSError:
            pass


def _handle_fd(buffs, fds, fd, stream):
    data = os.read(fd, 256)
    if data:
        buffs[fd].write(data)
        if stream:
            logger.log(data, False)
    else:
        os.close(fd)
        fds.remove(fd)


def _rc(pid, timed_out):
    """Determine the exit code of the process and kill it if timed out.

    :return: pid's return code or exist status

    """
    if timed_out:
        _kill(pid, signal.SIGTERM)
        _kill(pid, signal.SIGKILL)
    status = os.waitpid(pid, 0)
    if not os.WIFEXITED(status[1]):
        rc = status[1]   # todo syslog this?
    else:
        rc = os.WEXITSTATUS(status[1])
    return rc


def _drain(pid, stdout, stderr, deadline, stream):
    buff = {
        stdout: StringIO.StringIO(),
        stderr: StringIO.StringIO(),
    }

    timed_out = False
    fds = [stdout, stderr]
    while len(fds):
        timeout = 5  # don't just pound the select call
        if deadline:
            now = time.time()
            if now > deadline:
                timed_out = True
                break
            else:
                remaining = deadline - now
                if remaining < timeout:
                    timeout = remaining
        try:
            readable, _, _ = select.select(fds, [], [], timeout)
        except select.error as e:
            if e.args[0] == errno.EINTR:
                continue
            raise
        for fd in readable:
            _handle_fd(buff, fds, fd, stream)

    rc = _rc(pid, timed_out)
    return (rc, buff[stdout].getvalue(), buff[stderr].getvalue(), timed_out)


def _set_cloexec_flag(fd, cloexec=True):
    # this helps ensure the subprocesses will close FD's upon exit
    # the floodlight runlist is a great way to validate
    old = fcntl.fcntl(fd, fcntl.F_GETFD)
    fcntl.fcntl(fd, fcntl.F_SETFD, old | fcntl.FD_CLOEXEC)


def _pipes():
    stdout_r, stdout_w = os.pipe()
    stderr_r, stderr_w = os.pipe()
    _set_cloexec_flag(stdout_r)
    _set_cloexec_flag(stdout_w)
    _set_cloexec_flag(stderr_r)
    _set_cloexec_flag(stderr_w)
    return stdout_r, stdout_w, stderr_r, stderr_w


[docs]def run(cmd, cwd, timeout, stream_syslog):
    """Run a command using fork/exec.

    subprocess.* methods, don't provide a good way to do the UNIX classic
    fork/exec/select to get stdout/stderr while a process is executing. This
    provides a version for UTAH.

    :returns: rc, timed_out, stdout, stderr
    :rtype: tuple(int, bool, string, string)

    """
    stdout_r, stdout_w, stderr_r, stderr_w = _pipes()

    pid = os.fork()
    if pid == 0:
        # setup stdout/stderr
        os.close(stdout_r)
        os.dup2(stdout_w, 1)
        os.close(stderr_r)
        os.dup2(stderr_w, 2)

        if cwd:
            os.chdir(cwd)
        os.execv('/bin/sh', ['/bin/sh', '-c', cmd])
        print "ERROR os.execv command"
        sys.exit(1)

    os.close(stdout_w)
    os.close(stderr_w)
    deadline = 0
    if timeout:
        deadline = time.time() + timeout
    rc, out, err, timed_out = \
        _drain(pid, stdout_r, stderr_r, deadline, stream_syslog)

    return rc, timed_out, out, err
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  Source code for utah.client.testcase

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Testcase specific code."""

import os

import jsonschema

from utah import logger
from utah.client.common import (
    CMD_TC_BUILD,
    CMD_TC_CLEANUP,
    CMD_TC_SETUP,
    CMD_TC_TEST,
    do_nothing,
    parse_control_file,
    run_cmd,
)
from utah.client.exceptions import (
    MissingFile,
    ValidationError,
)


[docs]class TestCase(object):

    """Base class describing a test case.

    status is one of 'NOTRUN', 'BUILD', 'SETUP', 'RUN', 'CLEANUP', or 'DONE'

    """

    status = 'NOTRUN'
    summary = 'PASS'  # 'PASS', 'FAIL', of 'ERROR'
    build_cmd = None
    tc_setup = None
    tc_cleanup = None
    reboot_callback = None
    save_state_callback = do_nothing
    type = 'userland'

    CONTROL_SCHEMA = {
        '$schema': 'http://json-schema.org/draft-04/schema#',
        'type': 'object',
        'properties': {
            'description': {'type': 'string'},
            'dependencies': {'type': 'string'},
            'action': {'type': 'string'},
            'expected_results': {'type': 'string'},
            'type': {
                'type': 'string',
                'enum': ['userland']
            },
            'timeout': {
                'type': 'integer',
                'minimum': 0,
            },
            'build_cmd': {'type': 'string'},
            'command': {'type': 'string'},
            'run_as': {'type': 'string'},
            'tc_setup': {'type': 'string'},
            'tc_cleanup': {'type': 'string'},
            'reboot': {
                'type': 'string',
                'enum': ['always', 'pass', 'never'],
                'default': 'never',
            },
        },
        'required': [
            'description',
            'dependencies',
            'action',
            'expected_results',
            'command',
        ],
        'minProperties': 1,
    }

    def __init__(self, name, suite, command=None):
        """Build a TestCase from a control file's data."""
        self.name = name
        self.suite = suite

        self.path = os.path.join(suite.path, suite.name, name)
        self.working_dir = self.path

        self.timeout = suite.timeout
        self.run_as = None

        # The following are testcase documentation and should all be provided
        # in a tc_control file or via the state file.
        self.description = None
        self.dependencies = None
        self.action = None
        self.expected_results = None

        tcfile = os.path.join(self.path, 'tc_control')
        if os.path.exists(tcfile):
            try:
                control_data = parse_control_file(tcfile, self.CONTROL_SCHEMA)
                if self.timeout is not None:
                    control_data['timeout'] = self.timeout
                for key, value in control_data.iteritems():
                    setattr(self, key, value)
            except jsonschema.ValidationError as exception:
                raise ValidationError(
                    '{!r} test case control file invalid: {!r}\n'
                    'Detailed information: {}'
                    .format(self.name, tcfile, exception))
        else:
            raise MissingFile(
                'Control file, {}, does not exist.'.format(tcfile))

        if self.timeout is None:
            self.timeout = 0

        if command:
            self.command = command

    def __str__(self):
        return ("{}: {}, {}, {}".format(
                self.name, self.description, self.command, self.timeout))

[docs]    def set_status(self, status):
        """Set the status and call the save state callback."""
        self.status = status
        self.suite.runner.save_state()


[docs]    def build(self):
        """Run build, but only if we haven't started a run yet."""
        if self.status == 'NOTRUN':
            self.set_status('BUILD')
            logger.log('Testcase {} build'.format(self.name))
            cmd_result = run_cmd(
                self.build_cmd, cwd=self.working_dir, cmd_type=CMD_TC_BUILD)
            self.suite.runner.result.add_result(cmd_result)


[docs]    def setup(self):
        """Run tc_setup, but only if build() has just passed."""
        if self.status == 'BUILD' and \
           self.suite.runner.result.status == 'PASS':
            self.set_status('SETUP')
            logger.log('Testcase {} setup'.format(self.name))
            cmd_result = run_cmd(
                self.tc_setup, cwd=self.working_dir, cmd_type=CMD_TC_SETUP)
            self.suite.runner.result.add_result(cmd_result)


[docs]    def cleanup(self):
        """Run tc_cleanup after a run."""
        if self.status == 'RUN':
            self.set_status('CLEANUP')
            logger.log('Testcase {} cleanup'.format(self.name))
            cmd_result = run_cmd(
                self.tc_cleanup, cwd=self.working_dir, cmd_type=CMD_TC_CLEANUP)
            self.suite.runner.result.add_result(cmd_result)


[docs]    def run(self, rerun=False):
        """Run the complete test case.

        This includes any build, setup, and cleanup commands.

        :returns: Whether to keep running tests (True) or reboot (False)
        :rtype: bool

        """
        if rerun:
            # reruns mean we should re-run the setup but skip the build step
            self.set_status('BUILD')
        elif self.is_done():
            return 'PASS'

        # Return value to indicate whether processing of a TestSuite should
        # continue.  This is to avoid a shutdown race on reboot cases.
        keep_going = True

        self.suite.runner.result.testcase = self.name

        self.build()
        self.setup()

        # if the setup fails don't run the test command
        if self.suite.runner.result.status != 'PASS':
            self.summary = 'ERROR'
            self.suite.runner.result.status = 'PASS'
            return self.suite.runner.result.status

        if self.status == 'SETUP':
            timeout = self.timeout or 0
            self.status = "RUN"
            self.suite.runner.save_state()
            extra_info = {
                'description': self.description,
                'dependencies': self.dependencies,
                'action': self.action,
                'expected_results': self.expected_results,
            }
            logger.log('Testcase {} run'.format(self.name))
            cmd_result = run_cmd(
                self.command,
                timeout=timeout,
                cwd=self.working_dir,
                cmd_type=CMD_TC_TEST,
                run_as=self.run_as
            )
            self.suite.runner.result.add_result(
                cmd_result, extra_info=extra_info)

            # only if we haven't failed or errored so far do
            # we set the summary for the testcase.
            if self.summary == 'PASS':
                self.summary = self.suite.runner.result.status

        # Clean up whether 'command' failed or not.
        self.cleanup()

        need_reboot = False
        if (
                self.reboot == 'always' or
                (self.reboot == 'pass' and
                 self.suite.runner.result.status == 'PASS')
        ):
            need_reboot = True

        self.suite.runner.result.status = 'PASS'

        if self.status == 'CLEANUP':
            self.status = "DONE"
            self.suite.runner.save_state()

        if need_reboot and self.suite.runner.reboot is not None:
            self.suite.runner.reboot()
            keep_going = False

        return keep_going


[docs]    def process_overrides(self, overrides):
        """Set override values from a TestSuite runlist for this test case."""
        for key, value in overrides.iteritems():
            setattr(self, key, value)


[docs]    def load_state(self, state):
        """Restore state from the supplied dictionary.

        Requires that 'state' has the same fieldnames as the TestCase class.

        """
        for key, value in state.iteritems():
            setattr(self, key, value)


[docs]    def save_state(self):
        """Return a dictionary representing the test's state."""
        state = {
            'name': self.name,
            'path': self.path,
            'command': self.command,
            'timeout': self.timeout,
            'status': self.status,
            'summary': self.summary,
            'build_cmd': self.build_cmd,
            'tc_setup': self.tc_setup,
            'tc_cleanup': self.tc_cleanup,
            'type': self.type,
            'description': self.description,
            'dependencies': self.dependencies,
            'action': self.action,
            'expected_results': self.expected_results,
        }

        return state


[docs]    def is_done(self):
        """Determine if the case is done.

        This might mean that something has failed.
        Used by suite to determine if the suite needs to be re-run on resume.

        :returns: Whether the test case is finished (done or cleaned up)
        :rtype: bool

        """
        return self.status == 'DONE' or self.status == 'CLEANUP'
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# Ubuntu Testing Automation Harness
# Copyright 2013 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide easy accessors to the Jinja2 template library"""

import os

from jinja2 import Environment, FileSystemLoader

from utah.config import config


def _add_backslash_filter(value):
    r"""Append backslash character to each line.

    :returns: an version of the string where \\'s have been to each \\n
    :rtype: string

    """
    return '\n'.join(['{}\\'.format(line) for line in value.splitlines()])


[docs]def as_buff(template, **kw):
    """Return the rendered template as a string."""
    if not getattr(as_buff, '_env', None):
        paths = [
            os.path.join(os.path.dirname(__file__), '../templates'),
            config.template_dir,
        ]
        as_buff._env = \
            Environment(loader=FileSystemLoader(paths))
        as_buff._env.filters['add_backslash'] = _add_backslash_filter
    template = as_buff._env.get_template(template)
    return template.render(kw)



[docs]def write(template, path, **kw):
    """Render the given template as a file."""
    content = as_buff(template, **kw)
    with open(path, 'w') as f:
        f.write(content)
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  Source code for utah.client.exceptions

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide UTAH client exceptions."""


[docs]class UTAHClientError(Exception):

    """Base class of all exceptions in the client."""

    pass



[docs]class BadDir(UTAHClientError):

    """Directory error.

    Raised when some test directory isn't found
    or an error happens when trying to change to it

    """

    pass



[docs]class MissingFile(UTAHClientError):

    """Raised when yaml file with metadata about tests cannot be found."""

    pass



[docs]class BadMasterRunlist(UTAHClientError):

    """Raised when master runlist isn't in the expected format."""

    pass



[docs]class YAMLParsingError(UTAHClientError):

    """Provide more detailed yaml.load exception handling.

    Used to provide the filename and the location
    in which the parsing error happened when calling yaml.load

    """

    pass



[docs]class YAMLEmptyFile(UTAHClientError):

    """Raised when a file that was supposed to contain yaml data is empty."""

    pass



[docs]class ValidationError(UTAHClientError):

    """Used to provide additional information when schema validation fails."""

    pass






          

      

      

    

    
        © Copyright 2012, Canonical Ltd.
      Created using Sphinx 1.1.3.
    

  

search.html

    
      Navigation


      
        		
          index


        		
          modules |


        		UTAH dev documentation »

 
      


    


    
      
          
            
  Search


  
  
  
    Please activate JavaScript to enable the search
    functionality.
  


  

  
    From here you can search these documents. Enter your search
    words into the box below and click "search". Note that the search
    function will automatically search for all of the words. Pages
    containing fewer words won't appear in the result list.
  


  
    
    
    
  

  
  
  
  


          

      

      

    

    
        © Copyright 2012, Canonical Ltd.
      Created using Sphinx 1.1.3.
    

  

_modules/utah/client/common.html

    
      Navigation


      
        		
          index


        		
          modules |


        		UTAH dev documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for utah.client.common

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""UTAH client common classes and functions."""


import datetime
import getpass
import os
import platform
import pwd
import re

import jsonschema
import yaml

from utah import logger
from utah.client.probe import probes

from utah.client.exceptions import (
    BadDir,
    YAMLParsingError,
    YAMLEmptyFile,
)

from utah.process import run


CONFIG = {
    'DEBUG': False,
    'TEST_DIR': '/var/lib/utah',
    'UTAH_CLIENT': '/usr/share/utah/client',
}

# Default TestSuite filenames
DEFAULT_TSLIST = 'tslist.run'
DEFAULT_TSCONTROL = 'ts_control'

UTAH_DIR = CONFIG['TEST_DIR']
UTAH_TESTDIR = os.path.join(UTAH_DIR, 'testsuites')
MASTER_RUNLIST = os.path.join(UTAH_DIR, "master.run")
UTAH_CLIENT = CONFIG['UTAH_CLIENT']
CLIENT_CONFIG = os.path.join(UTAH_DIR, 'config', 'client.json')
DEFAULT_STATE_FILE = os.path.join(UTAH_DIR, "state.yaml")

MEDIA_INFO = '/etc/utah/media-info'
INSTALL_TYPE = '/etc/utah/install-type'
PRODUCT_UUID = '/sys/class/dmi/id/product_uuid'


[docs]class ReturnCodes:

    """Provide consistent return codes for UTAH client.

    PASS: All test cases were executed and passed
    FAIL: All test cases were executed, but at least one of them failed
    ERROR: At least one error was detected that prevented a test case from
    being executed. Examples of situations that are considered an error are:
    - Fetch command failure
    - Setup command failure
    REBOOT: The system under test rebooted as required by a test case. To get
    final result the state file has to be checked.
    UNKNOWN: Unable to retrieve state file to check if client finished
    properly.
    INVALID_USER: The client was launched with a user other than root.
    EXCEPTION_ERROR: An exception error was encountered.
    CMD_PARSING_ERROR: Command line arguments parsing error.

    """

    PASS = 0
    FAIL = 1
    ERROR = 2
    REBOOT = 3
    UNKNOWN = 4
    INVALID_USER = 5
    EXCEPTION_ERROR = 6
    CMD_PARSING_ERROR = 7



CMD_TC_BUILD = 'testcase_build'
CMD_TC_SETUP = 'testcase_setup'
CMD_TC_TEST = 'testcase_test'
CMD_TC_CLEANUP = 'testcase_cleanup'
CMD_TC_REBOOT = 'testcase_reboot'

CMD_TS_FETCH = 'testsuite_fetch'
CMD_TS_BUILD = 'testsuite_build'
CMD_TS_SETUP = 'testsuite_setup'
CMD_TS_CLEANUP = 'testsuite_cleanup'

DATE_FORMAT = "%Y-%m-%d %H:%M:%S"


[docs]def do_nothing(_obj=None):
    """Placeholder for save_state_callbacks.

    .. seealso:: :class:`.TestSuite`, :class:`.TestCase`

    """



def _get_cmd(command, run_as):
    if run_as is not None:
        pwd.getpwnam(run_as)  # this will raise an exception for no such user
        # add -n so sudo will not prompt for a password on the tty
        cmd_prefix = "sudo -n -u {} ".format(run_as)
    else:
        cmd_prefix = ""
        run_as = getpass.getuser()
    return '{}{}'.format(cmd_prefix, command), run_as


[docs]def run_cmd(command, cwd=None, timeout=0, cmd_type=CMD_TC_TEST, run_as=None):
    """Run command and return result using the client's format.

    :param command: Command as it would be written in a console
    :type command: str
    :param cwd: Current working directory path
    :type cwd: str
    :param timeout:
        Maximum amount of time in seconds to wait for the command to complete
    :type timeout: int
    :param cmd_type: Command type as displayed in the result object
    :type cmd_type: str
    :param run_as: Username to use to run the command
    :type run_as: int
    :returns: Command execution result
    :rtype: dict

    .. seealso:: :func:`make_result`

    """

    if command is None:
        return

    try:
        cmd, run_as = _get_cmd(command, run_as)
    except KeyError:
        return make_result(
            command,
            1,  # sudo return value for configuration/permission problem
            stderr=('{!r} user not found in the password database'
                    .format(run_as)))

    logger.log('Running command: {}'.format(cmd))

    start = datetime.datetime.now()
    probe_data = {}
    with probes.run(probe_data):
        rc, timedout, out, err = run(cmd, cwd, timeout, True)
    time_delta = datetime.datetime.now() - start

    if rc:
        logger.log_error('Process exited with error code: {}'.format(rc))

    kwargs = {'command': command,
              'retcode': rc,
              'stdout': _normalize_encoding(out),
              'stderr': _normalize_encoding(err),
              'start_time': start.strftime(DATE_FORMAT),
              'time_delta': str(time_delta),
              'cmd_type': cmd_type,
              'user': run_as,
              'probes': probe_data,
              }

    return make_result(**kwargs)



def _normalize_encoding(value, encoding='utf-8'):
    """Normalize string encoding.

    Make sure that byte strings are used only for ascii data and unicode
    strings for strings using any other encoding.

    :param value: Data string that should be normalized
    :type value: str
    :param encoding: Encoding used to decode the given string
    :type encoding: str
    :returns: Data string reencoded using in ascii if possible
    :rtype: str

    """
    unicode_value = value.decode(encoding, 'replace')
    output = unicode_value.encode('ascii', 'replace')
    return output


# TODO: it might make sense to have a result object that keeps track of
# test pass, fail, error and serializes it's data.
[docs]def make_result(command, retcode, stdout='', stderr='', start_time='',
                time_delta='', cmd_type=CMD_TC_TEST, user='unknown',
                probes=None):
    """Make a result data structure.

    .. note::
        Battery information will only be included if some value is passed as
        argument.

    :param command: Command that was executed
    :type command: str
    :param retcode: Return code
    :type retcode: int
    :param stdout: Standard output
    :type stdout: str
    :param stderr: Standard error
    :type stderr: str
    :param start_time: Time in which command execution started
    :type start_time: str
    :param time_delta: Amount of time that the command took to complete
    :type time_delta: str
    :param cmd_type: Command type to be displayed in the report
    :type cmd_type: str
    :param user: User name the executed the command
    :type user: str
    :param probes: probe data obtained while running the command
    :type probes: dict
    :returns: Result data
    :rtype: dict

    """
    res = {
        'command': command,
        'returncode': retcode,
        'stdout': stdout,
        'stderr': stderr,
        'start_time': start_time,
        'time_delta': time_delta,
        'cmd_type': cmd_type,
        'user': user,
        'probes': probes,
    }

    return res



[docs]def parse_yaml_file(filename):
    """Parse yaml file.

    :param filename: Path to the file that should be read
    :type filename: str
    :returns: Parsed data
    :rtype: object
    :raises YAMLParsingError:
        If there's a problem while parsing the file with the information about
        where in the file the problem was detected.

    .. seealso:: :func:`parse_control_file`

    """
    try:
        with open(filename, 'r') as fp:
            data = yaml.load(fp)
        if data is None:
            raise YAMLEmptyFile('Empty YAML file: {}'.format(filename))
    except yaml.YAMLError as exception:
        if hasattr(exception, 'problem_mark'):
            mark = exception.problem_mark
            error_message = ('YAML parsing error '
                             'at line {line}, column {column}: {filename}'
                             .format(line=mark.line + 1,
                                     column=mark.column + 1,
                                     filename=filename))
        else:
            error_message = ('YAML parsing error: {filename}'
                             .format(filename=filename))
        raise YAMLParsingError(error_message)
    return data


if os.environ.get('READTHEDOCS', None) == 'True':
    # readthedocs has a sandboxed environment, so we just need a stub
    # here so we can satisfy it
    DefaultValidator = object

elif jsonschema.__version__ == '1.3.0':
    # Validator that sets values to defaults as explained in:
    # https://github.com/Julian/jsonschema/issues/4
    class DefaultValidator(jsonschema.Draft4Validator):

        """jsonschema validator that sets default values.

        During the validation, if some field is missing in the data, it will be
        set to the default value specified in the schema if defined.

        """

        @classmethod
        def check_schema(self, schema):
            """Call the superclass directly since super doesn't work here."""
            jsonschema.Draft4Validator.check_schema(schema)

        def validate_properties(self, properties, instance, schema):
            """Set missing properties to default value."""
            if not self.is_type(instance, 'object'):
                return

            errors = (super(DefaultValidator, self)
                      .validate_properties(properties, instance, schema))
            for error in errors:
                yield error

            default_values = [
                (k, v['default'])
                for k, v in properties.iteritems()
                if k not in instance and 'default' in v]

            instance.update(default_values)
else:
    # extracted this logic from:
    # http://python-jsonschema.readthedocs.org/en/latest/faq/#why-doesn-t-my
    def extend_with_default(validator_class):
        validate_properties = validator_class.VALIDATORS["properties"]

        def set_defaults(validator, properties, instance, schema):
            for error in validate_properties(
                validator, properties, instance, schema,
            ):
                yield error

            for property, subschema in properties.iteritems():
                if "default" in subschema:
                    instance.setdefault(property, subschema["default"])

        return jsonschema.validators.extend(
            validator_class, {"properties": set_defaults},
        )

    DefaultValidator = extend_with_default(jsonschema.Draft4Validator)


[docs]def parse_control_file(filename, schema):
    """Parse a control file and check against a jsonschema.

    :param filename: Path to the yaml file to be parsed
    :type filename: str
    :param schema: jsonschema to validate data against
    :type schema: dict
    :returns: Parsed data
    :rtype: object
    :raises jsonschema.ValidationError:
        If file contents doesn't follow the schema definitions

    .. seealso:: :func:`parse_yaml_file`, :class:`DefaultValidator`

    """
    control_data = parse_yaml_file(filename)
    validator = DefaultValidator(schema)
    validator.validate(control_data)
    return control_data



[docs]def debug_print(data, force=False):
    """Print debugging information according to ``CONFIG['DEBUG']`` value.

    Data will be printed with the ``DEBUG:`` string prepended to it.

    :param data: Data to be printed
    :type data: object
    :param force: Print data regardless of the configuration
    :type force: bool
    :returns: Whether something was printed or not
    :rtype: bool

    """
    try:
        debug = CONFIG['DEBUG']
    except NameError:
        debug = False

    debug = debug or force

    if debug:
        print "DEBUG:", data

    # return True if we printed some output
    return debug



[docs]def get_media_info():
    """Get the contents of the media-info file if available.

    :returns:
        The contents of the media-info file or ``'unknown'`` if not available.
    :rtype: str

    .. note:: This is only a best-effort approach.

    """

    media_info = 'unknown'

    try:
        with open(MEDIA_INFO, 'r') as f:
            media_info = f.read().strip()
    except IOError:
        # If this fails, return the default
        pass

    return media_info



[docs]def get_install_type():
    """Get the contents of the install-type file if available.

    :returns:
        The contents of the install-type file or ``'unknown'`` if not
        available.
    :rtype: str

    .. note:: This is only a best-effort approach.

    .. seealso:: :func:`get_media_info`

    """

    install_type = 'unknown'

    try:
        with open(INSTALL_TYPE, 'r') as f:
            install_type = f.read().strip()
    except IOError:
        # If this fails, return the default
        pass

    return install_type



[docs]def get_product_uuid():
    """Get the product_uuid of the machine under test.

    :returns:
        The contents of the product_uuid file or ``None`` if not available.

    .. note:: This is only a best-effort approach.

    """

    product_uuid = None

    try:
        with open(PRODUCT_UUID) as f:
            product_uuid = f.read().strip()
    except IOError:
        # If this fails, return the default
        pass

    return product_uuid



[docs]def get_host_info():
    """Get host info, useful for debugging.

    :returns: Host uname, media-info and product_uuid together
    :rtype: dict

    .. seealso:: :func:`get_media_info`, :func:`get_product_uuid`

    """

    retval = {}

    retval['uname'] = platform.uname()
    retval['media-info'] = get_media_info()

    retval['product_uuid'] = get_product_uuid()

    return retval



[docs]def get_arch():
    """Get the host's architecture.

    :returns: The human readable architecture or ``'unknown'``
    :rtype: str

    """
    arches = {
        'x86_64': 'amd64',
        'x86': 'i386',
        'i686': 'i386',
    }

    arch = platform.machine()
    return arches.get(arch, arch)



[docs]def get_release():
    """Get the host's release name.

    :returns: Release name (i.e. quantal, raring, etc.)
    :rtype: str

    """
    return platform.linux_distribution()[2]



[docs]def get_build_number():
    """Get build number.

    :returns: Build number as according to media-info or ``'?'`` if not found
    :rtype: str

    .. seealso:: :func:`get_host_info`

    """
    host_info = get_host_info()
    pattern = re.compile('.*\(([0-9.]+)\)$')
    match = pattern.match(host_info['media-info'])

    return match.group(1) if match else '?'



[docs]def mkdir(path):
    """Create a directory only if needed with proper error handling."""
    if not os.path.exists(path):
        try:
            os.mkdir(path)
        except OSError as err:
            raise BadDir('Unable to create directory: {}'.format(err))



[docs]def chdir(path):
    """Change to directory with proper error handling."""
    try:
        os.chdir(path)
    except OSError as err:
        raise BadDir('Unable to change to directory: {}'.format(err))
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  Source code for utah.provisioning.baremetal.bamboofeeder

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Support provisioning of bamboo-feeder-based systems."""


import os
import pipes
import shutil
import subprocess
import tempfile

from utah.config import config
from utah.process import ProcessRunner
from utah.provisioning.baremetal.exceptions import UTAHBMProvisioningException
from utah.provisioning.baremetal.power import PowerMixin
from utah.provisioning.provisioning import (
    CustomInstallMixin,
    Machine,
)
from utah.provisioning.ssh import SSHMixin
from utah.retry import retry


[docs]class BambooFeederMachine(CustomInstallMixin, SSHMixin, PowerMixin, Machine):

    """Provision and manage an ARM board in a bamboo-feeder setup."""

    # TODO: raise more exceptions if ProcessRunner fails
    # maybe get some easy way to do that like failok
    def __init__(self, machineinfo=config.machineinfo, name=config.name,
                 preboot=config.preboot, *args, **kw):
        # TODO: respect rewrite setting
        if name is None:
            raise UTAHBMProvisioningException(
                'Machine name reqired for bamboo-feeder machine')
        try:
            self.macaddress = machineinfo['mac-address']
        except AttributeError:
            raise UTAHBMProvisioningException('No MAC address specified')
        super(BambooFeederMachine, self).__init__(*args,
                                                  machineinfo=machineinfo,
                                                  name=name, **kw)
        if self.inventory is not None:
            self.cleanfunction(self.inventory.release, machine=self)
        if self.image is None:
            raise UTAHBMProvisioningException(
                'Image file required for bamboo-feeder installation')
        self._depcheck()
        self.ip = self._ipaddr(config.wwwiface)
        self.logger.debug('Configuring for %s with IP %s',
                          config.wwwiface, self.ip)
        self._cmdlinesetup()
        imageurl = 'http://{}/utah/{}.img'.format(self.ip, self.name)
        preenvurl = 'http://{}/utah/{}.preEnv'.format(self.ip, self.name)
        self.preboot = (preboot or
                        'console=ttyO2,115200n8 imageurl={imageurl} '
                        'bootcfg={preenvurl}'
                        .format(imageurl=imageurl, preenvurl=preenvurl))
        self.logger.debug('Preboot setup:')
        self.logger.debug(self.preboot)
        self.logger.debug('BambooFeederMachine init finished')

    def _prepareimage(self):
        """Make a copy of the image and share it via www.

        :returns: Path to www-available image
        :rtype: str

        """
        self.logger.info('Making copy of install image')
        self.wwwimage = os.path.join(config.wwwdir,
                                     '{}.img'.format(self.name))
        self.logger.debug('Copying %s to %s', self.image, self.wwwimage)
        self.cleanfile(self.wwwimage)
        shutil.copyfile(self.image, self.wwwimage)
        return self.wwwimage

    def _mountimage(self):
        """Mount an ARM boot image."""
        self.logger.info('Mounting install image')
        self.imagedir = os.path.join(self.tmpdir, 'image.d')
        if not os.path.isdir(self.imagedir):
            os.makedirs(self.imagedir)
        try:
            output = subprocess.check_output(['file', self.wwwimage]).strip()
            self.sector = output.split(';')[1].split(',')[3].split()[1]
        except (OSError, subprocess.CalledProcessError) as err:
            raise UTAHBMProvisioningException('Failed to get image info: {}'
                                              .format(err))
        self.logger.debug('Image start sector is %s', str(self.sector))
        self.cleanfunction(self._umountimage)
        self.logger.debug('Mounting %s at %s', self.wwwimage, self.imagedir)
        ProcessRunner(['sudo', 'mount', self.wwwimage, self.imagedir,
                       '-o', 'loop',
                       '-o', 'offset={}'.format(str(self.sector * 512)),
                       '-o', 'uid={}'.format(config.user)])

    def _setupconsole(self):
        """Setup the install to use a serial console."""
        self.logger.info('Setting up the install to use the serial console')
        preenvfile = os.path.join(self.imagedir, 'preEnv.txt')
        serialpreenvfile = os.path.join(self.imagedir, 'preEnv.txt-serial')
        self.logger.debug('Copying %s to %s', serialpreenvfile, preenvfile)
        shutil.copyfile(serialpreenvfile, preenvfile)

    def _unpackinitrd(self):
        """Unpack the uInitrd file into a directory."""
        self.logger.info('Unpacking uInitrd')
        if not os.path.isdir(os.path.join(self.tmpdir, 'initrd.d')):
            os.makedirs(os.path.join(self.tmpdir, 'initrd.d'))
        os.chdir(os.path.join(self.tmpdir, 'initrd.d'))
        filesize = os.path.getsize(self.initrd)
        try:
            for line in subprocess.check_output(
                    ['mkimage', '-l', self.initrd]).splitlines():
                if 'Data Size:' in line:
                    datasize = int(line.split()[2])
                    break
        except (OSError, subprocess.CalledProcessError) as err:
            raise UTAHBMProvisioningException('Failed to get initrd info: {}'
                                              .format(err))
        headersize = filesize - datasize
        self.logger.debug('uInitrd header size is %s', str(headersize))
        pipe = pipes.Template()
        pipe.prepend('dd if=$IN bs=1 skip={} 2>/dev/null'
                     .format(str(headersize)), 'f-')
        pipe.append('gunzip', '--')
        pipe.append('cpio -ivd 2>/dev/null', '-.')
        exitstatus = pipe.copy(self.initrd, '/dev/null')
        if exitstatus != 0:
            # Currently this comes up as 512 when things seem fine
            # TODO: refactor this and check for codes at all stages
            self.logger.debug(
                'Unpacking initrd exited with status {}'.format(exitstatus))

    def _repackinitrd(self):
        """Repack the uInitrd file from the initrd.d directory."""
        self.logger.info('Repacking uInitrd')
        os.chdir(os.path.join(self.tmpdir, 'initrd.d'))
        pipe = pipes.Template()
        pipe.prepend('find .', '.-')
        pipe.append('cpio --quiet -o -H newc', '--')
        pipe.append('gzip -9fc', '--')
        initrd = os.path.join(self.tmpdir, 'initrd.gz')
        self.logger.debug('Repacking compressed initrd')
        exitstatus = pipe.copy('/dev/null', initrd)
        if exitstatus != 0:
            raise UTAHBMProvisioningException(
                'Unpacking initrd exited with status: {}'.format(exitstatus))
        self.logger.debug('Creating uInitrd with mkimage')
        ProcessRunner(['mkimage',
                       '-A', 'arm',
                       '-O', 'linux',
                       '-T', 'ramdisk',
                       '-C', 'gzip',
                       '-a', '0',
                       '-e', '0',
                       '-n', 'initramfs',
                       '-d', initrd,
                       self.initrd])

    def _umountimage(self):
        """Unmount the image after we're done with it."""
        self.logger.info('Unmounting image')
        ProcessRunner(['sudo', 'umount', self.imagedir])

    def _cmdlinesetup(self, boot=None):
        """Add options to the command line for an automatic install."""
        if boot is None:
            boot = self.boot
        super(BambooFeederMachine, self)._cmdlinesetup(boot=boot)
        # TODO: minimize these
        for option in ('auto', 'ro', 'text'):
            if option not in self.cmdline:
                self.logger.info('Adding boot option: %s', option)
                self.cmdline += ' {}'.format(option)
        for parameter in (
            ('cdrom-detect/try_usb', 'true'),
            ('console', 'ttyO2,115200n8'),
            ('country', 'US'),
            ('hostname', self.name),
            ('language', 'en'),
            ('locale', 'en_US'),
            ('loghost', self.ip),
            ('log_port', '10514'),
            ('netcfg/choose_interface', 'auto'),
            ('url', 'http://{}/utah/{}.cfg'.format(self.ip, self.name)),
        ):
            if parameter[0] not in self.cmdline:
                self.logger.info('Adding boot option: %s',
                                 '='.join(parameter))
                self.cmdline += ' {}'.format('='.join(parameter))
        self.cmdline.strip()

    def _configurepxe(self):
        """Setup PXE configuration to boot remote image."""
        # TODO: Maybe move this into pxe.py
        # TODO: look into cutting out the middleman/
        # booting straight into the installer? (maybe nfs?)
        self.logger.info('Configuring PXE')
        pxeconfig = """default utah-bamboofeeder
prompt 0
timeout 3

label utah/bamboofeeder
kernel panda/uImage
append {preboot}
initrd panda/uInitrd
""".format(preboot=self.preboot)
        tmppxefile = os.path.join(self.tmpdir, 'pxe')
        open(tmppxefile, 'w').write(pxeconfig)
        self.logger.debug('PXE info written to %s', tmppxefile)
        pxefile = os.path.join(
            config.pxedir, '01-{}'.format(self.macaddress.replace(':', '-')))
        self.cleancommand(('sudo', 'rm', '-f', pxefile))
        self.logger.debug('Copying %s to %s', tmppxefile, pxefile)
        ProcessRunner(['sudo', 'cp', tmppxefile, pxefile])
        preenvfile = os.path.join(config.wwwdir,
                                  '{}.preEnv'.format(self.name))
        # TODO: sort this out with self.boot
        # figure out which one should be what and customizable
        self.preenv = 'bootargs={}'.format(self.cmdline)
        self.logger.debug('Preenv setup:')
        self.logger.debug(self.preenv)
        self.cleanfile(preenvfile)
        self.logger.debug('Writing preenv setup to %s', preenvfile)
        open(preenvfile, 'w').write(self.preenv)

    def _create(self, provision_data):
        """Install the OS on the system."""
        # TODO: more checks and exceptions for failures
        self.logger.info('Preparing system install')
        self.tmpdir = tempfile.mkdtemp(prefix='/tmp/{}_'.format(self.name))
        self.cleanfile(self.tmpdir)
        self.logger.debug('Using %s as temp dir', self.tmpdir)
        os.chdir(self.tmpdir)
        self._prepareimage()
        self._mountimage()
        self._setupconsole()
        self.initrd = os.path.join(self.imagedir, 'uInitrd')
        self.logger.debug('uInitrd is %s', self.initrd)
        self._unpackinitrd()

        if provision_data:
            initrd_dir = os.path.join(self.tmpdir, 'initrd.d')
            provision_data.update_initrd(initrd_dir)

        self._setuplatecommand()
        self._setuppreseed()
        self.logger.debug('Copying preseed to download location')
        preseedfile = os.path.join(config.wwwdir, '{}.cfg'.format(self.name))
        self.cleanfile(preseedfile)
        shutil.copyfile(os.path.join(self.tmpdir, 'initrd.d', 'preseed.cfg'),
                        preseedfile)
        self._repackinitrd()
        self._configurepxe()
        self._umountimage()
        self.restart()
        self.logger.info('System installing')

        self.rsyslog.wait_for_install()
        self.rsyslog.wait_for_booted(self.uuid)
        retry(self.sshcheck, logmethod=self.logger.info,
              retry_timeout=config.checktimeout)

        self.active = True
        self.logger.info('System installed')
        self.cleanfunction(self.run, (
            'dd', 'bs=512k', 'count=10', 'if=/dev/zero', 'of=/dev/mmcblk0'),
            root=True)

    def _depcheck(self):
        """Check for dependencies that are in Recommends or Suggests."""
        super(BambooFeederMachine, self)._depcheck()
        cmd = ['which', 'mkimage']
        if ProcessRunner(cmd).returncode != 0:
            raise UTAHBMProvisioningException('u-boot-tools not installed')
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  Source code for utah.retry

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide a retry loop that exits on success or an unretryable exception."""


import sys
import time

from utah.exceptions import UTAHException
from utah.commandstr import commandstr


[docs]def retry(command, *args, **kw):
    """Retry a command as long as a retriable exception is captured.

    A retriable exception is considered to be a
    ``UTAHException`` that has the attribute ``retry`` set to
    ``True``.

    :param command: Command to be executed.
    :type command: callable
    :param args: Positional arguments to be passed to the callable.
    :type args: tuple
    :param kwargs:
        Keyword arguments to be passed to the callable.

        .. note::
            There are a few keywords that are consumed by ``retry`` and not
            passed to the callable:

              * ``logmethod``: Preferred log method for every retry attempt
                (``sys.stderr`` by default)
              * ``retry_timeout``: Timeout in seconds between each retry
                attempt
    :type kwargs: dict

    :returns: The value returned by the callable.

    .. seealso:: :func:`utah.timeout.timeout`

    """
    logmethod = kw.pop('logmethod', sys.stderr.write)

    # The following import might cause an ImportError when url_argument is used
    # in the config module. To avoid that, a hardcoded default value is used
    # for those cases in which the config module hasn't yet been imported.
    # The cycle is as follows:
    # utah.config -> utah.url -> utah.retry -> utah.config
    try:
        from utah.config import config
        retry_timeout = config.retry_timeout
    except ImportError:
        retry_timeout = 3

    retry_timeout = kw.pop('retry_timeout', retry_timeout)
    retval = False
    while True:
        try:
            retval = command(*args, **kw)
            return retval
        except UTAHException as err:
            try:
                if err.retry:
                    if logmethod is not None:
                        logmethod('Caught {}, retrying {} in {} seconds'
                                  .format(err,
                                          commandstr(command, *args, **kw),
                                          retry_timeout))
                        time.sleep(retry_timeout)
                else:
                    raise AttributeError
            except AttributeError:
                raise err
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  Source code for utah.client.result

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide functionality for test result handling."""


import json
import pprint
import sys

import yaml

from contextlib import contextmanager

from utah.client.common import (
    get_host_info,
    get_build_number,
    get_release,
    get_arch,
)


[docs]class Result(object):

    """Result collection class.

    :params filename:
        Filename where the report should be written to or None
        to print it to `sys.stdout`
    :type filename: str | None
    :param append_to_file:
        Whether results should be appended to the results from a previous
        execution or not. If that's the case, then `filename` is read to get
        the old results.
    :type append_to_file: bool

    """

    def __init__(self, filename, append_to_file,
                 name=None, testsuite=None, testcase=None,
                 runlist=None, install_type=None):
        self.results = []
        self.status = 'PASS'
        self.filename = filename
        self.append_to_file = append_to_file
        self.name = name
        self.testsuite = testsuite
        self.testcase = testcase
        self.runlist = runlist
        self.install_type = install_type
        self.probe_data = {}
        self.packages = None
        self.delta_packages = None

        self.errors = 0
        self.fetch_errors = 0
        self.failures = 0
        self.passes = 0

[docs]    def load(self, old_results):
        """Load results from a previous run in which a reboot happened.

        :param old_results: Old results as loaded from the report file
        :type old_results: str

        .. seealso:: :meth:`_payload`

        """
        raise NotImplementedError


[docs]    def add_result(self, result, extra_info=None):
        """Add a result to the object.

        Note: 'result' is expected to be a dictionary like this::

            {
                'command': '',
                'returncode': 0,
                'stdout': '',
                'stderr': '',
                'start_time': '',
                'time_delta': '',
            }

        """
        if result is None:
            return

        if extra_info is None:
            extra_info = {}

        # Add items from extra_info into the result
        if len(extra_info) > 0:
            result['extra_info'] = extra_info

        if self.testsuite is not None:
            result['testsuite'] = self.testsuite

        if self.testcase is not None:
            result['testcase'] = self.testcase

        self.results.append(result)

        if result['returncode'] != 0 and self.status != 'ERROR':
            self.status = 'FAIL'


    @contextmanager
[docs]    def get_result_file(self):
        """Return file object to use to write the report."""
        if self.filename:
            if self.append_to_file:
                open_flags = 'a'
            else:
                open_flags = 'w'

            with open(self.filename, open_flags) as fp:
                yield fp
        else:
            fp = sys.stdout
            yield fp


[docs]    def result(self, verbose=False):
        """Output a text based result.

        :param verbose: Enable verbose mode
        :type verbose: bool
        :returns: Status 'PASS' 'FAIL' or 'ERROR'
        :rtype: str

        """
        status = self.status
        sep = '-' * 70

        with self.get_result_file() as output_file:
            output_file.write('{}\n'.format(sep))

            if self.name:
                output_file.write('{}\n{}\n'.format(self.name, sep))

            for result in self.results:
                output_file.write(
                    'command: {}\n'
                    'returned: {}\n'
                    'started: {}\n'
                    'runtime: {}\n'
                    .format(result['command'],
                            result['returncode'],
                            result['start_time'],
                            result['time_delta']))

                if self.testsuite is not None:
                    output_file.write('testsuite: {}\n'.format(self.testsuite))

                if self.testcase is not None:
                    output_file.write('testcase: {}\n'.format(self.testcase))

                if self.runlist is not None:
                    output_file.write('runlist: {}\n'.format(self.runlist))

                if self.status != 'PASS' or verbose and result['stdout'] != '':
                    output_file.write('stdout:\n{}\n'.format(result['stdout']))

                if self.status != 'PASS' or verbose and result['stderr'] != '':
                    output_file.write('stderr:\n{}\n'.format(result['stderr']))

            output_file.write('\n')

            data = self._payload()

            for key, value in data.iteritems():
                output_file.write('{}: {}\n'
                                  .format(key, pprint.pformat(value)))

        self._clear_results()

        return status


    def _clear_results(self):
        """Reset the list of results so this object can be reused."""
        self.results = []

        # reset the status, this should be safe since the only places that
        # should be calling _clear_results() is testcase.run(),
        # testsuite.run(), and runner after attempting to fetch the testsuite.
        self.status = 'PASS'

    def _count_results(self):
        return len(self.results)

    def _payload(self):
        """Construct the result payload.

        :returns: Test result
        :rtype: dict

        """
        host_info = get_host_info()
        data = {
            'runlist': self.runlist,
            'commands': self.results,
            'errors': self.errors,
            'failures': self.failures,
            'fetch_errors': self.fetch_errors,
            'passes': self.passes,
            'uname': list(host_info['uname']),
            'media-info': host_info['media-info'],
            'install_type': self.install_type,
            'build_number': get_build_number(),
            'release': get_release(),
            'ran_at': self.results[0]['start_time'],
            'arch': get_arch(),
            'name': self.name,
            'packages': self.packages,
            'delta_packages': self.delta_packages,
            'probes': self.probe_data,
        }

        return data


# Trick to get strings printed as literal blocks
# inspired by: http://stackoverflow.com/a/7445560/183066

class _LiteralString(object):
    def __init__(self, str_data):
        self.str_data = str_data


def _literal_block(dumper, data):
    return dumper.represent_scalar('tag:yaml.org,2002:str',
                                   data.str_data, style='|')
yaml.add_representer(_LiteralString, _literal_block)


[docs]class ResultYAML(Result):

    """Return results in a YAML format."""

    def _literalize(self, data):
        """Transform long strings into literal blocks.

        :param data: Data to literalize
        :type data: string, dict, or list
        :returns: literalized form of data
        :rtype: str, dict, or list

        """
        if isinstance(data, basestring) and '\n' in data:
            # Remove trailing whitespace to serialize in yaml
            # as a literal string
            lines = [line.rstrip() for line in data.splitlines()]
            return _LiteralString('\n'.join(lines))

        if isinstance(data, dict):
            for key, value in data.iteritems():
                data[key] = self._literalize(value)
        elif isinstance(data, list):
            data = [self._literalize(element)
                    for element in data]
        return data

[docs]    def result(self, verbose=False):
        """Output a YAML result.

        :returns: Status 'PASS' 'FAIL' or 'ERROR'
        :rtype: str

        """
        if self.results:
            data = self._literalize(self._payload())
            with self.get_result_file() as output_file:
                yaml.dump(data, output_file,
                          explicit_start='---',
                          default_flow_style=False,
                          allow_unicode=True)

        status = self.status
        self._clear_results()

        return status


[docs]    def load(self, old_results):
        """Load results from a previous run in which a reboot happened.

        :param old_results: Old results as loaded from the report file
        :type old_results: str

        .. seealso:: :meth:`_payload`

        """
        data = yaml.load(old_results)
        self.runlist = data['runlist']
        self.results = data['commands']
        self.errors = data['errors']
        self.failures = data['failures']
        self.fetch_errors = data['fetch_errors']
        self.passes = data['passes']
        self.install_type = data['install_type']
        self.name = data['name']




[docs]class ResultJSON(Result):

    """Return results in a JSON format."""

[docs]    def result(self, _verbose=False):
        """Output a JSON result.

        :returns: Status 'PASS' 'FAIL' or 'ERROR'
        :rtype: str

        """
        if self.results:
            data = self._payload()
            with self.get_result_file() as output_file:
                json.dump(data, output_file, indent=4)

        status = self.status
        self._clear_results()

        return status

# Map output format to the class that implements such a format


classes = {'text': Result,
           'yaml': ResultYAML,
           'json': ResultJSON,
           }
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  Source code for utah.exceptions

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide exceptions for UTAH."""


[docs]class UTAHException(Exception):

    """Provide a foundation class for UTAH exceptions.

    Support retry and external arguments, but default to False.

    """

    def __init__(self, *args, **kw):
        self.retry = kw.pop('retry', False)
        self.external = kw.pop('external', False)
        super(UTAHException, self).__init__(*args, **kw)
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  Source code for utah.provisioning.inventory

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide basic inventory routines."""


import logging
import os
import sqlite3

from utah.config import config
from utah.provisioning.exceptions import UTAHProvisioningException


[docs]class UTAHProvisioningInventoryException(UTAHProvisioningException):

    """Provide a class for UTAH provisioning inventory exceptions."""

    pass



[docs]class Inventory(object):

    """Provide a generic class for an arbitrary inventory of machines.

    Raise exceptions for most methods, since they should be defined by
    subclasses.
    Except for special read-only cases, subclasses should provide request().
    Subclasses will generally also need to provide delete() for cleanup
    purposes.
    All other methods (i.e. release, destroy) are optional.

    """

    def __init__(self, uniqueid, lockfile='~/.utah-inventory'):
        """Initialize inventory lock mechanism.

        To avoid provisioning machines to multiple requestors simultaneously,
        Inventory implements a lock file.
        Each inventory type should provide a unique id, which is combined with
        the class name to generate an inventory identifier.
        This identifier is stored in the lock file and checked on class
        instantiation to ensure the same inventory is running.
        Subclasses can circumvent this by not calling the superclass __init__
        function if necessary.

        """
        inventory = '{}{}'.format(self.__class__.__name__, str(uniqueid))
        self.lockfile = os.path.expanduser(lockfile)
        if os.path.isfile(self.lockfile):
            lockfile = open(self.lockfile, 'r')
            userinventory = lockfile.read()
            lockfile.close()
            if inventory != userinventory:
                raise UTAHProvisioningInventoryException(
                    'Different inventory in use: {}\n'
                    'Delete {} if you are sure it is no longer valid'
                    .format(userinventory, self.lockfile))
        else:
            lockfile = open(self.lockfile, 'w')
            lockfile.write(inventory)
            lockfile.close()

[docs]    def delete(self):
        """Delete this inventory and remove the lockfile.

        Subclasses can call this via super to delete the lockfile, or
        implement lockfile deletion in their delete() method.

        """
        os.unlink(self.lockfile)
        del self


[docs]    def request(self, machinetype=None, *args, **kw):
        """Return a Machine object that can be provisioned and run tests.

        May interpret arguments and call the appropriate constructor with the
        appropriate arguments, or may take a Machine class as an argument and
        send all arguments to that constructor.

        """
        raise UTAHProvisioningInventoryException(
            'Method not defined for this inventory')


[docs]    def release(self):
        """Release a Machine for later use.

        Indicate that a machine is not now in use for tests, but may still have
        a working installed system, potentially suitable for further use.

        :returns: False since this is unimplemented but not exception-worthy
        :rtype: bool

        """
        return False


[docs]    def destroy(self):
        """Mark a machine as destroyed and unusable for future tests.

        Current implementations do not call machine.destroy(), requiring that
        do be done separately.

        :returns: False since this is unimplemented but not exception-worthy
        :rtype: bool

        """
        return False




[docs]class SQLiteInventory(Inventory):

    """Provide basic SQLite database access with a cursor."""

    def __init__(self, db='~/.utah-sqlite-inventory', *args, **kw):
        db = os.path.expanduser(db)
        super(SQLiteInventory, self).__init__(*args, uniqueid=db, **kw)
        self.db = db
        self._connection = sqlite3.connect(
            self.db, config.sqlite3_db_connection_timeout)
        self._connection.isolation_level = None
        self._connection.row_factory = sqlite3.Row

[docs]    def execute(self, sql, parameters=None):
        """Execute SQL statement and return cursor.

        This method is expected to be used as a wrapper around all
        `connection.execute` calls so that all the SQL statements are logged in
        case this information is needed to troubleshoot problems.

        :param sql: A sql statement to be executed
        :type sql: str
        :param parameters:
            Parameters to use to replace the placeholder
            values in the sql statement.
        :type parameters:
            list (question mark placeholders) |
            dict (colon named placeholders)
        :returns: Cursor used to execute statement
        :rtype: object

        """
        if parameters is None:
            parameters = []

        logging.debug('Executing SQL statement: {}, {}'
                      .format(sql, parameters))
        cursor = self._connection.execute(sql, parameters)
        return cursor


[docs]    def delete(self):
        """Remove database."""
        os.unlink(self.db)
        super(SQLiteInventory, self).delete()
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utah manual page



Synopsis


utah [options]





Description


Run test cases locally and write results to a file.


Note: This is expected to be used only for development purposes on a machine
that has been provisioned using run_utah_tests.py





Options






		
-h, --help
		show this help message and exit


		
--resume
		Continue a previous run.  Used after a reboot


		
-s STATE_FILE, --state-file STATE_FILE



		 		File to use for storing state (default “/var/lib/utah/state.yaml”)


		
-f <text,yaml,json>, --format <text,yaml,json>



		 		Output format (default “yaml”)


		
-t TESTDIR, --testdir TESTDIR



		 		Main test directory


		
-i <desktop,server,mini,alternate>, --install-type <desktop,server,mini,alternate>



		 		Installation Variant (i.e. server, desktop, etc.)


		
-r RUNLIST, --runlist RUNLIST



		 		runlist file name


		
-o OUTPUT, --output OUTPUT



		 		write output to this file


		
-a, --append
		append to output


		
-d, --debug
		Print debugging output


		
-b <software>, --battery <software>



		 		Choose which battery implementation to use.


		
-p PROBE_DIR, --probe-dir PROBE_DIR



		 		Directory to store probe files.
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# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide functionality for saving and restoring run state."""


import os

import yaml

from utah.client.common import DEFAULT_STATE_FILE, parse_yaml_file


[docs]class StateAgent(object):

    """State saving base class.

    Accepts a dictionary of state info and prints it to the state file.

    """

    state_file = DEFAULT_STATE_FILE

    def __init__(self, state_file=None):
        if state_file is not None:
            self.state_file = state_file

[docs]    def clean(self):
        """Clean up the state file if it exists."""
        # Don't fail if the state_file doesn't exists.
        try:
            os.remove(self.state_file)
        except OSError as e:
            if e.errno == 2:  # file not found
                pass


[docs]    def save_state(self, state):
        """Save state to the state_file."""
        with open(self.state_file, 'w') as fp:
            fp.write(str(state))


[docs]    def load_state(self):
        """Load state from the state_file.

        :returns: state information from file.
        :rtype: dict

        """
        state = {}

        if os.path.exists(self.state_file):
            with open(self.state_file, 'r') as fp:
                state = fp.read()

        return state




[docs]class StateAgentYAML(StateAgent):

    """YAML based state saver."""

[docs]    def save_state(self, state):
        """Output the state as YAML."""
        yaml_state = yaml.dump(state, default_flow_style=False)
        super(StateAgentYAML, self).save_state(yaml_state)


[docs]    def load_state(self):
        """Load state from YAML state_file.

        :returns: state information from YAML file
        :rtype: dict

        """
        state = {}

        if os.path.exists(self.state_file):
            state = parse_yaml_file(self.state_file)

        return state
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  Source code for utah.client.package_info

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Get package information in the system under test."""

import collections

import apt


[docs]class InstalledPackages(collections.Mapping):

    """Query apt cache for installed packages and their version."""

    def __init__(self):
        cache = apt.cache.Cache()
        self._data = {
            package.name: package.installed.version
            for package in cache
            if package.is_installed
        }

    def __iter__(self):
        """Delegate iteration to internal data dictionary.

        :returns: Sequence of installed packages
        :rtype: iterable(str)

        """
        return iter(self._data)

    def __len__(self):
        """Delegate length calculation to internal data dictionary.

        :returns: Installed packages count
        :rtype: int

        """
        return len(self._data)

    def __getitem__(self, key):
        """Delegate key retrieval to internal data dictionary.

        :param key: Package name to look up
        :type key: str
        :returns: Installed package version
        :rtype: str

        """
        return self._data[key]



[docs]class DeltaPackages(object):

    """Calculate delta between to set of installed packages.

    :param start: Packages installed when test run started
    :type start: :class:`InstalledPackages`
    :param end: Packages installed when test run ended
    :type end: :class:`InstalledPackages`

    :var installed: Packages that were installed in between
    :type installed: list(str)
    :var uninstalled: Packages that were uninstalled in between
    :type uninstalled: list(str)
    :var updated: Packages that were uninstalled in between
    :type updated: tuple(str, str, str)

    """

    def __init__(self, start, end):
        start_names = set(start)
        end_names = set(end)
        self.installed = sorted(end_names - start_names)
        self.uninstalled = sorted(start_names - end_names)
        self.updated = [
            {'name': name,
             'old_version': start[name],
             'new_version': end[name]}
            for name in sorted(start_names & end_names)
            if end[name] != start[name]
        ]

    def __iter__(self):
        """Yield attributes in key/value pairs.

        This method is expected to be used as a way to convert DeltaPackages
        objects to dictionaries easily.

        """
        attributes = ['installed', 'uninstalled', 'updated']
        for attribute in attributes:
            yield attribute, getattr(self, attribute)
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  Source code for utah.iso

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""
All commands use bsdtar and accept a logmethod to use for logging.
"""
import logging
import logging.handlers
import os
import shutil
import subprocess
import sys
import urllib
import re

from collections import defaultdict
from hashlib import md5

from utah.config import config
from utah.exceptions import UTAHException


[docs]class UTAHISOException(UTAHException):

    """Provide an exception specific to ISO errors."""

    pass



def _get_resource(method, url, *args, **kw):
    try:
        resource = method(url, *args, **kw)
        return resource
    except IOError as err:
        raise UTAHISOException(
            'IOError when downloading {}: {}'
            .format(url, err), external=True)
    except urllib.ContentTooShortError as err:
        raise UTAHISOException(
            'Error when downloading {} (probably interrupted): {}'
            .format(url, err), external=True)


[docs]class ISO(object):

    """Provide a simplified method of interfacing with images."""

    def __init__(self, arch=None, image=None, installtype=None, logger=None,
                 series=None):
        if logger is None:
            self._loggersetup()
        else:
            self.logger = logger
        if image is None:
            path = self.downloadiso(arch=arch, installtype=installtype,
                                    series=series)
        else:
            if image.startswith('~'):
                path = os.path.expanduser(image)
                self.logger.debug('Rewriting ~-based path: %s to: %s', image,
                                  path)
            else:
                path = image

        self.percent = 0
        self.logger.info('Preparing image: %s', path)
        self.image = _get_resource(urllib.urlretrieve, path,
                                   reporthook=self.dldisplay)[0]
        self.logger.info('%s is locally available as %s', path, self.image)
        self.installtype = self.getinstalltype()
        if self.installtype == 'mini':
            self.logger.debug('Using mini image')
            self.infofile = '.disk/mini-info'
        else:
            self.logger.debug('Using normal image')
            self.infofile = './.disk/info'
        # Info file looks like this:
        # Ubuntu 12.04 LTS "Precise Pangolin" - Release i386 (20120423)
        # or this:
        # Ubuntu 12.10 "Quantal Quetzal" - Alpha amd64 (20120820)
        # i.e. Ubuntu Version (LTS) "Series Codename" - Alpha/Beta/Release
        # arch (buildnumber)
        self.media_info = self.dump(self.infofile)
        self.arch = self.getarch()
        self.series = self.getseries()
        self.buildnumber = self.getbuildnumber()

    def _loggersetup(self):
        """Initialize the logging for the image."""
        self.logger = logging.getLogger('utah.iso')
        self.logger.propagate = False
        self.logger.setLevel(logging.INFO)
        for handler in list(self.logger.handlers):
            self.logger.removeHandler(handler)
            del handler
        self.consolehandler = logging.StreamHandler(stream=sys.stderr)
        console_formatter = logging.Formatter('%(levelname)s: %(message)s')
        self.consolehandler.setFormatter(console_formatter)
        self.consolehandler.setLevel(config.consoleloglevel)
        self.logger.addHandler(self.consolehandler)
        self.filehandler = logging.handlers.WatchedFileHandler(config.logfile)
        file_formatter = logging.Formatter(
            '%(asctime)s iso %(levelname)s: %(message)s')
        self.filehandler.setFormatter(file_formatter)
        self.filehandler.setLevel(config.fileloglevel)
        self.logger.addHandler(self.filehandler)
        if config.debuglog is not None:
            self.logger.setLevel(logging.DEBUG)
            self.debughandler = (logging.handlers
                                 .WatchedFileHandler(config.debuglog))
            self.debughandler.setFormatter(file_formatter)
            self.debughandler.setLevel(logging.DEBUG)
            self.logger.addHandler(self.debughandler)

[docs]    def getinstalltype(self):
        """Inspect the image's files to get the image type.

        If .disk/mini-info exists, it's mini.
        If the casper directory exists, it's desktop.
        If ubuntu-server.seed exists in the preseeds directory, it's server.
        :returns: Image type
        :rtype: str

        """
        self.logger.info('Getting image type of %s', self.image)
        files = set(self.listfiles(returnlist=True))
        installtype = 'alternate'
        if '.disk/mini-info' in files:
            installtype = 'mini'
        elif 'casper' in files or './casper' in files:
            installtype = 'desktop'
        elif ('preseed/ubuntu-server.seed' in files or
              './preseed/ubuntu-server.seed' in files):
            installtype = 'server'
        self.logger.info('Image type is: %s', installtype)
        return installtype


[docs]    def getarch(self):
        """Unpack the image's info file to get the arch.

        :returns: Image architecture
        :rtype: str

        """
        arch = self.media_info.split()[-2]
        self.logger.info('Arch is: %s', arch)
        return arch


[docs]    def getseries(self):
        """Unpack the image's info file to get the series.

        :returns: Image series
        :rtype: str

        """
        for word in self.media_info.split():
            if word.startswith('"'):
                series = word.strip('"').lower()
                break
        self.logger.info('Series is %s', series)
        return series


[docs]    def getbuildnumber(self):
        """Unpack the image's info file to get the build number.

        :returns: Build number of the image.
        :rtype: str

        """
        match = re.search('.*\(([0-9.]+)\)$', self.media_info)
        build_number = match.group(1) if match else '?'
        return build_number


[docs]    def dldisplay(self, blocks, size, total):
        """Log download information (i.e., as a urllib callback).

        :param blocks: Number of blocks downloaded
        :type blocks: int
        :param size: Size of blocks downloaded
        :type size: int
        :param total: Total size of download
        :type size: int

        """
        read = blocks * size
        percent = 100 * read / total
        if percent >= self.percent:
            self.logger.info('File %s%% downloaded', percent)
            self.percent += config.dlpercentincrement
        self.logger.debug('%s read, %s%% of %s total', read, percent, total)


[docs]    def listfiles(self, returnlist=False):
        """Return the contents of the ISO.

        Return either a subprocess instance listing the contents of an ISO, or
        a list of files in the ISO if returnlist is True.
        :returns: The contents of the ISO
        :rtype: list or object

        """
        # TODO: See if we still need this outside of validation
        # move it to validation if it's only needed there
        cmd = ['bsdtar', '-t', '-f', self.image]
        self.logger.debug('bsdtar list command: %s', ' '.join(cmd))
        if returnlist:
            try:
                proc = subprocess.check_output(cmd).strip().split('\n')
            except (OSError, subprocess.CalledProcessError) as err:
                raise UTAHISOException('Error listing files in ISO: {}'
                                       .format(err))
        else:
            try:
                proc = subprocess.Popen(cmd, stdout=subprocess.PIPE,
                                        stderr=subprocess.PIPE).communicate()
            except OSError as err:
                raise UTAHISOException('Error listing files in ISO: {}'
                                       .format(err))
        return proc


[docs]    def getrealfile(self, filename):
        """Return a command to safely extract a file from an ISO.

        Based on unbsdtar-safelink from ubuntu ISO testing.

        :params filename: Path to the file in the ISO to be extracted
        :type filename: str
        :returns: Command that can be passed to a subprocess method
        :rtype: list

        """
        cmd = ['bsdtar', '-t', '-v', '-f', self.image, filename]
        self.logger.debug('bsdtar list command: %s', ' '.join(cmd))
        try:
            output = subprocess.check_output(cmd)
        except (OSError, subprocess.CalledProcessError) as err:
            raise UTAHISOException('Cannot list {} in {}: {}'
                                   .format(filename, self.image, err))
        try:
            columns = output.splitlines()[0].split()
            realfile = columns[-1]
        except IndexError as err:
            raise UTAHISOException('Cannot parse bsdtar list output '
                                   'for {} in {}: {}'
                                   .format(filename, self.image, output))
        cmd = ['bsdtar', '-x', '-f', self.image, '-O', realfile]
        self.logger.debug('bsdtar extract command: %s', ' '.join(cmd))
        return cmd


[docs]    def extract(self, filename, outdir='', outfile=None, **kw):
        """Extract file from an ISO.

        :param filename: Path to the file in the ISO to be extracted
        :type filename: str
        :param outdir: Destination directory
        :type outdir: str
        :param outfile: Destination filename
        :type outfile: str
        :returns: Path to the extracted file
        :rtype: str

        .. seealso:: :meth:`getrealfile`

        """
        cmd = self.getrealfile(filename)
        try:
            stdout = subprocess.check_output(cmd, **kw)
        except (OSError, subprocess.CalledProcessError) as err:
            raise UTAHISOException('Cannot extract {} from {}: {}'
                                   .format(filename, self.image, err))

        if outfile is None:
            outfile = os.path.join(outdir, filename)

        dirname = os.path.dirname(outfile)
        if not os.path.isdir(dirname):
            os.makedirs(dirname)
        with open(outfile, 'w') as fp:
            fp.write(stdout)

        return outfile


[docs]    def dump(self, filename, **kw):
        """Extract file contents from an ISO.

        :param filename: Name of the file to be extracted
        :type filename: str
        :returns: Contents of the file
        :rtype: str

        .. seealso:: :meth:`getrealfile`

        """
        cmd = self.getrealfile(filename)
        try:
            stdout = subprocess.check_output(cmd, **kw)
        except (OSError, subprocess.CalledProcessError) as err:
            raise UTAHISOException('Cannot extract {} from {}: {}'
                                   .format(filename, self.image, err))

        return stdout


[docs]    def getmd5(self, path=None):
        """Return the MD5 checksum of a file.

        Default file is this image.
        :param path: Path of file to checksum
        :type path: str
        :returns: MD5 checksum of file
        :rtype: str

        """
        if path is None:
            path = self.image
        self.logger.debug('Getting md5 of %s', path)
        isohash = md5()
        with open(path) as myfile:
            for block in iter(lambda: myfile.read(128), ""):
                isohash.update(block)
        filemd5 = isohash.hexdigest()
        self.logger.debug('md5 of %s is %s', path, filemd5)
        return filemd5


[docs]    def downloadiso(self, arch=None, installtype=None, series=None):
        """Download an ISO given series, type, and arch.

        :param arch: Architecture of image to download
        :type arch: str
        :param installtype: Install type of image to download
        :type installtype: str
        :param series: Series codename of image to download
        :type series: str
        :returns: Local path of downloaded image
        :rtype: str

        """
        if arch is None:
            arch = config.arch
        if installtype is None:
            installtype = config.installtype
        if series is None:
            series = config.series
        filename = '{}.iso'.format('-'.join([series, installtype, arch]))
        self.logger.info('Attempting to retrieve %s', filename)
        with open(os.devnull, "w") as fnull:
            # If dlcommand (default dl-ubuntu-test-iso) is available, use it
            cmd = ['which', config.dlcommand]
            try:
                if subprocess.call(cmd,
                                   stdout=fnull, stderr=fnull) == 0:
                    self.logger.debug('Using %s', config.dlcommand)
                    if installtype == 'server':
                        flavor = 'ubuntu-server'
                    else:
                        flavor = 'ubuntu'
                    cmd = [config.dlcommand,
                           '-q',
                           '--flavor={}'.format(flavor),
                           '--release={}'.format(series),
                           '--variant={}'.format(installtype),
                           '--arch={}'.format(arch),
                           '--isoroot={}'.format(config.isodir)]
                    self.logger.info('Downloading ISO')
                    self.logger.debug(' '.join(cmd))
                    try:
                        subprocess.check_call(cmd)
                    except (OSError, subprocess.CalledProcessError) as err:
                        raise UTAHISOException(
                            "Failed to download ISO using '{}': {}"
                            .format(' '.join(cmd), err))
                    path = os.path.join(config.isodir, flavor, filename)
                    if os.path.isfile(path):
                        return path
            except OSError as err:
                self.logger.warning('{} failed: {}'.format(cmd, err))

        # If we haven't returned, dlcommand didn't give us an image
        # We'll need to use the utah image cache in config.isodir
        path = os.path.join(config.isodir, filename)
        # We want to verify our image matches the latest md5 from the server
        # To do this, we'll loop
        # First, we'll check the image.  If it matches, we return
        # If not, we'll download it, and start the loop over
        for attempt in range(config.dlretries):
            self.logger.info('Download attempt %s', str(attempt))
            # Set the path to our files and the name of the iso we want
            if installtype == 'mini':
                remotepath = ('http://archive.ubuntu.com/ubuntu/dists/'
                              '{series}/main/installer-{arch}/current/'
                              'images/'.format(arch=arch, series=series))
                isopattern = 'netboot/mini.iso'
            else:
                remotepath = ('http://releases.ubuntu.com/'
                              '{series}/'.format(series=series))
                isopattern = '{}-{}.iso'.format(installtype, arch)

            servermd5 = None
            md5path = '{}/MD5SUMS'.format(remotepath)
            md5list = _get_resource(urllib.urlopen, md5path)
            for line in md5list:
                if isopattern in line:
                    servermd5, isofile = line.split()
                    isofile = isofile.strip('*')
                    break

            if servermd5 is None:
                raise UTAHISOException(
                    'Specified ISO: {} not found on mirrors.'
                    .format(filename), external=True)
            self.logger.debug('Server md5 is %s', servermd5)

            if os.path.isfile(path) and servermd5 == self.getmd5(path):
                self.logger.info('Using ISO at %s', path)
                return path

            isopath = os.path.join(remotepath, isofile)
            self.percent = 0
            self.logger.info('Attempting to download %s', isopath)
            temppath = _get_resource(urllib.urlretrieve, isopath,
                                     reporthook=self.dldisplay)[0]

            self.logger.debug('Copying %s to %s', temppath, path)
            shutil.copyfile(temppath, path)
        else:
            if os.path.isfile(path) and servermd5 == self.getmd5(path):
                return path
            else:
                raise UTAHISOException(
                    'Image failed to download after {} tries'
                    .format(config.dlretries), external=True)


[docs]    def kernelpath(self):
        """Return the path of the kernel inside the image.

        :returns: Path to the kernel pulled from bootloader config
        :rtype: str

        """
        kernelpath = './install/vmlinuz'
        if self.installtype == 'mini':
            self.logger.debug('Getting kernel for mini image')
            kernelpath = 'linux'
        elif self.installtype == 'desktop':
            self.logger.debug('Getting kernel for desktop image')
            # Setup the old default kernel path in case none are found
            kernels = defaultdict(int, {'casper/vmlinuz': 0})
            # Scan bootloader config files to find kernel images
            cfgfiles = ['isolinux/txt.cfg', 'isolinux/rqtxt.cfg',
                        'boot/grub/grub.cfg', 'boot/grub/loopback.cfg']
            for cfgfile in cfgfiles:
                if cfgfile in self.listfiles(returnlist=True):
                    stdout = self.dump(cfgfile)
                    for line in stdout.splitlines():
                        fragments = line.split()
                        if (len(fragments) >= 2 and
                                fragments[0] in ('kernel', 'linux')):
                            newkernel = fragments[1].strip('./')
                            if 'mt86plus' in newkernel:
                                self.logger.debug('Rejecting '
                                                  'memtest kernel')
                            else:
                                self.logger.debug(
                                    'Found kernel: %s', newkernel)
                                kernels[newkernel] += 1
            # Now we have a list of kernel paths and the number of times
            # each once occurs. We'll use the one that occurs most.
            kernelpath = max(kernels.iteritems(),
                             key=lambda (_path, count): count)[0]
        return kernelpath
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Synopsis


phoenix [options] testsuite [testcase ...]





Description


phoenix bootstrapper





Options






		
-h, --help
		show this help message and exit


		
--directory DIRECTORY, -D DIRECTORY



		 		where to create the testsuite
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  Source code for utah.provisioning.baremetal.exceptions

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide exceptions specific to bare metal provisioning."""


from utah.provisioning.exceptions import UTAHProvisioningException


[docs]class UTAHBMProvisioningException(UTAHProvisioningException):

    """Provide a class for UTAH bare metal provisioning exceptions."""

    pass
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  Source code for utah.provisioning.vm

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide functions for virtual machine provisioning."""
# TODO: Maybe combine the VM stuff into one file?


import apt
import libvirt
import os
import random
import shutil
import string
import tempfile

from xml.etree import ElementTree

from utah.config import config
from utah.process import ProcessChecker, ProcessRunner
from utah.provisioning.exceptions import UTAHProvisioningException
from utah.provisioning.inventory import SQLiteInventory
from utah.provisioning.provisioning import CustomInstallMixin, Machine
from utah.provisioning.rsyslog import RSyslog
from utah.provisioning.ssh import SSHMixin
from utah.timeout import UTAHTimeout


[docs]class UTAHVMProvisioningException(UTAHProvisioningException):

    """Provide a foundation class for UTAH VM provisioning exceptions."""

    pass



[docs]class LibvirtVM(Machine):

    """Provide a class to utilize VMs using libvirt.

    Capable of utilizing existing VMs
    Creation currently handled by sublcasses

    """

    def __init__(self, *args, **kw):
        super(LibvirtVM, self).__init__(*args, **kw)
        self.vm = None
        libvirt.registerErrorHandler(self.libvirterrorhandler, None)
        self.lv = libvirt.open(config.qemupath)
        if self.lv is None:
            raise UTAHVMProvisioningException('Cannot connect to libvirt')
        self.syslog = os.path.join(config.logpath,
                                   '{}.syslog.log'.format(self.name))
        self.logger.debug('LibvirtVM init finished')

    @property
[docs]    def rsyslog(self):
        """Return rsyslog instance."""
        # TODO: Check if this should go in Machine
        # Or maybe it should be in the new install stuff
        if not getattr(self, '_rsyslog', None):
            self._rsyslog = RSyslog(self.name, config.logpath, self.syslog)
        return self._rsyslog


    def _load(self):
        """Load an existing VM."""
        self.logger.info('Loading VM')
        self.vm = self.lv.lookupByName(self.name)
        self.logger.info('VM loaded')

[docs]    def activecheck(self):
        """Verify the machine is provisioned, then start it if needed. """
        self.logger.debug('Checking if VM is active')
        self.provisioncheck()
        if self.vm.isActive() == 0:
            self._start()
        else:
            self.active = True


    def _start(self):
        """Start the VM."""
        # TODO: discuss whether we need a start method here
        # this becomes a question of separating Install from Machine, probably
        self.logger.info('Starting VM')
        if self.vm is not None:
            if self.vm.isActive() == 0:
                self.vm.create()
        else:
            raise UTAHVMProvisioningException('Failed to provision VM')
        self.cleanfunction(self.stop, force=True)
        self.active = True

[docs]    def stop(self, force=False):
        """Stop the machine.

        :param force: Do a forced shutdown
        :type force: bool

        """
        self.logger.info('Stopping VM')
        if self.vm is not None:
            if self.vm.isActive() == 0:
                self.logger.info('VM is already stopped')
            else:
                if force:
                    self.logger.info('Forced shutdown requested')
                    self.vm.destroy()
                else:
                    self.vm.shutdown()
        else:
            self.logger.info('VM not yet created')
        self.active = False


[docs]    def libvirterrorhandler(self, _context, err):
        """Log libvirt errors instead of sending them to the console."""
        errorcode = err.get_error_code()
        if errorcode in [9, 42]:
            # We see these as part of normal operations,
            # so we send them to debug
            # 9 is trying to create a VM that already exists
            # 42 is trying to load a VM that doesn't exist
            logmethod = self.logger.debug
        else:
            logmethod = self.logger.error
        logmethod('libvirt error: %s', err['message'])
        logmethod('libvirt error number is: %s', str(errorcode))




[docs]class CustomVM(CustomInstallMixin, SSHMixin, LibvirtVM):

    """Install a VM from an image using libvirt direct kernel booting."""

    # TODO: probably remove parameters from the private methods
    def __init__(self, directory=config.machinedir, diskbus=config.diskbus,
                 disksizes=config.disksizes, emulator=config.emulator,
                 machineid=config.machineid, macs=config.macs,
                 name=config.name, prefix=config.prefix, *args, **kw):
        # Make sure that no other virtualization solutions are running
        # TODO: see if this is needed for qemu or just kvm
        process_checker = ProcessChecker()
        for cmdline, app in [('/usr/lib/virtualbox/VirtualBox', 'VirtualBox'),
                             ('/usr/lib/vmware/bin', 'VMware')]:
            if process_checker.check_cmdline(cmdline):
                message = process_checker.get_error_message(app)
                raise UTAHVMProvisioningException(message)

        self.diskbus = diskbus
        self.disksizes = disksizes
        self.emulator = emulator
        self.macs = macs
        self.prefix = prefix
        self.disks = []
        if name is None:
            autoname = True
            name = '-'.join([str(prefix), str(machineid)])
        else:
            autoname = False
        super(CustomVM, self).__init__(machineid=machineid, name=name, *args,
                                       **kw)
        if self.inventory is not None:
            self.cleanfunction(self.inventory.destroy,
                               machineid=self.machineid)
        # TODO: do a better job of separating installation
        # into _create rather than __init__
        if self.image is None:
            raise UTAHVMProvisioningException(
                'Image file required for VM installation')
        self._cmdlinesetup()
        if autoname:
            self._namesetup()
            self._loggerunsetup()
            self._loggersetup()
            self._cmdlinesetup()
        if self.emulator is None:
            if self._supportsdomaintype('kvm'):
                self.logger.info(
                    'Setting type to kvm since it is in libvirt capabilities')
                self.emulator = 'kvm'
            elif self._supportsdomaintype('qemu'):
                self.logger.info(
                    'Setting type to qemu since it is in libvirt capabilities')
                self.emulator = 'qemu'
            else:
                cache = apt.cache.Cache()
                try:
                    package = cache['qemu-system-x86']
                except KeyError:
                    raise UTAHVMProvisioningException(
                        "kvm packages don't seem to be available "
                        'in the apt cache')

                if package.is_installed:
                    raise UTAHVMProvisioningException(
                        'kvm and qemu not supported in libvirt capabilities; '
                        'please make sure libvirt is configured correctly')

                raise UTAHVMProvisioningException(
                    "kvm packages don't seem to be installed; "
                    "please try: 'sudo apt-get install kvm' "
                    'to get virtualization support')
        self.directory = (directory or os.path.join(config.vmpath, self.name))
        self.cleanfile(self.directory)
        self.logger.info('Checking if machine directory {} exists'
                         .format(self.directory))
        if not os.path.isdir(self.directory):
            self.logger.debug('Creating {}'.format(self.directory))
            try:
                os.makedirs(self.directory)
            except OSError as err:
                raise UTAHVMProvisioningException(err)
        self.logger.debug('CustomVM init finished')

    def _createdisks(self, disksizes=None):
        """Create disk files if needed and build a list of them."""
        self.logger.info('Creating disks')
        if disksizes is None:
            disksizes = self.disksizes
        for index, size in enumerate(disksizes):
            disksize = '{}G'.format(size)
            basename = 'disk{}.qcow2'.format(index)
            diskfile = os.path.join(self.directory, basename)
            if not os.path.isfile(diskfile):
                cmd = ['qemu-img', 'create', '-f', 'qcow2', diskfile,
                       disksize]
                self.logger.debug('Creating %s disk using: %s',
                                  disksize, ' '.join(cmd))
                if ProcessRunner(cmd).returncode != 0:
                    raise UTAHVMProvisioningException(
                        'Could not create disk image at {}'.format(diskfile))
            disk = {'bus': self.diskbus,
                    'file': diskfile,
                    'size': disksize,
                    'type': 'qcow2'}
            self.disks.append(disk)
            self.cleanfile(diskfile)
            self.logger.debug('Adding disk to list')

    def _supportsdomaintype(self, domaintype):
        """Check emulator support in libvirt capabilities.

        :param domaintype: Which domain type to check
        :type domaintype: str
        :returns: Whether the specified domain type is supported
        :rtype: bool

        """
        capabilities = ElementTree.fromstring(self.lv.getCapabilities())
        for guest in capabilities.iterfind('guest'):
            for arch in guest.iterfind('arch'):
                for domain in arch.iterfind('domain'):
                    if domaintype in domain.get('type'):
                        return True
        return False

    def _installxml(self, cmdline=None, image=None, initrd=None,
                    kernel=None, tmpdir=None, xml=None):
        """Return the XML tree to be passed to libvirt for VM installation."""
        self.logger.info('Creating installation XML')
        if cmdline is None:
            cmdline = self.cmdline
        if image is None:
            image = self.image.image
        if initrd is None:
            initrd = self.initrd
        if kernel is None:
            kernel = self.kernel
        if xml is None:
            xml = self.xml
        if tmpdir is None:
            tmpdir = self.tmpdir
        xmlt = ElementTree.ElementTree(file=xml)
        if self.rewrite in ['all', 'minimal']:
            self.logger.debug('Setting VM to shutdown on reboot')
            xmlt.find('on_reboot').text = 'destroy'
            if self.rewrite == 'all':
                self._installxml_rewrite_all(cmdline, image, initrd, kernel,
                                             xmlt)
        else:
            self.logger.info('Not rewriting XML because rewrite is %s',
                             self.rewrite)
        if self.debug:
            xmlt.write(os.path.join(tmpdir, 'install.xml'))
        self.logger.info('Installation XML ready')
        return xmlt

    def _installxml_rewrite_all(self, cmdline_txt, image, initrd_txt,
                                kernel_txt, xmlt):
        """Rewrite the whole configuration file for the VM."""
        self.logger.debug('Rewriting basic info')
        xmlt.find('name').text = self.name
        xmlt.find('uuid').text = self.uuid
        self.logger.debug(
            'Setting type to qemu in case no hardware virtualization present')
        xmlt.getroot().set('type', self.emulator)
        ose = xmlt.find('os')
        if self.image.arch == ('i386'):
            ose.find('type').set('arch', 'i686')
        elif self.image.arch == ('amd64'):
            ose.find('type').set('arch', 'x86_64')
        else:
            ose.find('type').set('arch', self.image.arch)
        self.logger.debug('Setting up boot info')
        for kernele in list(ose.iterfind('kernel')):
            ose.remove(kernele)
        kernele = ElementTree.Element('kernel')
        kernele.text = kernel_txt
        ose.append(kernele)
        for initrde in list(ose.iterfind('initrd')):
            ose.remove(initrde)
        initrde = ElementTree.Element('initrd')
        initrde.text = initrd_txt
        ose.append(initrde)
        for cmdlinee in list(ose.iterfind('cmdline')):
            ose.remove(cmdlinee)
        cmdlinee = ElementTree.Element('cmdline')
        cmdlinee.text = cmdline_txt
        ose.append(cmdlinee)
        self.logger.debug('Setting up devices')
        devices = xmlt.find('devices')
        self.logger.debug('Setting up disks')
        for disk in list(devices.iterfind('disk')):
            if disk.get('device') == 'disk':
                devices.remove(disk)
                self.logger.debug('Removed existing disk')
            #TODO: Add a cdrom if none exists
            if disk.get('device') == 'cdrom':
                if disk.find('source') is not None:
                    disk.find('source').set('file', image)
                    self.logger.debug('Rewrote existing CD-ROM')
                else:
                    source = ElementTree.Element('source')
                    source.set('file', image)
                    disk.append(source)
                    self.logger.debug(
                        'Added source to existing CD-ROM')
        for disk in self.disks:
            diske = ElementTree.Element('disk')
            diske.set('type', 'file')
            diske.set('device', 'disk')
            driver = ElementTree.Element('driver')
            driver.set('name', 'qemu')
            driver.set('type', disk['type'])
            diske.append(driver)
            source = ElementTree.Element('source')
            source.set('file', disk['file'])
            diske.append(source)
            target = ElementTree.Element('target')
            dev = ("vd{}"
                   .format(string.ascii_lowercase[self.disks.index(disk)]))
            target.set('dev', dev)
            target.set('bus', disk['bus'])
            diske.append(target)
            devices.append(diske)
            self.logger.debug('Added %s disk', str(disk['size']))
        macs = list(self.macs)
        for interface in devices.iterfind('interface'):
            if interface.get('type') in ['network', 'bridge']:
                if len(macs) > 0:
                    mac = macs.pop(0)
                    interface.find('mac').set('address', mac)
                    self.logger.debug(
                        'Rewrote interface to use specified mac address: %s',
                        mac)
                else:
                    mac = random_mac_address()
                    interface.find('mac').set('address', mac)
                    self.macs.append(mac)
                    self.logger.debug(
                        'Rewrote interface to use random mac address: %s',
                        mac)
            if interface.get('type') == 'bridge':
                interface.find('source').set('bridge', config.bridge)
        serial = ElementTree.Element('serial')
        serial.set('type', 'file')
        source = ElementTree.Element('source')
        source.set('path', self.syslog)
        serial.append(source)
        target = ElementTree.Element('target')
        target.set('port', '0')
        serial.append(target)
        devices.append(serial)

    def _installvm(self, lv=None, tmpdir=None, xml=None):
        """Install a VM, then undefine it in libvirt.

        The final installation will recreate the VM using the existing disks.

        """
        self.logger.info('Creating VM')
        if lv is None:
            lv = self.lv
        if xml is None:
            xml = self.xml
        if tmpdir is None:
            tmpdir = self.tmpdir
        os.chmod(tmpdir, 0755)
        vm = lv.defineXML(ElementTree.tostring(xml.getroot()))
        try:
            vm.create()
            self.logger.info(
                'Installing system on VM (may take over an hour)')
            self.logger.info('You can watch the progress with virt-viewer')
            log_filename = os.path.join(config.logpath,
                                        '{}.syslog.log'.format(self.name))
            self.logger.info('Logs will be written to %s', log_filename)

            self.rsyslog.wait_for_install()
            while vm.isActive() is not 0:
                pass

        finally:
            try:
                vm.destroy()
            except libvirt.libvirtError:
                pass
            finally:
                vm.undefine()
        self.logger.info('Installation complete')

    def _finalxml(self, tmpdir=None, xml=None):
        """Create the XML to be used for the post-installation VM.

        This may be a transformation of the installation XML.
        :param tmpdir: Directory to output XML
        :type tmpdir: str or None
        :param xml: XML to edit
        :type xml: xml.etree.ElementTree.ElementTree or None
        :returns: XML to use for VM post-install
        :rtype: xml.etree.ElementTree.ElementTree

        .. seealso:: :meth:`installxml`

        """
        self.logger.info('Creating final VM XML')
        if xml is None:
            xml = ElementTree.ElementTree(file=self.xml)
        if tmpdir is None:
            tmpdir = self.tmpdir
        if self.rewrite in ['all', 'minimal']:
            self.logger.debug('Setting VM to reboot normally on reboot')
            xml.find('on_reboot').text = 'restart'
            if self.rewrite == 'all':
                self.logger.debug('Removing VM install parameters')
                ose = xml.find('os')
                for kernel in ose.iterfind('kernel'):
                    ose.remove(kernel)
                for initrd in ose.iterfind('initrd'):
                    ose.remove(initrd)
                for cmdline in ose.iterfind('cmdline'):
                    ose.remove(cmdline)
                devices = xml.find('devices')
                for disk in list(devices.iterfind('disk')):
                    if disk.get('device') == 'cdrom':
                        disk.remove(disk.find('source'))
        else:
            self.logger.info('Not rewriting XML because rewrite is %s',
                             self.rewrite)
        if self.debug:
            xml.write(os.path.join(tmpdir, 'final.xml'))
        return xml

    def _tmpimage(self, image=None, tmpdir=None):
        """Create a temporary copy of the image so libvirt will lock that one.

        This allows other simultaneous processes to update the cached image.

        :returns: The path to the temporary image
        :rtype: str

        """
        if image is None:
            image = self.image.image
        if tmpdir is None:
            tmpdir = self.tmpdir
        self.logger.info('Making temp copy of install image')
        tmpimage = os.path.join(tmpdir, os.path.basename(image))
        self.logger.debug('Copying %s to %s', image, tmpimage)
        shutil.copyfile(image, tmpimage)
        return tmpimage

    def _create(self, provision_data):
        """Create the VM, install the system, and prepare it to boot.

        This primarily calls functions from CustomInstallMixin and CustomVM.

        """
        self.logger.info('Creating custom virtual machine')

        tmpdir = tempfile.mkdtemp(prefix='/tmp/{}_'.format(self.name))
        self.cleanfile(tmpdir)
        self.logger.debug('Working dir: %s', tmpdir)
        os.chdir(tmpdir)

        kernel = self._preparekernel(kernel=self.kernel, tmpdir=tmpdir)

        initrd = self._prepareinitrd(initrd=self.initrd, tmpdir=tmpdir)

        self._unpackinitrd(initrd=initrd, tmpdir=tmpdir)

        if provision_data:
            initrd_dir = os.path.join(tmpdir, 'initrd.d')
            provision_data.update_initrd(initrd_dir)

        self._setuplatecommand(tmpdir=tmpdir)

        self._setuppreseed(tmpdir=tmpdir)

        if self.rewrite == 'all':
            self._setuplogging(tmpdir=tmpdir)
        else:
            self.logger.debug('Skipping logging setup because rewrite is %s',
                              self.rewrite)

        initrd = self._repackinitrd(tmpdir=tmpdir)

        self._createdisks()

        image = self._tmpimage(image=self.image.image, tmpdir=tmpdir)

        xml = self._installxml(cmdline=self.cmdline, image=image,
                               initrd=initrd, kernel=kernel,
                               tmpdir=tmpdir, xml=self.xml)

        self._installvm(lv=self.lv, tmpdir=tmpdir, xml=xml)

        xml = self._finalxml(tmpdir=tmpdir, xml=xml)

        self.logger.info('Setting up final VM')
        self.vm = self.lv.defineXML(ElementTree.tostring(xml.getroot()))
        self.cleanfunction(self.vm.destroy)
        self.cleanfunction(self.vm.undefine)

    def _start(self):
        """Start the VM."""
        self.logger.info('Starting CustomVM')
        if self.vm is not None:
            if self.vm.isActive() == 0:
                self.vm.create()
        else:
            raise UTAHVMProvisioningException('Failed to provision VM')

        self.rsyslog.wait_for_booted(self.uuid)
        try:
            self.logger.info(
                'Waiting %d seconds for ping response', config.boottimeout)
            self.pingpoll(timeout=config.boottimeout)
        except UTAHTimeout:
            # Ignore timeout for ping, since depending on the network
            # configuration ssh might still work despite of the ping failure.
            self.logger.warning('Network connectivity (ping) failure')
        self.sshpoll(timeout=config.boottimeout)
        self.active = True


# See http://kennethreitz.com/blog/generate-a-random-mac-address-in-python/

[docs]def random_mac_address():
    """Return a random MAC address."""
    mac = [0x52, 0x54, 0x00,
           random.randint(0x00, 0xff),
           random.randint(0x00, 0xff),
           random.randint(0x00, 0xff)]
    return ':'.join(map(lambda x: "%02x" % x, mac))



[docs]class TinySQLiteInventory(SQLiteInventory):

    """Provide basic SQLite inventory for VMs.

    Only implements request, release, and destroy.
    No authentication or conflict checking currently exists.
    Only suitable for VMs at present.

    """

    def __init__(self, *args, **kw):
        """Initialize simple database."""
        super(TinySQLiteInventory, self).__init__(*args, **kw)
        self.execute(
            'CREATE TABLE IF NOT EXISTS '
            'machines(machineid INTEGER PRIMARY KEY, state TEXT)')

[docs]    def request(self, machinetype=CustomVM, *args, **kw):
        """Return a Machine.

        Takes a Machine class as machinetype, and passes the newly generated
        machineid along with all other arguments to that class's constructor,
        returning the resulting object.

        """
        cursor = self.execute("INSERT INTO machines (state) "
                              "VALUES ('provisioned')")
        machineid = cursor.lastrowid
        return machinetype(machineid=machineid, *args, **kw)


[docs]    def release(self, machineid):
        """Update the database to indicate the machine is available."""
        self.execute(
            "UPDATE machines SET state='available' WHERE machineid=?",
            [machineid])


[docs]    def destroy(self, machineid):
        """Update the database to indicate a machine is destroyed."""
        self.execute(
            "UPDATE machines SET state='destroyed' ""WHERE machineid=?",
            [machineid])




[docs]def get_vm(**kw):
    """Return a Machine object for a VM with the passed in arguments.

    :param kw: All parameters are passed to the Machine constructor
    :type kw: dict

    :returns: Appropriately constructed Machine object
    :rtype: object

    """
    inventory = TinySQLiteInventory()
    return inventory.request(**kw)
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  Source code for utah.provisioning.exceptions

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide exceptions specific to provisioning."""


from utah.exceptions import UTAHException


[docs]class UTAHProvisioningException(UTAHException):

    """Provide a foundation class for UTAH provisioning exceptions."""

    pass
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  Source code for utah.provisioning.baremetal.cobbler

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Support bare metal provisioning through cobbler."""


import os
import pipes
import subprocess
import tempfile

from utah.config import config
from utah.process import ProcessRunner
from utah.provisioning.baremetal.exceptions import UTAHBMProvisioningException
from utah.provisioning.baremetal.power import PowerMixin
from utah.provisioning.provisioning import (
    CustomInstallMixin,
    Machine,
)
from utah.provisioning.ssh import SSHMixin
from utah.retry import retry


[docs]class CobblerMachine(CustomInstallMixin, SSHMixin, PowerMixin, Machine):

    """Provision and manage a machine via cobbler."""

    # TODO: raise more exceptions if ProcessRunner fails
    # maybe get some easy way to do that like failok
    def __init__(self, machineinfo=config.machineinfo, name=config.name,
                 *args, **kw):
        # TODO: support for reusing existing machines
        if name is None:
            raise UTAHBMProvisioningException(
                'Machine name reqired for cobbler machine')
        if machineinfo is None:
            raise UTAHBMProvisioningException(
                'No cobbler arguments given for machine creation')
        else:
            self.machineinfo = machineinfo
        super(CobblerMachine, self).__init__(*args, machineinfo=machineinfo,
                                             name=name, **kw)
        if self.inventory is not None:
            self.cleanfunction(self.inventory.release, machine=self)
        if self.image is None:
            raise UTAHBMProvisioningException(
                'Image file required for cobbler installation')
        self._cmdlinesetup()
        self._depcheck()

        self.isodir = None

        # TODO: Rework cinitrd to be less of a confusing collection of kludges
        self.cinitrd = None
        if self.image.installtype in ['alternate', 'server']:
            self.cinitrd = os.path.join('install', 'netboot',
                                        'ubuntu-installer', self.image.arch,
                                        'initrd.gz')
        if self.image.arch == 'amd64':
            self.carch = 'x86_64'
        else:
            self.carch = self.image.arch
        self.cname = '-'.join([self.name, self.carch])
        self.logger.debug('Cobbler arch is %s', self.carch)
        self.logger.debug('Cobbler machine init finished')

    def _load(self):
        """Verify the machine is in cobbler."""
        machines = self._cobble(['system', 'find'])['output'].splitlines()
        if self.name not in machines:
            raise UTAHBMProvisioningException(
                'No machine named {} exists in cobbler'.format(self.name))

    def _create(self, provision_data):
        """Install the OS on the machine."""
        self.tmpdir = tempfile.mkdtemp(prefix='/tmp/{}_'.format(self.name))
        self.cleanfile(self.tmpdir)
        os.chmod(self.tmpdir, 0775)

        if self.image.installtype in ['alternate', 'desktop', 'server']:
            self.logger.info('Mounting image')
            self.isodir = os.path.join(self.tmpdir, 'iso.d')
            self.cleanfunction(self._removenfs)
            os.makedirs(self.isodir, mode=0775)
            self.logger.debug('Mounting ISO')
            result = ProcessRunner(['sudo', 'mount', '-o', 'loop',
                                    self.image.image,
                                    self.isodir])
            returncode = result.returncode
            if returncode != 0:
                raise UTAHBMProvisioningException(
                    'Mount failed with return code: {} Output: {}'
                    .format(returncode, result['output']))

        kernel = self._preparekernel()
        if self.cinitrd is None:
            cinitrd = None
        else:
            cinitrd = os.path.join(self.isodir, self.cinitrd)
        initrd = self._prepareinitrd(initrd=cinitrd)
        self._unpackinitrd(initrd=initrd)

        if provision_data:
            initrd_dir = os.path.join(self.tmpdir, 'initrd.d')
            provision_data.update_initrd(initrd_dir)

        self._setuplatecommand()
        # TODO: see if this is needed for all quantal desktops
        if self.image.installtype == 'desktop':
            self.logger.info('Configuring latecommand for desktop')
            myfile = open(os.path.join(self.tmpdir, 'initrd.d',
                          'utah-latecommand'), 'a')
            myfile.write("""
chroot /target sh -c 'sed "/eth[0-9]/d" -i /etc/network/interfaces'
""")
            myfile.close()
        self._setuppreseed()

        if self.rewrite == 'all':
            self._setuplogging(tmpdir=self.tmpdir)
        else:
            self.logger.debug('Skipping logging setup because rewrite is %s',
                              self.rewrite)

        initrd = self._repackinitrd()

        self.logger.info('Setting up system with cobbler')
        self._cleanupcobbler()

        preseed = os.path.join(self.tmpdir, 'initrd.d', 'preseed.cfg')

        if self.image.installtype in ['alternate', 'server']:
            self.logger.info('Importing image')
            self._cobble(['import',
                          '--name={}'.format(self.cname),
                          '--path={}'.format(self.isodir),
                          '--arch={}'.format(self.carch)])
            self._cobble(['distro', 'edit',
                          '--name={}'.format(self.cname),
                          '--kernel={}'.format(kernel),
                          '--initrd={}'.format(initrd)])
        elif self.image.installtype in ['mini', 'desktop']:
            self.logger.info('Creating distro')
            self._cobble(['distro', 'add',
                          '--name={}'.format(self.cname),
                          '--kernel={}'.format(kernel),
                          '--initrd={}'.format(initrd)])
            self.logger.info('Creating profile')
            self._cobble(['profile', 'add',
                          '--name={}'.format(self.cname),
                          '--distro={}'.format(self.cname)])

        if self.image.installtype == 'desktop':
            self.logger.info('Setting up NFS for desktop install')
            self.logger.debug('Adding export to NFS config file')
            pipe = pipes.Template()
            pipe.append('sudo tee -a {} >/dev/null'
                        .format(str(config.nfsconfigfile)), '-.')
            try:
                pipe.open('/dev/null', 'w').write(
                    '{} {}\n'.format(self.isodir, config.nfsoptions))
            except IOError as err:
                raise UTAHBMProvisioningException(
                    'Failed to setup NFS: {}'.format(err))
            self.logger.debug('Reloading NFS config')
            ProcessRunner(config.nfscommand + ['reload'])
            self.logger.debug('Adding NFS boot options')
            ip = self._ipaddr(config.nfsiface)
            self.cmdline += (' root=/dev/nfs netboot=nfs nfsroot={}:{}'
                             .format(ip, self.isodir))
            self.cmdline = self.cmdline.strip()

        self.cleanfunction(self._cleanupcobbler)
        self.logger.info('Adding kernel boot options to distro')
        self._cobble(['distro', 'edit',
                      '--name={}'.format(self.cname),
                      '--kopts={}'.format(self.cmdline)])

        self.logger.info('Adding kickstart to profile')
        self._cobble(['profile', 'edit',
                      '--name={}'.format(self.cname),
                      '--kickstart={}'.format(preseed)])

        self.logger.info('Adding system')
        self._cobble(['system', 'add',
                      '--name={}'.format(self.name),
                      '--profile={}'.format(self.cname),
                      '--netboot-enabled=Y']
                     + ['--{}={}'.format(arg, self.machineinfo[arg])
                        for arg in self.machineinfo])

        self.restart()
        self.rsyslog.wait_for_install(self._disable_netboot)

        # TODO: wait_for_booted isn't working on d-i installs and
        # autopilot jobs like:
        # http://10.97.0.1:8080/view/autopilot/job/
        # ps-unity-autopilot-release-testing/140/label=autopilot-nvidia/
        # For now, it seems to be a problem on all installs, so we're going to
        # handle it in rsyslog.py
        self.rsyslog.wait_for_booted(self.uuid)

        retry(self.sshcheck, logmethod=self.logger.info,
              retry_timeout=config.checktimeout)

        if self.image.installtype == 'desktop':
            self._removenfs()

        self.active = True
        self.logger.info('System installed')

    def _disable_netboot(self, match):
        self.logger.info('install seems to have booted, disabling netboot')
        self._cobble(['system', 'edit', '--name={}'.format(self.name),
                      '--netboot-enabled=N'])

    def _cobble(self, cmd, failok=False):
        """Run a command through cobbler.

        This allows us to make any needed interface changes in one place.
        :param failok: Don't raise an exception if the command fails
        :type failok: bool
        :returns: ProcessRunner with attrbiutes for output and return code
        :rtype: obj

        """
        # TODO: If we keep using this, give it some syntactic sugar
        # All those string formats for arguments are unfortunate
        try:
            tail_process = subprocess.Popen(
                ['tail', '-n0', '-f', '/var/log/cobbler/cobbler.log'],
                stdout=subprocess.PIPE)
            command_results = ProcessRunner(['sudo', 'cobbler'] + cmd)
            retcode = command_results.returncode
            if retcode != 0:
                error_msg = 'Cobbler command failed: {}'.format(' '.join(cmd))
                if failok:
                    self.logger.debug(error_msg)
                    return command_results
                else:
                    self.logger.error(error_msg)
                    raise UTAHBMProvisioningException(error_msg)
            else:
                return command_results
        except (OSError, subprocess.CalledProcessError) as err:
            self.logger.error('Failed to get cobbler logs: {}'.format(err))
        finally:
            # tail process will wait forever because of the -f/--follow option,
            # so it has to be terminated in order to read from stdout.
            tail_process.terminate()
            self.logger.debug('Cobbler log follows:\n'
                              '{}'.format(tail_process.stdout.read()))

    def _start(self):
        """Start the machine.

        Try using cobbler.
        If that fails, use the powercommand generated by PowerMachine.

        """
        self.logger.debug('Starting system')
        retcode = self._cobble(['system', 'poweron',
                               '--name={}'.format(self.name)],
                               failok=True).returncode
        if retcode != 0:
            self.logger.info('Cobbler power command failed; falling back to '
                             'manual command')
            # TODO: check return code here before setting active
            ProcessRunner(self.powercommand() + ['on'])
        self.active = True

[docs]    def stop(self):
        """Stop the machine.

        Try using cobbler.
        If that fails, use the powercommand generated by PowerMachine.

        """
        self.logger.debug('Stopping system')
        retcode = self._cobble(['system', 'poweroff',
                               '--name={}'.format(self.name)],
                               failok=True).returncode
        if retcode != 0:
            self.logger.info('Cobbler power command failed; falling back to '
                             'manual command')
            # TODO: check return code here before setting active
            ProcessRunner(self.powercommand() + ['off'])
        self.active = False


    def _removenfs(self):
        """Remove our NFS configuration and reload NFS."""
        if self.isodir is not None:
            self.logger.info('Removing NFS share')
            ProcessRunner(['sudo', 'sed',
                           '/{}/d'.format(self.isodir.replace('/', '\/')),
                           '-i', config.nfsconfigfile])
            self.logger.debug('Reloading NFS config')
            ProcessRunner(config.nfscommand + ['reload'])
            self.logger.info('Unmounting ISO')
            ProcessRunner(['sudo', 'umount', self.isodir])
            self.logger.debug('Removing directory')
            os.rmdir(self.isodir)
            self.isodir = None

    def _depcheck(self):
        """Check for NFS if installtype requires it."""
        super(CobblerMachine, self)._depcheck()
        if self.image.installtype in ['alternate', 'desktop', 'server']:
            cmd = config.nfscommand + ['status']
            if ProcessRunner(cmd).returncode != 0:
                raise UTAHBMProvisioningException(
                    'NFS needed for {} install'.format(self.image.installtype))
            if not os.path.isfile(config.nfsconfigfile):
                raise UTAHBMProvisioningException(
                    'NFS config file: {nfsconfigfile} not available'
                    .format(nfsconfigfile=config.nfsconfigfile))

    def _cleanupcobbler(self):
        """Remove our system, profile, and distro from Cobbler."""
        self.logger.debug('Removing old system')
        self._cobble(['system', 'remove', '--name={}'.format(self.name)],
                     failok=True)
        self.logger.info('Removing old profile')
        self._cobble(['profile', 'remove', '--name={}'.format(self.cname)],
                     failok=True)
        self.logger.info('Removing old distro')
        self._cobble(['distro', 'remove', '--name={}'.format(self.cname)],
                     failok=True)
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  Source code for utah.client.runner

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide code to actually run the tests."""

import datetime
import jsonschema
import os
import shutil
import stat
import subprocess
import urllib

from utah import logger
from utah.client import exceptions
from utah.client.probe import PROBES, probes
from utah.client.common import (
    CMD_TC_REBOOT,
    DATE_FORMAT,
    DEFAULT_STATE_FILE,
    DEFAULT_TSLIST,
    DefaultValidator,
    MASTER_RUNLIST,
    ReturnCodes,
    UTAH_DIR,
    chdir,
    make_result,
    mkdir,
    parse_yaml_file,
)

from utah.client.package_info import (
    InstalledPackages,
    DeltaPackages,
)
from utah.client.state_agent import StateAgentYAML
from utah.client.testsuite import TestSuite, DynamicTestSuite
from utah.client.vcs import create_vcs_handler
from utah.retry import retry
from utah.timeout import timeout

RC_LOCAL = '/etc/rc.local'
RC_LOCAL_BACKUP = '{}-utah.bak'.format(RC_LOCAL)

# XXX: need to output to the same file that was supplied on the original
# run.
rc_local_content = """#!/bin/sh

/usr/bin/utah --resume -o {output} -r {runlist}
"""


[docs]class Runner(object):

    """Provide The main runner class.

    Parses a master runlist, builds a list of TestSuites, and runs them.

    """

    status = "NOTRUN"
    utah_exec_path = '/usr/bin/utah'

    MASTER_RUNLIST_SCHEMA = {
        'type': 'object',
        'properties': {
            'testsuites': {
                'type': 'array',
                'items': {
                    'type': 'object',
                    'oneOf': [
                        {'$ref': '#/definitions/testsuite_fetch'},
                        {'$ref': '#/definitions/testsuite_file'},
                    ],
                },
                'minItems': 1,
            },
            'battery_measurements': {
                'type': 'boolean',
                'default': False,
                'description': 'DEPRECATED in favor of "probes"',
            },
            'probes': {
                'type': 'array',
                'items': {'enum': PROBES.keys()},
                'default': [],
                'description': 'A list of probes to enable for the runlist.',
            },
            'timeout': {
                'type': 'integer',
                'minimum': 0,
            },
            'repeat_count': {
                'description': '''By default this does nothing and the suite
                is run 1 time. However, if repeat_count != 0, it will be
                repeated X times. So a repeat_count=2 means the suite will
                be run 3 times.
                ''',
                'type': 'integer',
                'minimum': 0,
                'default': 0,
            },
        },
        'required': ['testsuites'],
        'additionalProperties': False,
        'definitions': {
            'testsuite_fetch': {
                'type': 'object',
                'properties': {
                    'name': {'type': 'string'},
                    'fetch_method': {
                        'type': 'string',
                        'enum': ['dev', 'bzr', 'bzr-export', 'git'],
                    },
                    'fetch_location': {'type': 'string'},
                    'include_tests': {
                        'type': 'array',
                        'items': {'type': 'string'},
                        'minItems': 1,
                    },
                    'exclude_tests': {
                        'type': 'array',
                        'items': {'type': 'string'},
                        'minItems': 1,
                    },
                },
                'required': ['name', 'fetch_method', 'fetch_location'],
                'additionalProperties': False,
            },
            'testsuite_file': {
                'type': 'object',
                'properties': {
                    'include': {'type': 'string'},
                },
                'required': ['include'],
                'additionalProperties': False,
            },
        }
    }

    def __init__(self, install_type, runlist=None, result=None,
                 testdir=UTAH_DIR, state_agent=None,
                 resume=False, old_results=None, output=None, repeat_count=0):

        # Runlist URL passed through the command line
        self.testdir = testdir
        self.revision = "Unknown"
        self.output = (output or
                       os.path.join('/', 'var', 'lib', 'utah', 'utah.out'))

        self.testsuitedir = os.path.join(testdir, 'testsuites')

        # The testdir must exist, XXX: perhaps we can create it, needs
        # discussion.
        if not os.path.exists(testdir):
            raise exceptions.BadDir(testdir)

        mkdir(self.testsuitedir)

        # If no runlist is supplied look for one in the testdir
        if runlist is None:
            runlist = os.path.join(testdir, 'master.run')
        if not os.path.isfile(runlist):
            raise exceptions.MissingFile(
                'Runlist {} does not exist'.format(runlist))

        self.master_runlist = runlist
        self.suites = []
        self.result = result
        if old_results:
            self.result.load(old_results)
        self.state_file = DEFAULT_STATE_FILE
        self.fetched_suites = {}
        self.timeout = None
        self.install_type = install_type
        self.repeat_count = repeat_count

        self.errors = 0
        self.passes = 0
        self.failures = 0
        self.fetch_errors = 0

        self.state_agent = state_agent or StateAgentYAML()

        # Cleanup the state file if this is supposed to be a fresh run.
        if not resume:
            self.state_agent.clean()
        else:
            self.reset_rc_local()
            self.load_state()

        chdir(self.testsuitedir)

        # needs to be run prior to process_master_runlist since that's where
        # test suites are fetched.
        self.fetched_suites = self.get_fetched_suites()

        self.process_master_runlist(resume=resume)
        self.result.runlist = self.master_runlist
        self.result.install_type = self.install_type
        self.result.name = self.name

[docs]    def backup_rc_local(self):
        """Backup /etc/rc.local if it exists."""
        # Ignore permission denied errors since we only care if a reboot is
        # pending whether or not we can write to RC_LOCAL(_BACKUP).
        try:
            os.rename(RC_LOCAL, RC_LOCAL_BACKUP)
        except OSError as e:
            if e.errno != 13:
                raise exceptions.UTAHClientError(
                    'Failed to backup rc.local: {}'.format(e))


[docs]    def reset_rc_local(self):
        """Restore /etc/rc.local if there is a backup, remove it otherwise."""
        # Ignore permission denied errors since we only care if a reboot is
        # pending whether or not we can write to RC_LOCAL(_BACKUP).
        try:
            if os.path.exists(RC_LOCAL_BACKUP):
                os.rename(RC_LOCAL_BACKUP, RC_LOCAL)
            elif os.path.exists(RC_LOCAL):
                os.remove(RC_LOCAL)
        except OSError as e:
            if e.errno != 13:
                raise exceptions.UTAHClientError(
                    'Failed to backup rc.local: {}'.format(e))


[docs]    def setup_rc_local(self, rc_local=RC_LOCAL, runlist=None):
        """Setup /etc/rc.local to kick-off a --resume on successful boot."""
        runlist = runlist or self.master_runlist or MASTER_RUNLIST

        try:
            with open(rc_local, 'w') as fp:
                fp.write(rc_local_content.format(runlist=runlist,
                         output=self.output))
                os.fchmod(fp.fileno(),
                          stat.S_IRWXU | stat.S_IROTH | stat.S_IRGRP)
        except (IOError, OSError) as err:
            raise exceptions.UTAHClientError(
                'Error setting up rc.local: {}'.format(err))


[docs]    def process_results(self):
        """Add stats to results and process them.

        :returns: A return code based on the test status.
        :rtype: int

        """
        # Add stats to the results
        self.result.failures = self.failures
        self.result.passes = self.passes
        self.result.errors = self.errors
        self.result.fetch_errors = self.fetch_errors

        # process the results
        self.result.result()
        return self.returncode()


    def _run_before(self):
        """Helper function with things to be done *before* a test run."""
        # Gather installed packages and their version before running any test
        self.start_packages = InstalledPackages()
        self.result.probe_data = probes.start()

    def _run_after(self):
        """Helper function with things to be done *after* a test run."""
        self.result.probe_data = probes.stop(self.result.probe_data)

        # Gather installed packages and their version after running all test
        end_packages = InstalledPackages()
        delta_packages = DeltaPackages(self.start_packages, end_packages)
        self.result.packages = dict(self.start_packages)
        self.result.delta_packages = dict(delta_packages)

[docs]    def run(self, iteration=0):
        """Run the test suites we've parsed.

        :returns: The result of process_results, which is a return code.
        :rtype: int

        .. seealso:: :meth:`process_results`

        """
        self._run_before()

        # Return value to indicate whether processing of a Runner should
        # continue.  This is to avoid a shutdown race on reboot cases.
        keep_going = True

        self.status = "RUN"
        for suite in self.suites:
            chdir(self.testsuitedir)

            if iteration or not suite.is_done():
                keep_going = suite.run(iteration != 0)
                if not keep_going:
                    # Return success despite of the results
                    # to let server know that it has to check the state file
                    # to know the final result after the reboot
                    logger.log('REBOOT: Test case requested reboot')
                    return ReturnCodes.REBOOT

            self.errors += suite.errors
            self.passes += suite.passes
            self.failures += suite.failures

        if self.repeat_count:
            self.repeat_count -= 1
        self.status = "DONE"
        self.save_state()

        self._run_after()


[docs]    def add_suite(self, suite):
        """Add a test suite to run."""
        self.suites.append(suite)


[docs]    def get_fetched_suites(self):
        """Return a list of fetched suites from the state_agent."""
        state = self.state_agent.load_state()

        fetched_suites = []

        if state and 'fetched_suites' in state:
            fetched_suites = state['fetched_suites']

        return fetched_suites


[docs]    def load_state(self):
        """Load the state saved by a previous partial run (i.e., a reboot)."""
        state = self.state_agent.load_state()

        self.master_runlist = state['master_runlist']
        self.status = state['status']
        self.repeat_count = state['repeat_count']

        self.suites = []
        for state_suite in state['suites']:
            suite = TestSuite(state_suite['name'], self)
            suite.load_state(state_suite)
            self.suites.append(suite)

        self.fetched_suites = state['fetched_suites']


[docs]    def save_state(self):
        """Save the list of tests we are to run and whether we've run them.

        :returns: state of currently run tests
        :rtype: dict

        """
        self.backup_runlist = os.path.join(self.testdir, 'master.run-reboot')

        if (os.path.exists(
                self.master_runlist)
                and self.master_runlist != self.backup_runlist):
            try:
                shutil.copyfile(self.master_runlist, self.backup_runlist)
            except OSError as err:
                raise exceptions.UTAHClientError(
                    'Failed to backup master runlist from {} to {}: {}'
                    .format(self.master_runlist, self.backup_runlist, err))

        state = {
            'master_runlist': self.backup_runlist,
            'original_runlist': self.master_runlist,
            'status': self.status,
            'passes': self.passes,
            'failures': self.failures,
            'errors': self.errors,
            'fetch_errors': self.fetch_errors,
            'suites': [],
            'fetched_suites': self.fetched_suites,
            'testdir': self.testdir,
            'repeat_count': self.repeat_count,
        }

        for suite in self.suites:
            state['suites'].append(suite.save_state())

        # hand the state dictionary off to the StateAgent to process
        self.state_agent.save_state(state)

        return state


[docs]    def count_suites(self):
        """Return the number of test suites in the runner."""
        return len(self.suites)


[docs]    def count_tests(self):
        """Return the number of test cases in the runner."""
        tests = 0

        for suite in self.suites:
            tests += suite.count_tests()

        return tests


    def _fetch_suite(self, runlist, suite):
        name = suite['name']
        logger.log('Fetching testsuite: {}'.format(name))
        vcs_handler = create_vcs_handler(
            suite['fetch_method'],
            suite['fetch_location'],
            name,
            runlist,
        )
        res = timeout(60, retry, vcs_handler.get, name)
        self.result.add_result(res)
        fetch_success = self.result.status == 'PASS'
        if fetch_success:
            rev_dir = os.path.join(name, name)
            res = vcs_handler.revision(directory=rev_dir)
            self.result.add_result(res)
            # If we're unable to get the revision number indicate a
            # fetch failure but allow the test runs to proceed.
            if self.result.status != 'PASS':
                self.result.status = 'PASS'
        return fetch_success

    @staticmethod
    def _fetch_and_parse(runlist):
        try:
            local_filename = urllib.urlretrieve(runlist)[0]
        except IOError as err:
            raise exceptions.MissingFile(
                'Error when downloading {}: {}'.format(runlist, err))

        data = parse_yaml_file(local_filename)
        validator = DefaultValidator(Runner.MASTER_RUNLIST_SCHEMA)
        try:
            validator.validate(data)
            if data['battery_measurements']:
                if 'battery' not in data['probes']:
                    data['probes'].append('battery')
            probes.enable_probes(data['probes'])
        except jsonschema.ValidationError as exception:
            raise exceptions.ValidationError(
                'Master runlist failed to validate: {!r}\n'
                'Detailed information: {}'
                .format(local_filename, exception))
        return data

    @staticmethod
    def _clean_suite(name):
        # convert to absolute name to make troubleshooting a little easier
        name = os.path.abspath(name)
        try:
            shutil.rmtree(name)
        except OSError as e:
            raise exceptions.UTAHClientError(
                'Error removing the testsuite {}: {}'.format(name, e))

    def _add_suite(self, runlist, suite):
        name = suite['name']

        if name not in self.fetched_suites:
            if self._fetch_suite(runlist, suite):
                self.fetched_suites.append(name)
                auto = os.path.join(name, name, 'tslist.auto')
                if os.path.exists(auto):
                    ts = DynamicTestSuite(name, self, 'tslist.auto')
                else:
                    suite_runlist = suite.get('runlist', DEFAULT_TSLIST)
                    inc = suite.get('include_tests', None)
                    exc = suite.get('exclude_tests', None)
                    ts = TestSuite(name, self, suite_runlist, inc, exc)
                self.add_suite(ts)
            else:
                self.fetch_errors += 1

[docs]    def process_master_runlist(self, runlist=None, resume=False):
        """Parse a master runlist and build a list of suites from the data.

        :param runlist: URL pointing to a runlist
        :type rulist: string
        :param resume: Continue previous execution
        :type resume: boolean

        """
        runlist = runlist or self.master_runlist
        data = self._fetch_and_parse(runlist)

        if 'timeout' in data:
            self.timeout = int(data['timeout'])

        self.name = data.get('name', 'unnamed')
        self.probes = data['probes']
        self.repeat_count = data['repeat_count']

        seen = []

        orig_dir = os.getcwd()

        suites = data['testsuites']
        suites = data['testsuites'] if 'testsuites' in data else data
        for suite in suites:
            # Allow the inclusion of other master.run files
            if 'include' in suite:
                self.process_master_runlist(suite['include'])
                continue

            chdir(orig_dir)

            name = suite['name']

            if name in seen:
                raise exceptions.BadMasterRunlist(
                    "{} duplicated in runlist".format(name))

            # Fetch the testsuite. On resume don't remove the testsuite
            # directory.
            if not resume and os.path.exists(name):
                self._clean_suite(name)

            mkdir(name)
            self._add_suite(runlist, suite)


[docs]    def get_next_suite(self):
        """Return the next suite to be run.

        Mainly used for debugging.

        """
        suite = None

        for s in self.suites:
            if not s.is_done():
                suite = s
                break

        return suite


[docs]    def get_next_test(self):
        """Return the next test to be run.

        Mainly used for debugging.

        """
        return self.get_next_suite().get_next_test()


    def _autorun_file(self):
        """Determine if this was launched via the autorun feature.

        :return: the autorun file or None

        """
        r = os.listdir('/var/cache/utah/autorun/inprogress')
        if len(r) == 1 and 'run-utah' in r[0]:
            return r[0]
        return None

[docs]    def reboot(self):
        """Reboot the machine.

        Save state, setup /etc/rc.local, and shutdown.

        """
        # Create fake result for logging purposes
        command = 'shutdown -r now'
        start_time = datetime.datetime.now()
        cmd_result = make_result(
            command=command,
            retcode=0,
            start_time=start_time.strftime(DATE_FORMAT),
            time_delta=str(datetime.timedelta()),
            cmd_type=CMD_TC_REBOOT,
            user='root',
        )

        self.result.add_result(cmd_result)
        self.result.result()

        self.save_state()

        f = self._autorun_file()
        if f:
            logger.log('restarting client via autostart on reboot')
            self.setup_rc_local(runlist=self.backup_runlist, rc_local=f)
            os.rename(f, '/etc/utah/autorun/01_run-utah')
        else:
            logger.log('restarting client via rc.local on reboot')
            self.backup_rc_local()
            self.setup_rc_local(runlist=self.backup_runlist)

        try:
            # let the shutdown run in the background in a few seconds to allow
            # the client enough time to properly send an exit code back to
            # the server
            subprocess.call('(sleep 3; shutdown -r now)&', shell=True)
        except OSError as err:
            raise exceptions.UTAHClientError('Failed to reboot: {}'
                                             .format(err))

        # End of execution


[docs]    def returncode(self):
        """Provide return code based on test status."""
        if self.errors > 0 or self.fetch_errors > 0:
            logger.log_error('ERROR: Errors encountered during testing')
            return ReturnCodes.ERROR
        elif self.failures > 0:
            logger.log_error('FAIL: Not all tests passed')
            return ReturnCodes.FAIL
        else:
            logger.log('PASS: All tests passed')
            return ReturnCodes.PASS
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  Source code for utah.parser

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Command line parser for the utah server script."""

import argparse
import sys
import os

from utah.config import config
from utah.run import master_runlist_argument
from utah.url import url_argument


[docs]def parse_args(argv=None):
    """Parse command line arguments.

    :param argv: Command line arguments to be parsed
    :type argv: list
    :returns: Parse arguments
    :rtype: `argparse.Namespace`

    """

    if argv is None:
        argv = sys.argv[1:]

    args = get_parser().parse_args(argv)
    if args.gigabytes is None:
        args.gigabytes = config.disksizes
    if args.logpath:
        config.logpath = args.logpath
        config._set_log_files()
    return args



[docs]def directory_argument(directory):
    """Argument passed through the command line which is a valid directory.

    :param directory: A path to a directory passed through the command line.
    :type directory: string
    :returns: The same directory passed if it's valid.
    :rtype: string
    :raises argparse.ArgumentTypeError:
        If path doesn't point to a directory.

    """
    if not os.path.isdir(directory):
        raise argparse.ArgumentTypeError(
            "Invalid directory: {}".format(directory))

    return directory



[docs]def get_parser():
    """Get command line parser.

    :returns: Parser object
    :rtype: `argparse.ArgumentParser`

    """
    parser = argparse.ArgumentParser(
        description='Provision a machine and run a runlist there.',
        epilog=("For example:\n"
                "Provision a VM using a precise server image "
                "with i386 architecture and run the given runlist\n"
                "\t%(prog)s -s precise -t server -a i386 \\\n"
                "\t\t/usr/share/utah/client/examples/master.run"),
        formatter_class=argparse.RawDescriptionHelpFormatter)
    parser.add_argument('-m', '--machinetype', metavar='MACHINETYPE',
                        choices=('physical', 'virtual'),
                        default=config.machinetype,
                        help='Type of machine to provision (%(choices)s) '
                             '(Default is %(default)s)')
    parser.add_argument('-v', '--variant',
                        default=config.variant,
                        help='Variant of architecture, i.e., armel, armhf')
    parser.add_argument('--skip-provisioning', action='store_true',
                        help='Reuse a system that is already provisioned '
                             '(name argument must be passed)')
    parser.add_argument('runlist', metavar='runlist',
                        type=master_runlist_argument,
                        help='URLs of runlist files to run')
    parser.add_argument('-s', '--series', metavar='SERIES',
                        choices=config.serieschoices,
                        default=config.series,
                        help='Series to use for installation (%(choices)s) '
                             '(Default is %(default)s)')
    parser.add_argument('-t', '--type', metavar='TYPE',
                        choices=('desktop', 'server', 'mini', 'alternate'),
                        default=config.installtype,
                        help='Install type to use for installation '
                             '(%(choices)s) (Default is %(default)s)')
    parser.add_argument('-a', '--arch', metavar='ARCH',
                        choices=('i386', 'amd64', 'arm'),
                        default=config.arch,
                        help='Architecture to use for installation '
                             '(%(choices)s) (Default is %(default)s)')
    parser.add_argument('-n', '--no-destroy', action='store_true',
                        help='Preserve VM after tests have run')
    parser.add_argument('-d', '--debug', action='store_true',
                        help='Enable debug logging')
    parser.add_argument('-j', '--json', action='store_true',
                        help='Enable json logging (default is YAML)')
    parser.add_argument('-f', '--files', action='append',
                        help='File or directory to copy from test system ')
    parser.add_argument('-o', '--outdir',
                        help=('Directory to store locally copied files '
                              '(Default is {}/machine-name)'
                              .format(config.logpath)))
    parser.add_argument('--dumplogs', action='store_true',
                        help='Write client output logs to standard out')
    parser.add_argument('--outputpreseed', action='store_true',
                        help='Copy preseed to logs directory and list as '
                        'log file in output')
    parser.add_argument('-i', '--image', type=url_argument,
                        default=config.image,
                        help='Image/ISO file to use for installation')
    parser.add_argument('-p', '--preseed', type=url_argument,
                        default=config.preseed,
                        help='Preseed file to use for installation')
    parser.add_argument('-b', '--boot',
                        default=config.boot,
                        help='Boot arguments for initial installation')
    parser.add_argument('--rewrite',
                        choices=('all', 'minimal', 'casperonly', 'none'),
                        default=config.rewrite,
                        help='Set level of automatic configuration rewriting '
                             '(Default is %(default)s)')
    parser.add_argument('-k', '--kernel', type=url_argument,
                        default=config.kernel,
                        help='Kernel file to use for installation')
    parser.add_argument('-r', '--initrd', type=url_argument,
                        default=config.initrd,
                        help='InitRD file to use for installation')
    parser.add_argument('--name',
                        default=config.name,
                        help='Name of machine to provision')
    parser.add_argument('-e', '--emulator',
                        default=config.emulator,
                        help='Emulator to use (kvm and qemu are supported, '
                             'kvm will be favored if available)')
    parser.add_argument('-x', '--xml', type=url_argument,
                        default=config.xml,
                        help='XML VM definition file '
                             '(Default is %(default)s)')
    parser.add_argument('-g', '--gigabytes', action='append',
                        help='Size in gigabytes of virtual disk, '
                             'specify more than once for multiple disks '
                             '(Default is {})'.format(config.disksizes))
    parser.add_argument('--diskbus', metavar='DISKBUS',
                        choices=('virtio', 'sata', 'ide'),
                        default=config.diskbus,
                        help='Disk bus to use for customvm installation '
                             '(%(choices)s) (Default is %(default)s)')
    parser.add_argument('-l', '--logpath', type=directory_argument,
                        help='Directory used to write log files to')
    return parser
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  Source code for utah.provisioning.provisioning

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""
Provide common functions for provisioning and interacting with machines.
Functions here should apply to multiple machine types (VM, bare metal, etc.)
"""

import logging
import logging.handlers
import os
import pipes
import re
import shutil
import sys
import urllib
import uuid

import netifaces

import utah.timeout

from utah import template
from utah.cleanup import cleanup
from utah.config import config
from utah.process import ProcessRunner
from utah.preseed import Preseed
from utah.provisioning.debs import get_client_debs
from utah.provisioning.rsyslog import RSyslog
from utah.provisioning.exceptions import UTAHProvisioningException
from utah.retry import retry


[docs]class Machine(object):
    # TODO: check if we need a general restart method

    """Provide a generic class to provision an arbitrary machine.

    Raise exceptions for most methods, since subclasses should provide them.
    run, uploadfiles, and downloadfiles are the most important methods
    for interacting with a machine.

    Some method of satisfying activecheck is generally required to run
    commands on a machine (i.e., implementing _start or reimplementing
    activecheck.)

    Some method of satisfying provisioncheck is generally required to install
    on a machine (i.e., implementing some combination of _create, _load, and
    _provision, or reimplementing provisioncheck.)
    Installation may be separated from the Machine classes in the future.

    """

    def __init__(self, boot=config.boot, clean=True, debug=False,
                 image=None, initrd=config.initrd, inventory=None,
                 kernel=config.kernel, machineid=config.machineid,
                 machineuuid=config.machineuuid, name=config.name, new=False,
                 preseed=config.preseed, rewrite=config.rewrite,
                 template=config.template, xml=config.xml):
        """Initialize the object representing the machine.

        One of these groups of arguments should be included:
            image, kernel, initrd, preseed: Install the machine from a
                specified image object, with an optional kernel, initrd, and
                preseed.  libvirt xml file can be passed in xml as well.
            template: Clone the machine from a template or existing machine.
            name: Request a specific machine.  Combine with other groups to
                reinstall a specific machine.
        The subclass is responsible for provisioning with these arguments.
        Other arguments:
            clean: Enable cleanup functions.
            debug: Enable debug logging.
            inventory: Inventory object managing the machine; used for cleanup
                purposes.
            machineid: Should be passed by the request method of an Inventory
                class.  Often used to name virtual machines.
            machineuuid: Unique identifier.  Will be randomly generated if not
                supplied.
            new: Request a new machine (or a reinstall if a specific machine
                was requested.)
            rewrite: How much to alter supplied preseed and xml files.
                all:         everything we need for an automated install
                minimal:     insert latecommand into preseed
                             insert preseed into casper (desktop only)
                             edit VM XML to handle reboots properly
                casperonly:  insert preseed into casper (desktop only)
                none:        do not alter preseed or VM XML

                          | preseed | casper | VM xml | other |
                ----------+---------+--------+--------+-------+
                      all |    X    |   X    |   X    |   X   |
                  minimal |    X    |   X    |   X    |       |
                casperonly|         |   X    |        |       |
                     none |         |        |        |       |

        """
        # TODO: Make this work right with super at some point.
        # TODO: Consider a global temp file creator, maybe as part of install.
        self.boot = boot
        self.clean = clean
        self.debug = debug
        self.image = image
        self.inventory = inventory
        self.machineid = machineid
        self.new = new
        self.rewrite = rewrite
        self.template = template
        self.uuid = uuid

        # TODO: Move namesetup into vm
        self._namesetup(name)

        if machineuuid is None:
            self.uuid = str(uuid.uuid4())
        else:
            self.uuid = machineuuid

        self.provisioned = False
        self.active = False
        self._loggersetup()

        fileargs = ['initrd', 'kernel', 'preseed', 'xml']

        # TODO: make this a function that lives somewhere else:
        # TODO: maybe move this preparation out of this class
        for item in fileargs:
            # Ensure every file/url type argument is available locally
            arg = locals()[item]
            if arg is None:
                setattr(self, item, None)
            else:
                if arg.startswith('~'):
                    path = os.path.expanduser(arg)
                    self.logger.debug('Rewriting ~-based path: %s to: %s',
                                      arg, path)
                else:
                    path = arg

                self.percent = 0
                self.logger.info('Preparing %s: %s', item, path)
                # TODO: implement download utility function and use it here
                filename = urllib.urlretrieve(path,
                                              reporthook=self.dldisplay)[0]
                setattr(self, item, filename)
                self.logger.debug('%s is locally available as %s',
                                  path, getattr(self, item))

        self.finalpreseed = self.preseed
        self.logger.debug('Machine init finished')

    @property
[docs]    def rsyslog(self):
        """Use the default rsyslog method if no override is in place.

        :returns: rsyslog method for this machine
        :rtype: object

        """
        if not getattr(self, '_rsyslog', None):
            self._rsyslog = RSyslog(self.name, config.logpath)
        return self._rsyslog


    def _namesetup(self, name=None):
        """Name the machine, automatically or using a specified name.

        :param name: Name to use for this machine
        :type name: str

        """
        if name is None:
            self.name = self._makename()
        else:
            self.name = name

    def _makename(self, machineid=None, prefix=None):
        """Return a name for the machine based on how it will be installed.

        Generally used for VMs to comply with old vm-tools naming conventions.
        Probably could be reduced or removed.

        :param machineid: Unique numerical machine identifier
        :type machineid: int
        :param prefix: Prefix for machine name (defaults to utah)
        :type prefix: str
        :returns: Generated machine name, like utah-1-precise-i386
        :rtype: str

        """
        if machineid is None:
            machineid = str(self.machineid)
        if prefix is None:
            prefix = str(self.prefix)
        if machineid is not None:
            prefix += ('-{}'.format(str(machineid)))
        self.prefix = prefix
        if self.image.installtype == 'desktop':
            name = '-'.join([prefix, self.image.series, self.image.arch])
        else:
            name = '-'.join([prefix, self.image.series,
                             self.image.installtype, self.image.arch])
        return name

    def _loggersetup(self):
        """Initialize the logging for the machine.

        Subclasses can override or supplement to customize logging.

        """
        self.logger = logging.getLogger(self.name)

    def _loggerunsetup(self):
        """Remove logging.

        Principally used when a machine changes name after init.

        """
        del self.logger

[docs]    def provisioncheck(self, provision_data=None):
        """Ensure the machine is provisioned and installed.

        Check if the machine is provisioned, provision it if necessary, run an
        install if needed, and raise an exception if it cannot be provisioned,
        or if it exceeds the timeout value set in config for installation.

        :raises UTAHProvisioningException:
            When the machine fails to install within the timeout value.

        """
        self.logger.debug('Checking if machine is provisioned')
        if not self.provisioned:
            utah.timeout.timeout(
                config.installtimeout, self._provision, provision_data)


[docs]    def activecheck(self):
        """Ensure the machine is active and capable of accepting commands.

        Check if the machine is running and able to accept commands, start it
        if necessary, and raise an exception if it cannot be started.

        """
        self.logger.debug('Checking if machine is active')
        self.provisioncheck()
        if not self.active:
            self._start()


[docs]    def pingcheck(self):
        """Check network connectivity using ping.

        :raises UTAHProvisioningException:
            When ping fails.

        .. seealso:: :func:`utah.retry.retry`, :meth:`pingpoll`

        """
        self.logger.info('Checking network connectivity (ping)')
        returncode = \
            ProcessRunner(['ping', '-c1', '-w5', self.name]).returncode
        if returncode != 0:
            err = 'Ping returned {0}'.format(returncode)
            raise UTAHProvisioningException(err, retry=True)


[docs]    def pingpoll(self,
                 timeout=None,
                 checktimeout=config.checktimeout,
                 logmethod=None):
        """Run pingcheck over and over until timeout expires.

        :param timeout: How long to try pinging the machine before giving up
        :type timeout: int or None
        :param checktimeout: How long to wait between pings
        :type checktimeout: int
        :param logmethod: Function to use for logging
        :type logmethod: function

        .. seealso::
            :func:`utah.timeout.timeout`
            :func:`utah.retry.retry`
            :meth:`pingcheck`

        """
        if timeout is None:
            timeout = config.boottimeout
        if logmethod is None:
            logmethod = self.logger.debug
        utah.timeout.timeout(timeout, retry, self.pingcheck,
                             logmethod=logmethod, retry_timeout=checktimeout)


[docs]    def installclient(self):
        """Install the required packages on the machine.

        Install the python-jsonschema, utah-common, and utah-client packages.

        :raises UTAHProvisioningException: When packages won't install

        """
        self.logger.info('Installing client deb on machine')
        tmppath = os.path.normpath('/tmp')
        for deb in get_client_debs():
            try:
                self.uploadfiles([deb], tmppath)
            except UTAHProvisioningException as err:
                try:
                    for myfile in err.files:
                        if deb in myfile:
                            raise UTAHProvisioningException(
                                'File not found: {filename}; '
                                'UTAH was probably updated during the run. '
                                'Please try again.'
                                .format(filename=deb),
                                retry=True)
                    raise err
                except AttributeError:
                    raise err

            deb = os.path.join(tmppath, os.path.basename(deb))
            cmd = template.as_buff('install-deb-command.jinja2', deb=deb)

            def install_client():
                returncode, _stdout, stderr = self.run(cmd, root=True)
                if (returncode != 0 or
                        re.search(r'script returned error exit status \d+',
                                  stderr)):
                    raise UTAHProvisioningException('Failed to install client',
                                                    retry=True)

            utah.timeout.timeout(config.client_install_timeout,
                                 retry, install_client)


    def _provision(self, provision_data):
        """Ensure the machine is available and installed.

        Ready the machine for use, and set provisioned to True.
        If new=True or the machine is not installed, this should install the
        machine, possibly by calling _create().
        If an existing machine is requested, this should make the machine
        available, possibly by calling _load().
        Should generally not be called directly outside of the class;
        provisioncheck() or activecheck() should be used.

        """
        if not self.new:
            try:
                self.logger.debug('Trying to load existing machine')
                self._load()
                self.provisioned = True
                return
            except Exception as err:
                self.logger.debug('Failed to load machine: %s', str(err))
        self._create(provision_data)
        self.provisioned = True

    def _create(self, provision_data):
        # TODO: discuss separation of this vs. start when separating Install
        """Install the machine.

        Install the operating system on the machine.
        Takes no arguments, all needed variables should be set during __init__
        Should generally not be called directly outside of the class;
        provisioncheck() or activecheck() should be used.

        :raises UTAHProvisioingException:
            Currently, subclasses raise appropriate subclass of this exception

        """
        self._unimplemented(sys._getframe().f_code.co_name)

[docs]    def destroy(self):
        """Free up the machine and associated resources.

        Release resources consumed by the machine, set provisioned to False,
        and return True on success.
        For a VM, this should destroy the VM files on the disk, and remove it
        from libvirt if it is registered there.
        For a physical machine, this should free it up to be used by another
        process in the future, and destroy sensitive data if any exists.
        Destroying the install on a physical machine is optional, but the
        machine must be left in a state where a new install can start.

        """
        self.provisioned = False
        del self


    def _load(self):
        """Prepare an existing machine for use.

        Should generally not be called directly outside of the class;
        provisioncheck() or activecheck() should be used.

        """
        # TODO: decide if this should set self.provisioned
        self._unimplemented(sys._getframe().f_code.co_name)

    def _start(self):
        """Start the machine, and set active to True.

        Should generally not be called directly outside of the class;
        activecheck() should be used.

        """
        self._unimplemented(sys._getframe().f_code.co_name)

[docs]    def stop(self, _force=False):
        """Stop the machine, and set active to False.

        :param force: If False, attempt graceful shutdown
        :type false: bool

        """
        self._unimplemented(sys._getframe().f_code.co_name)


[docs]    def uploadfiles(self, _files, _target=os.path.normpath('/tmp/')):
        """Upload a list of local files to a target on the machine.

        :param files: File(s) to upload
        :type files: list or string
        :param target: Remote path to upload files
        :type target: string

        """
        # TODO: Decide whether recursion is optional, mandatory, default
        # TODO: figure out if we should return some success/failure metric
        self._unimplemented(sys._getframe().f_code.co_name)


[docs]    def downloadfiles(self, _files, _target=os.path.normpath('/tmp/')):
        """Download a list of files from the machine to a local target.

        Support for files as a string specifying a single file is recommended
        but not required.
        target should be a valid target path for cp, i.e. a filename for a
        single file, a directory name for multiple files.
        Recursive directory download is not currently supported by all
        implementations.

        """
        # TODO: Decide whether recursion is optional, mandatory, default
        # TODO: figure out if we should return some success/failure metric
        self._unimplemented(sys._getframe().f_code.co_name)


[docs]    def run(self, _command, _quiet=None, _root=False, _timeout=None):
        """Run a command on the machine.

        :param quiet: If True, suppress output from helper programs like ssh
        :type quiet: bool
        :param root: If True, execute command with elevated privileges
        :type root: bool
        :param timeout: Number of seconds to wait before timing out
        :type timeout: int or None
        :returns: A tuple of the form (returncode, stdout, stder)
        :rtype: tuple

        """
        self._unimplemented(sys._getframe().f_code.co_name)


[docs]    def dldisplay(self, blocks, size, total):
        """Log download information (i.e., as a urllib callback).

        :param blocks: Number of blocks downloaded
        :type blocks: int
        :param size: Size of blocks downloaded
        :type size: int
        :param total: Total size of download
        :type size: int

        """
        # TODO: get this and the one in iso.py into the same place
        read = blocks * size
        percent = 100 * read / total
        if percent >= self.percent:
            self.logger.info('File %s%% downloaded', percent)
            self.percent += config.dlpercentincrement
        self.logger.debug('%s read, %s%% of %s total', read, percent, total)


    def _depcheck(self):
        """Check for dependencies that are in Recommends or Suggests.

        No special dependencies exist for the main class, but we implement it
        here to allow super() to work.

        """
        pass

    def _unimplemented(self, method):
        """Log download information (i.e., as a urllib callback).

        :param blocks: Number of blocks downloaded
        :type blocks: int
        :param size: Size of blocks downloaded
        :type size: int
        :param total: Total size of download
        :type size: int

        """
        raise UTAHProvisioningException(
            '{cls} attempted to call the {method} method '
            'of the base Machine class, which is not implemented'
            .format(cls=self.__class__.__name__,
                    method=method))

[docs]    def cleanfile(self, path):
        """Register a path to be cleaned later.

        :param path: A link, file, or directory to be cleaned later.
        :type path: str

        .. seealso:: :meth:`utah.cleanup._Cleanup.add_path`

        """
        # TODO: consider doing this directly instead of through Machine
        if self.clean:
            cleanup.add_path(path)


[docs]    def cleanfunction(self, function, *args, **kw):
        """Register a function to be run on cleanup.

        :param function: A callable that will do some cleanup.
        :type function: callable
        :param args: Positional arguments to the function.
        :type args: Tuple
        :param kw: Keyword arguments to the function.
        :type args: dict

        .. seealso:: :meth:`utah.cleanup._Cleanup.add_function`

        """
        # TODO: consider doing this directly instead of through Machine
        if self.clean:
            cleanup.add_function(60, function, *args, **kw)


[docs]    def cleancommand(self, cmd):
        """Register a command to be run on cleanup.

        :param cmd: A command as would be passed `subprocess.Popen`.
        :type cmd: iterable

        .. seealso:: :meth:`utah.cleanup._Cleanup.add_command`

        """
        # TODO: consider doing this directly instead of through Machine
        if self.clean:
            cleanup.add_command(cmd)




[docs]class CustomInstallMixin(object):

    """Provide routines for automating an install from an image."""

    def _preparekernel(self, kernel=None, tmpdir=None):
        """Copy a kernel to our temp directory.

        If a kernel was manually specified, use that.
        If we haven't been given a kernel file, unpack one from the image.

        :param kernel: Local path to the kernel to use
        :type filename: str
        :param tmpdir: Path to temp directory
        :type kernel: str
        :returns: Path to kernel file in temp directory
        :rtype: str
        :raises UTAHProvisioningException:
            If there's a problem copying the kernel file.

        .. seealso:: :func:`_prepareinitrd`

        """
        self.logger.info('Preparing kernel')
        if kernel is None:
            kernel = self.kernel
        if tmpdir is None:
            tmpdir = self.tmpdir
        mykernel = os.path.join(tmpdir, 'kernel')
        if kernel is None:
            self.logger.info('Unpacking kernel from image')
            kernelpath = self.image.kernelpath()
            self.image.extract(kernelpath, outfile=mykernel)
        else:
            self.logger.info('Copying local kernel: %s', kernel)
            try:
                shutil.copyfile(kernel, mykernel)
            except IOError as err:
                raise UTAHProvisioningException(
                    'Failed to copy local kernel: {}'.format(err))
        return mykernel

    def _prepareinitrd(self, initrd=None, tmpdir=None):
        """Copy an initrd to our temp directory.

        If an initrd was manually specified, use that.
        If we haven't been given an initrd file, unpack one from the image.

        :param initrd: Local path to the kernel to use
        :type initrd: str
        :param tmpdir: Path to temp directory
        :type tmpdir: str
        :returns: Path to initrd file in temp directory
        :rtype: str
        :raises UTAHProvisioningException:
            If there's a problem copying the initrd file.

        .. seealso:: :func:`_preparekernel`

        """
        self.logger.info('Preparing initrd')
        if initrd is None:
            initrd = self.initrd
        if tmpdir is None:
            tmpdir = self.tmpdir
        if initrd is None:
            self.logger.info('Unpacking initrd from image')
            initrdpath = './install/initrd.gz'
            if self.image.installtype == 'mini':
                self.logger.debug('Mini image detected')
                initrdpath = 'initrd.gz'
            elif self.image.installtype == 'desktop':
                self.logger.debug('Desktop image detected')
                # TODO: scan for this like desktop
                initrdpath = './casper/initrd.lz'
            myinitrd = os.path.join(tmpdir, os.path.basename(initrdpath))
            self.image.extract(initrdpath, outfile=myinitrd)
        else:
            self.logger.info('Using local initrd: %s', initrd)
            myinitrd = os.path.join(tmpdir, os.path.basename(initrd))
            try:
                shutil.copyfile(initrd, myinitrd)
            except IOError as err:
                raise UTAHProvisioningException(
                    'Failed to copy local initrd: {}'.format(err))
        return myinitrd

    def _unpackinitrd(self, initrd=None, tmpdir=None):
        """Unpack the initrd file into a directory so we can modify it."""
        self.logger.info('Unpacking initrd')
        if initrd is None:
            initrd = self.initrd
        if tmpdir is None:
            tmpdir = self.tmpdir
        try:
            if not os.path.isdir(os.path.join(tmpdir, 'initrd.d')):
                os.makedirs(os.path.join(tmpdir, 'initrd.d'))
            os.chdir(os.path.join(tmpdir, 'initrd.d'))
        except OSError as err:
            raise UTAHProvisioningException(
                'Error using temp directory {}: {}'.format(tmpdir, err))
        pipe = pipes.Template()
        if os.path.splitext(initrd)[1] == '.gz':
            self.logger.debug('Using gzip based on file extension')
            pipe.prepend('zcat $IN', 'f-')
        elif os.path.splitext(initrd)[1] == '.lz':
            self.logger.debug('Using lzma based on file extension')
            pipe.prepend('lzcat -S .lz $IN', 'f-')
        else:
            raise UTAHProvisioningException(
                'initrd file does have have gz or lz extension: {}'
                .format(initrd))
        pipe.append('cpio -ivd 2>/dev/null', '-.')
        exitstatus = pipe.copy(initrd, '/dev/null')
        if exitstatus != 0:
            # Currently this comes up as 512 when things seem fine
            # TODO: refactor this and check for codes at all stages
            self.logger.debug(
                'Unpacking initrd exited with status {}'.format(exitstatus))

    def _setuplatecommand(self, tmpdir=None):
        """Setup the latecommand script we run during a preseeded install."""
        # TODO: document this better
        self.logger.info('Copying ssh public key')
        if tmpdir is None:
            tmpdir = self.tmpdir
        shutil.copyfile(config.sshpublickey,
                        os.path.join(tmpdir, 'initrd.d', 'utah-ssh-key'))

        self.logger.info('Creating latecommand scripts')
        filename = os.path.join(tmpdir, 'initrd.d', 'utah-latecommand')
        template.write('utah-latecommand.jinja2',
                       filename,
                       user=config.user,
                       uuid=self.uuid,
                       log_file='/target/var/log/utah-install',
                       media_info=self.image.media_info,
                       install_type=self.image.installtype,
                       md5=self.image.getmd5())

        filename = os.path.join(tmpdir, 'initrd.d', 'utah-setup')
        template.write('utah-setup.jinja2',
                       filename,
                       packages=config.installpackages,
                       log_file='/var/log/utah-install')

        filename = os.path.join(tmpdir, 'initrd.d', 'utah-autorun.sh')
        template.write('utah-autorun.sh.jinja2',
                       filename,
                       log_file='/var/log/utah-install')

    def _setuppreseed(self, tmpdir=None):
        """Rewrite the preseed to automate installation and access."""
        # TODO: document this better
        # TODO: if the lines we need aren't in the preseed, add them
        self.logger.info('Setting up preseed')
        if tmpdir is None:
            tmpdir = self.tmpdir
        if self.rewrite in ['all', 'minimal']:
            with open(self.preseed) as f:
                preseed = Preseed(f)
            self._rewrite_latecommand(preseed, tmpdir)
            if self.rewrite == 'all':
                if 'pkgsel/include' in preseed:
                    self._rewrite_pkgsel_include(preseed)
                if 'netcfg/get_hostname' in preseed:
                    self._rewrite_get_hostname(preseed)
                if 'passwd/username' in preseed:
                    self._rewrite_passwd_username(preseed)

            if self.image.installtype == 'desktop':
                self._rewrite_failure_command(preseed)

            output_preseed_filename = os.path.join(tmpdir,
                                                   'initrd.d', 'preseed.cfg')
            with open(output_preseed_filename, 'w') as f:
                f.write(preseed.dump())
            self.finalpreseed = output_preseed_filename
        else:
            self.logger.info('Not altering preseed because rewrite is %s',
                             self.rewrite)

        if (self.image.installtype == 'desktop' and
                self.rewrite in ['all', 'minimal', 'casperonly']):
            self._preseedcasper(tmpdir=tmpdir)

    def _rewrite_latecommand(self, preseed, tmpdir):
        """Rewrite latecommand in preseed."""
        # Create a late command question if not present already
        if not 'preseed/late_command' in preseed:
            preseed.append('d-i preseed/late_command string')
        question = preseed['preseed/late_command']

        log_file = '/var/log/utah-install'
        if self.image.installtype == 'desktop':
            self.logger.info('Changing d-i latecommand '
                             'to ubiquity success_command '
                             'and prepending ubiquity lines')
            question.owner = 'ubiquity'
            question.qname = 'ubiquity/success_command'
            question.prepend('ubiquity ubiquity/summary note')
            question.prepend('ubiquity ubiquity/reboot boolean true')

        filename = os.path.join(tmpdir, 'initrd.d', 'latecommand-wrapper')
        target_log_file = '/target{}'.format(log_file)
        template.write('latecommand-wrapper.jinja2',
                       filename,
                       latecommand=question.value.text,
                       log_file=target_log_file)
        question.value = (
            'sh latecommand-wrapper || '
            'logger -s -t utah "Late command failure detected" '
            '2>>{}'.format(target_log_file))

    def _rewrite_failure_command(self, preseed):
        """Add log message to failure command.

        When an ubiquity installation fails, ubiquity/failure_command is
        called. This is a nice place to write a log message, so that when
        troubleshotting a provisioing problem it's clearly stated that was the
        image instalation itself that failed.

        :param preseed: The preseed contents before is written to initrd.d
        :type preseed: :class:`Preseed`

        .. note::
            If ubiquity/failure_command question isn't present in the preseed,
            a new entry will be created for it.

        """
        # Create an ubiquity/failure_command question if not present already
        command = 'logger -t utah "Installation failure detected"'
        if not 'ubiquity/failure_command' in preseed:
            self.logger.debug(
                'Adding ubiquity/failure_command question with log messsage')
            preseed.append('ubiquity ubiquity/failure_command string {}'
                           .format(command))
        else:
            self.logger.debug(
                'Adding log message to ubiquity/failure_command question')
            question = preseed['ubiquity/failure_command']
            question.value.prepend('{}; '.format(command))

    def _rewrite_pkgsel_include(self, preseed):
        """Add packages required by utah client to pkgsel/include.

        Only works for debian-installer

        """
        question = preseed['pkgsel/include']
        packages = question.value.text.split()
        for pkgname in config.installpackages:
            if pkgname not in packages:
                self.logger.info('Adding {} to preseeded packages'
                                 .format(pkgname))
                packages.append(pkgname)
        question.value = ' '.join(packages)

    def _rewrite_get_hostname(self, preseed):
        """Set hostname in the preseed."""
        self.logger.info('Rewriting hostname to %s', self.name)
        question = preseed['netcfg/get_hostname']
        question.value = self.name

    def _rewrite_passwd_username(self, preseed):
        """Set password in the preseed."""
        self.logger.info('Rewriting username to %s', config.user)
        question = preseed['passwd/username']
        question.value = config.user

    def _preseedcasper(self, tmpdir=None):
        """Insert a preseed file into casper."""
        self.logger.info('Inserting preseed into casper')
        if tmpdir is None:
            tmpdir = self.tmpdir

        casper_dir = os.path.join(tmpdir, 'initrd.d', 'scripts',
                                  'casper-bottom')

        filename = os.path.join(casper_dir, 'utah')
        template.write('casper-preseed-script.jinja2', filename)
        os.chmod(filename, 0755)

        orderfilename = os.path.join(casper_dir, 'ORDER')
        exitstatus = ProcessRunner(
            ['sed', '-i',
             '1i/scripts/casper-bottom/'
             'utah\\n'
             '[ -e /conf/param.conf ] && . /conf/param.conf',
             orderfilename]).returncode
        if exitstatus != 0:
            raise UTAHProvisioningException('Failed to setup casper script')

        casper_file = os.path.join(tmpdir, 'initrd.d', 'etc', 'casper.conf')
        tmpfilename = '{}.tmp'.format(casper_file)
        with open(casper_file, 'r') as i:
            with open(tmpfilename, 'w') as o:
                for line in i:
                    if 'export HOST' in line:
                        o.write('export HOST="{}"\n'.format(self.name))
                    elif 'export FLAVOUR' in line:
                        o.write('export FLAVOUR="Ubuntu"\n')
                    else:
                        o.write(line)
                    o.flush()
        os.rename(tmpfilename, casper_file)

    def _setuplogging(self, tmpdir=None):
        """Route the installer syslog.

        For virtual machines, this goes to a serial console that libvirt
        redirects to a local file we can read.

        """
        if tmpdir is None:
            tmpdir = self.tmpdir
        inittab = os.path.join(tmpdir, 'initrd.d', 'etc', 'inittab')
        if os.path.isfile(inittab):
            self.logger.info('Updating inittab')
            with open(inittab, 'a') as myfile:
                myfile.write("\n"
                             "# logging to serial\n"
                             "ttyS0::respawn:/usr/bin/tail -n 1200 "
                             "-f /var/log/syslog \n")

        self.logger.info('Creating rsyslog config file')
        conffilename = os.path.join(tmpdir, 'initrd.d', '50-utahdefault.conf')
        with open(conffilename, 'w') as f:
            if self.rsyslog.port:
                ip = self._ipaddr(config.bridge)
                dest = '@{}:{}'.format(ip, self.rsyslog.port)
            else:
                self.logger.debug('setting up logging to go to serial console')
                dest = '|/dev/ttyS0'
            f.write(template.as_buff('50-utahdefault.conf.jinja2', dest=dest))

    def _repackinitrd(self, tmpdir=None):
        """Pack an initrd from our directory.

        :returns: The path to the initrd file we packed.
        :rtype: str

        """
        self.logger.info('Repacking initrd')
        if tmpdir is None:
            tmpdir = self.tmpdir
        pipe = pipes.Template()
        pipe.prepend('find .', '.-')
        pipe.append('cpio --quiet -o -H newc', '--')
        # Desktop image loads initrd.gz,
        # but for physical machines we should stick with lz
        if self.image.installtype == 'desktop':
            self.logger.debug('Using lzma because installtype is desktop')
            pipe.append('lzma -9fc ', '--')
            initrd = os.path.join(tmpdir, 'initrd.lz')
        else:
            self.logger.debug('Using gzip because installtype is not desktop')
            pipe.append('gzip -9fc ', '--')
            initrd = os.path.join(tmpdir, 'initrd.gz')
        if pipe.copy('/dev/null', initrd) != 0:
            raise UTAHProvisioningException('Failed to repack initrd')
        return initrd

    def _cmdlinesetup(self):
        """Setup the command line for an unattended install.

        If any options known to be needed for an automated install are not
        present, add them.

        :param boot: Manually specified kernel command line.
        :type boot: str

        """
        # TODO: update libvirtvm to work like the hardware provisioners
        # or vice versa
        self.cmdline = self.boot or ''
        # TODO: Refactor this into lists like BambooFeederMachine
        if self.rewrite == 'all':
            self.logger.info('Adding needed command line options')
            options = []
            parameters = [
                ('netcfg/get_hostname', self.name),
                ('log_host', self._ipaddr(config.bridge)),
                ('log_port', str(self.rsyslog.port)),
            ]
            if self.image.installtype == 'desktop':
                options.extend([
                    'automatic-ubiquity',
                    'noprompt',
                ])
                parameters.extend([
                    ('boot', 'casper'),
                    ('keyboard-configuration/layoutcode', 'us'),
                ])
            else:
                parameters.extend([
                    ('DEBCONF_DEBUG', 'developer'),
                    ('debconf/priority', 'critical'),
                ])
            for option in tuple(options):
                if option not in self.cmdline:
                    self.logger.info('Adding boot option: %s', option)
                    self.cmdline = '{} {}'.format(self.cmdline, option)
            for parameter in tuple(parameters):
                if parameter[0] not in self.cmdline:
                    self.logger.info('Adding boot option: %s',
                                     '='.join(parameter))
                    self.cmdline = ('{} {}'
                                    .format(self.cmdline,
                                            '='.join(parameter)))
            self.cmdline = self.cmdline.strip()
        else:
            self.logger.info('Not altering command line since rewrite is %s',
                             self.rewrite)
        self.logger.info('Boot command line is: {}'.format(self.cmdline))

    @staticmethod
    def _ipaddr(ifname):
        """Return the first IP address found for the given interface name.

        :param ifname: Name of the network interface
        :type ifname: str

        """
        iface = netifaces.ifaddresses(ifname)
        return iface[netifaces.AF_INET][0]['addr']
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# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

r"""This module provides the classes/functions needed to:

 - Check that a URL is valid and readable
 - Use a url type in an `argparse.ArgumentParser` object

"""


import os
import urllib
import urllib2
import tempfile
import logging
from urlparse import urlparse
from argparse import ArgumentTypeError

import bzrlib.builtins
import bzrlib.plugin
import bzrlib.errors

from utah.cleanup import cleanup
from utah.exceptions import UTAHException
from utah.timeout import timeout
from utah.retry import retry


# Inspired by: http://stackoverflow.com/a/2070916/183066
[docs]class HeadRequest(urllib2.Request):

    """A request that sends HEAD method instead of GET.

    .. seealso:: :class:`URLChecker`

    """

[docs]    def get_method(self):
        """Return Method used to get URL.

        :returns: 'HEAD'
        :rtype: str

        """

        return 'HEAD'




[docs]class URLChecker(urllib.URLopener):

    """An opener to checks a URL is valid and readable.

    To use it, create an object instance and call the `open`
    method passing the url to be checked as argument.

    """

[docs]    def open_http(self, url):
        """Check if http URL exists and is readable.

        The check is performed by sending an HTTP HEAD
        request, waiting for the response and checking that
        the code is 200 OK.

        If a redirect response is received, the URL will still
        be reported as working fine, but the underlying
        implementation will use an HTTP GET method instead, so
        it won't be as efficient as in the standard case.

        :param url: The HTTP URL to be checked
        :type url: `basestring`
        :returns: The url passed as argument when it's valid and readable.
        :rtype: `basestring`
        :raises URLNotFound:
            When there's a problem opening the URL or isn't found.

        :Example:

        >>> from utah.url import URLChecker
        >>> opener = URLChecker()
        >>> opener.open('http://www.ubuntu.com')
        'http://www.ubuntu.com'

        .. note::

            This method is called by the `open` method when the URL protocol is
            http, so it's not expected to be called directly.

        .. seealso:: :meth:`open_local_file`, :class:`URLNotFound`

        """
        # This is redundant becuase urllib2 will call urllib
        # under the hood, but makes code easy to read.
        # Note that in the case of a redirect,
        # a GET request will be sent instead of a HEAD one
        # since that's how the urllib2.HTTPRedirectHandler
        # implementation works
        url = 'http:' + url
        try:
            response = urllib2.urlopen(HeadRequest(url))
        except urllib2.URLError:
            raise URLNotFound(url)

        if response.getcode() != 200:
            raise URLNotFound(url)

        return url


[docs]    def open_local_file(self, url):
        """Check if local file exists.

        :param url: The file URL to be checked
        :type url: `basestring`
        :returns: The path to the file if it was found and readable.

            .. note::
                The returned value is a path, not a URL, so it
                can be used to open the file the same way as
                any other files.
        :rtype: `basestring`
        :raises URLNotFound:
            when the path to the file doesn't exist.
        :raises URLNotReadable:
            when the user doesn't have read permissions to open the file.

        :Example:

        >>> import tempfile
        >>> with tempfile.NamedTemporaryFile() as f:  # doctest: +ELLIPSIS
        ...     opener = URLChecker()
        ...     opener.open(f.name)
        '/tmp/tmp...'

        .. note::

            This method is called by the `open` method when the URL protocol is
            file, so it's not expected to be called directly.

        .. seealso::

            :meth:`open_http`, :class:`URLNotFound`, :class:`URLNotReadable`

        """
        # Based on urllib.URLopener.open_local_file implementation
        _host, filename = urllib.splithost(url)
        path = os.path.abspath(urllib.url2pathname(filename))

        if not os.path.exists(path):
            raise URLNotFound(path)

        if not os.access(path, os.R_OK):
            raise URLNotReadable(path)

        return path




[docs]def url_argument(url):
    """URL argument to be used in an `argparse.ArgumentParser` object.

    :param url: URL as passed to the parser object.

        .. note::

            The URL passed as argument can be a launchpad URL. In that case,
            the file pointed by the URL will be downloaded as when using `bzr
            export` and the returned value is the path to the downloaded file.

    :type url: `basestring`
    :returns: URL or path to local file
    :rtype: `basestring`
    :raises argparse.ArgumentTypeError:

        when the URL is invalid or unreadable. In any case, the error message
        will provide information to be displayed by the
        `argparse.ArgumentParser` object in the command line.

    :Example:

    >>> from utah.url import url_argument
    >>> import argparse
    >>> parser = argparse.ArgumentParser()
    >>> parser.add_argument('url', type=url_argument)  # doctest: +ELLIPSIS
    _StoreAction(... dest='url', ...)
    >>> parser.parse_args(['http://www.ubuntu.com'])
    Namespace(url='http://www.ubuntu.com')
    >>> parser.parse_args(['lp:utah/setup.py'])  # doctest: +ELLIPSIS
    Namespace(url='/tmp/utah_...')

    .. seealso:: :class:`URLChecker`

    """
    if url == '':
        return None
    parse_result = urlparse(url)
    if parse_result.scheme in ('', 'file', 'http', 'https'):
        url_checker = URLChecker()
        try:
            full_url = url_checker.open(url)
        except URLNotFound:
            raise ArgumentTypeError('URL not found: {}'.format(url))
        except URLNotReadable:
            raise ArgumentTypeError('URL not readable: {}'.format(url))
    elif parse_result.scheme in ('lp', 'bzr+ssh'):
        # Ignore bazaar logging messages
        bzr_logger = logging.getLogger('bzr')
        bzr_logger.addHandler(logging.NullHandler())
        bzrlib.plugin.load_plugins()  # Enable launchpad URLs in bazaar
        cmd = bzrlib.builtins.cmd_export()
        assert cmd is not None
        tmp_dir = tempfile.mkdtemp(prefix='utah_')
        cleanup.add_path(tmp_dir)

        def bzr_export_retriable():
            """bzr export a URL retrying on http errors

            This is a workaround to launchpad problems with http URLs that
            happen from time to time

            """
            try:
                cmd.run(tmp_dir, url)
            except bzrlib.errors.InvalidHttpResponse as exception:
                raise UTAHException(exception.path, exception.msg, retry=True)

        try:
            # Retry bzr export on http errors for 60 seconds
            timeout(60, retry, bzr_export_retriable,
                    logmethod=bzr_logger.debug)
        except bzrlib.errors.BzrError as exception:
            raise ArgumentTypeError('Bazaar export error: {}'
                                    .format(exception))
        full_url = os.path.join(tmp_dir, os.path.basename(url))
        if os.path.islink(full_url):
            link_path = os.readlink(full_url)
            if link_path.startswith('/'):
                raise ArgumentTypeError('URL points to a link to an absolute '
                                        'path in a bazaar branch: {}'
                                        .format(url))
            dirname = os.path.dirname(url)
            link_url = os.path.join(dirname, link_path)
            target_path = url_argument(link_url)
            os.remove(full_url)
            os.link(target_path, full_url)
        elif not os.path.isfile(full_url):
            raise ArgumentTypeError("URL doesn't point to a file "
                                    'in a bazaar branch: {}'
                                    .format(url))

    else:
        raise ArgumentTypeError('Unknown url scheme ({!r}) for url: {}'
                                .format(parse_result.scheme, url))

    return full_url



[docs]class URLNotFound(UTAHException):

    """Exception raised when a URL isn't found.

    :Example:

    >>> opener = URLChecker()
    >>> opener.open('http://localhost/invalid_url')
    Traceback (most recent call last):
      ...
    URLNotFound: http://localhost/invalid_url
    >>> opener.open('file:///tmp/invalid_url')
    Traceback (most recent call last):
      ...
    URLNotFound: /tmp/invalid_url

    .. seealso:: :class:`URLChecker`

    """

    pass



[docs]class URLNotReadable(UTAHException):

    """Exception raised when a URL isn't readable.

    :Example:

    >>> import os
    >>> with tempfile.NamedTemporaryFile() as f:  # doctest: +ELLIPSIS
    ...     os.chmod(f.name, 0000)
    ...     opener = URLChecker()
    ...     opener.open(f.name)
    Traceback (most recent call last):
      ...
    URLNotReadable: /tmp/tmp...

    .. seealso:: :class:`URLChecker`

    """

    pass
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  Source code for utah.timeout

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide functionality to execute command with timeouts."""


import os
import signal
import subprocess
import sys

from utah.commandstr import commandstr


[docs]class UTAHTimeout(SystemExit):

    """Provide a special exception to indicate an operation timed out."""

    pass


# Mostly pulled from utah/client/common.py
# Inspired by:
# http://stackoverflow.com/a/3326559

[docs]def timeout(timeout, command, *args, **kw):
    """Run a command for up to ``timeout`` seconds.

    :param timeout:
        Maximum amount of time to wait for the command to complete in seconds.
    :type timeout: int
    :param command:
        Command whose execution should complete before timeout expires.
    :type command: callable
    :param args: Positional arguments to be passed to the callable.
    :param kwargs: Keyword arguments to be passed to the callable.
    :returns: The value returned by the callable.
    :raises UTAHTimeout:
        If command execution hasn't finished before ``timeout`` seconds.

    .. seealso:: :func:`utah.retry.retry`

    """
    #TODO: Better support for nested timeouts.
    if command is None:
        return

    def alarm_handler(_signum, _frame):
        raise UTAHTimeout('{} timed out after {} seconds'
                          .format(commandstr(command, *args, **kw),
                                  str(timeout)))

    if timeout is None:
        return command(*args, **kw)
    elif timeout != 0:
        oldtimeout = signal.alarm(0)
        if oldtimeout > 0:
            # We're in a nested timeout.  Use the outermost one for now.
            signal.alarm(oldtimeout)
            return command(*args, **kw)
        else:
            signal.signal(signal.SIGALRM, alarm_handler)
            signal.alarm(timeout)
            retval = command(*args, **kw)
            if timeout != 0:
                signal.alarm(0)
            return retval
    else:
        raise UTAHTimeout('0 timeout specified')



[docs]def subprocesstimeout(timeout, *args, **kw):
    """Run command through ``subprocess.Popen`` for up to ``timeout`` seconds.

    Command termination is checked using ``subprocess.Popen.poll``.

    :param timeout:
        Maximum amount of time to wait for the command to complete in seconds.
    :type timeout: int
    :param args: Positional arguments to be passed to ``subprocess.Popen``.
    :param kwargs: Keyword arguments to be passed to the ``subprocess.Popen``.
    :returns: The subprocess object
    :rtype: ``subprocess.Popen``
    :raises UTAHTimeout:
        If command execution hasn't finished before ``timeout`` seconds.

    """
    if args is None:
        return

    class TimeoutAlarm(Exception):
        pass

    def alarm_handler(_signum, _frame):
        raise TimeoutAlarm

    if timeout != 0:
        signal.signal(signal.SIGALRM, alarm_handler)
        oldtimeout = signal.alarm(timeout)
        if oldtimeout > 0:
            signal.alarm(oldtimeout)

    try:
        p = subprocess.Popen(*args, **kw)
        while p.poll() is None:
            pass
        if timeout != 0:
            signal.alarm(0)
        return p
    except TimeoutAlarm:
        pids = [p.pid]
        # Kill p's children too.
        pids.extend(get_process_children(p.pid))

        for pid in pids:
            # process might have died before getting to this line
            # so wrap to avoid OSError: no such process
            try:
                os.kill(pid, signal.SIGKILL)
            except OSError:
                pass

        msg = ('{} timed out after {} seconds'
               .format(' '.join(args[0]), str(timeout)))
        raise UTAHTimeout(msg)



[docs]def get_process_children(pid, logmethod=sys.stderr.write):
    """Find process children so they can be killed when the timeout expires.

    :param pid: Process ID for the parent process
    :type pid: int
    :returns: The pid for each children process
    :rtype: list(int)

    """
    try:
        pids = subprocess.check_output(['ps', '--no-headers', '-o', 'pid',
                                        '--ppid', pid]).split()
        return [int(p) for p in pids]
    except subprocess.CalledProcessError:
        return []
    except OSError as err:
        logmethod('Could not kill process children: {}'.format(err))
        return []
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utah


utah



utah.cleanup


Generic functionality to execute callbacks on exit.



		
class utah.cleanup._Cleanup[source]


		Cleanup allocated resources on exit.



Warning


This is private class not expected to be instanciated
please use utah.cleanup.cleanup singleton
object to call any of the methods documented below.





		
add_command(cmd)[source]


		Register a command to be run on cleanup.






		Parameters:		cmd (iterable) – A command as would be passed subprocess.Popen.














		
add_function(timeout, function, *args, **kw)[source]


		Register a function to be run on cleanup.


The function will be run through utah.timeout.timeout().






		Parameters:		
		timeout (int) – Timeout in seconds for the function to return a result.


		function (callable) – A callable that will do some cleanup.


		args (dict) – Positional arguments to the function.


		kw – Keyword arguments to the function.




















		
add_path(path)[source]


		Register a path to be cleaned later.



		The way to clean different paths is as follows:


		
		Links will be unlinked.


		Files will have permissions changed to 664 and unlinked.


		Directories will recursively have permissions changed to 775
(except for links contained within) and then be recursively
removed.















		Parameters:		path (str) – A link, file, or directory to be cleaned later.














		
run()[source]


		Run cleanup for the resources that have been allocated.















		
utah.cleanup.cleanup = <utah.cleanup._Cleanup object at 0x2c5b850>


		Singleton object used to cleanup everything








Provide stringification for commands used by timeout and retry.



		
utah.commandstr.commandstr(command, *args, **kw)[source]


		Provide a user-oriented command display.


i.e. commandstr(command, arg1, arg2, kw1=1, kw2=2)
should return ‘command(arg1, arg2, kw1=1, kw2=2)’








Provide config variables via utah.config.


When run directly as part of the package build, output machine-independent
defaults as json for writing a config file.


Provide exceptions for UTAH.



		
exception utah.exceptions.UTAHException(*args, **kw)[source]


		Provide a foundation class for UTAH exceptions.


Support retry and external arguments, but default to False.








Provide unix group checking functionality.



		
utah.group.check_user_group(group='utah')[source]


		Return whether the user is a member of the given group.









		
utah.group.print_group_error_message(script)[source]


		Print error message to stderr to be used by scripts.








All commands use bsdtar and accept a logmethod to use for logging.



		
class utah.iso.ISO(arch=None, image=None, installtype=None, logger=None, series=None)[source]


		Provide a simplified method of interfacing with images.



		
dldisplay(blocks, size, total)[source]


		Log download information (i.e., as a urllib callback).






		Parameters:		
		blocks (int) – Number of blocks downloaded


		size (int) – Size of blocks downloaded


		total – Total size of download




















		
downloadiso(arch=None, installtype=None, series=None)[source]


		Download an ISO given series, type, and arch.






		Parameters:		
		arch (str) – Architecture of image to download


		installtype (str) – Install type of image to download


		series (str) – Series codename of image to download









		Returns:		Local path of downloaded image






		Return type:		str

















		
dump(filename, **kw)[source]


		Extract file contents from an ISO.






		Parameters:		filename (str) – Name of the file to be extracted



		Returns:		Contents of the file



		Return type:		str








See also


getrealfile()











		
extract(filename, outdir='', outfile=None, **kw)[source]


		Extract file from an ISO.






		Parameters:		
		filename (str) – Path to the file in the ISO to be extracted


		outdir (str) – Destination directory


		outfile (str) – Destination filename









		Returns:		Path to the extracted file






		Return type:		str











See also


getrealfile()











		
getarch()[source]


		Unpack the image’s info file to get the arch.






		Returns:		Image architecture



		Return type:		str














		
getbuildnumber()[source]


		Unpack the image’s info file to get the build number.






		Returns:		Build number of the image.



		Return type:		str














		
getinstalltype()[source]


		Inspect the image’s files to get the image type.


If .disk/mini-info exists, it’s mini.
If the casper directory exists, it’s desktop.
If ubuntu-server.seed exists in the preseeds directory, it’s server.
:returns: Image type
:rtype: str









		
getmd5(path=None)[source]


		Return the MD5 checksum of a file.


Default file is this image.
:param path: Path of file to checksum
:type path: str
:returns: MD5 checksum of file
:rtype: str









		
getrealfile(filename)[source]


		Return a command to safely extract a file from an ISO.


Based on unbsdtar-safelink from ubuntu ISO testing.






		Params filename:


		 		Path to the file in the ISO to be extracted



		Returns:		Command that can be passed to a subprocess method



		Return type:		list














		
getseries()[source]


		Unpack the image’s info file to get the series.






		Returns:		Image series



		Return type:		str














		
kernelpath()[source]


		Return the path of the kernel inside the image.






		Returns:		Path to the kernel pulled from bootloader config



		Return type:		str














		
listfiles(returnlist=False)[source]


		Return the contents of the ISO.


Return either a subprocess instance listing the contents of an ISO, or
a list of files in the ISO if returnlist is True.
:returns: The contents of the ISO
:rtype: list or object















		
exception utah.iso.UTAHISOException(*args, **kw)[source]


		Provide an exception specific to ISO errors.











utah.parser


Command line parser for the utah server script.



		
utah.parser.directory_argument(directory)[source]


		Argument passed through the command line which is a valid directory.






		Parameters:		directory (string) – A path to a directory passed through the command line.



		Returns:		The same directory passed if it’s valid.



		Return type:		string



		Raises argparse.ArgumentTypeError:


		 		If path doesn’t point to a directory.














		
utah.parser.get_parser()[source]


		Get command line parser.






		Returns:		Parser object



		Return type:		argparse.ArgumentParser














		
utah.parser.parse_args(argv=None)[source]


		Parse command line arguments.






		Parameters:		argv (list) – Command line arguments to be parsed



		Returns:		Parse arguments



		Return type:		argparse.Namespace
















utah.preseed



		This module provides all the classes needed to:


		
		Parse a preseed file


		Update some values


		Add new sections


		Write the changes back to a file











The expected way to use it is by passing a file-like object or an iterable that
yields one line of the preseed at a time:


>>> from utah.preseed import Preseed
>>> from StringIO import StringIO
>>> preseed_text = StringIO(
...    '# Comment\n'
...    '\n'
...    'd-i passwd/username string utah\n')
>>> preseed = Preseed(preseed_text)






After that, any of the configuration sections can be accessed by the question
name:


>>> section = preseed['passwd/username']
>>> section
<ConfigurationSection: 'd-i passwd/username string utah\n'>






and values can be updated by setting them directly in the section objects:


>>> section.value = 'ubuntu'
>>> section
<ConfigurationSection: 'd-i passwd/username string ubuntu\n'>






In addition to this, if a new section is needed, it can be appended/prepended
to the preseed by calling directly the Preseed methods or the
ConfigurationSection methods to use the section as a reference, that
is, append/prepend after/before the given section.


>>> section.append('d-i passwd/user-password password\n')
>>> section.append('d-i passwd/user-password-again password\n')






Once the desired changes have been applied, the Preseed.dump() method can
be used to write the output to a new file:


>>> print preseed.dump()
# Comment

d-i passwd/username string ubuntu
d-i passwd/user-password-again password
d-i passwd/user-password password







		
class utah.preseed.Preseed(lines=None)[source]


		Read/Write preseed files easily.






		Parameters:		lines (iterable) – File-like object or iterable that yields one line from the preseed at a
time.








		
load(lines)[source]


		Parse preseed configuration lines.






		Parameters:		lines (iterable) – Any iterable that yields preseed file configuration lines



		Returns:		Preseed file object with information parsed



		Return type:		Preseed



		Raises ParsingError:


		 		If there’s a problem parsing some configuration lines, this
exception will be raised with the line number where the problem was
detected in the message.



		Example :		







>>> from StringIO import StringIO
>>> preseed_text = StringIO(
...    '# Comment\n'
...    '\n'
...    'd-i passwd/username string utah\n')
>>> preseed = Preseed()
>>> preseed.load(preseed_text)
>>> print preseed.dump()
# Comment

d-i passwd/username string utah







Note


This method is automatically called at initialization time if the
lines parameter is passed to the constructor, so it’s not really
expected to be used directly.





See also


dump()











		
dump()[source]


		Dump preseed configuration statements.


This method returns the contents of the preseed after the changes
applied. The string returned is normally used to write the changes back
to a file that can be used as the new preseed to provision a system.






		Returns:		Formatted preseed configuration lines



		Return type:		string



		Example :		







>>> preseed = Preseed('# Comment\n'.splitlines())
>>> preseed.dump()
'# Comment\n'







See also


load()











		
prepend(new_section, ref_section=None)[source]


		Prepend a new section to the preseed.






		Parameters:		
		new_section (Section | basestring) – The new section to be prepended.



Note


If a string is passed instead, a new section will be
created from the string with Section.new().







		ref_section (Section) – A section to be used as a reference, meaning that the new section
will be prepended after the reference section.



Note


If no reference section is passed, then the new section will be
prepended just to the beginning of the preseed.














		Example :		







>>> preseed = Preseed('d-i passwd/username string utah\n'.splitlines())
>>> preseed.prepend('# Comment')
>>> print preseed.dump()
# Comment
d-i passwd/username string utah







See also


append()











		
append(new_section, ref_section=None)[source]


		Append a new section to the preseed.






		Parameters:		
		new_section (Section | basestring) – The new section to be appended.



Note


If a string is passed instead, a new section will be
created from the string with Section.new().







		ref_section (Section) – A section to be used as a reference, meaning that the new section
will be appended after the reference section.



Note


If no reference section is passed, then the new section will be
appended just to the end of the preseed.














		Example :		







>>> preseed = Preseed('# Comment\n'.splitlines())
>>> preseed.append('d-i passwd/username string utah\n')
>>> print preseed.dump()
# Comment
d-i passwd/username string utah







See also


prepend()











		
section_updated(section, property_name, old_text, new_text)[source]


		Update question names index.


This is a callback called every time a section property is updated and
used to maintain question names index integrity






		Parameters:		
		section (Section) – Section object calling the callback


		property_name (string) – Name of the updated property


		old_text (string | None) – Old property text


		new_text (string) – New property text









		Raises DuplicatedQuestionName:


		 		If the updated property is qname and the new text is already
taken by other section which would break the access to a section by
the question name.























		
class utah.preseed.Section[source]


		Any kind of preseed section (blank, comment or configuration).



		
classmethod new(lines)[source]


		Create new section subclass based on the lines in the preseed.


This method is used by the Preseed.load() method to create new
sections while parsing a preseed file.






		Parameters:		lines (list) – Lines to be parsed for this particular section



		Returns:		Section object the properly represents the lines passed



		Return type:		subclass of Section



		Example :		







>>> from utah.preseed import Section
>>> Section.new('\n'.splitlines())
<BlankSection: '\n'>
>>> Section.new('# Comment\n'.splitlines())
<CommentSection: '# Comment\n'>
>>> Section.new('d-i passwd/username string utah\n'.splitlines())
<ConfigurationSection: 'd-i passwd/username string utah\n'>







See also


BlankSection, CommentSection,
ConfigurationSection

















		
class utah.preseed.BlankSection(lines_count)[source]


		A pressed section that represents a group of consecutive blank lines.






		Parameters:		lines_count (int) – Number of blank lines represented by this section



		Variables:		lines_count – The number of lines as passed to the constructor



		Example :		







>>> from utah.preseed import BlankSection
>>> section = BlankSection(3)
>>> section.lines_count
3







		
__add__(other)[source]


		Add two blank sections.






		Parameters:		other (BlankSection) – The section to add



		Returns:		A new blank section that contains the amount of lines lines from
the two sections being added.



		Return type:		BlankSection



		Example :		







>>> blank1 = BlankSection(1)
>>> blank2 = BlankSection(2)
>>> blank3 = blank1 + blank2
>>> blank3.lines_count
3







See also


__iadd__()











		
__iadd__(other)[source]


		Add two blank sections in place.






		Parameters:		other (BlankSection) – The section to add



		Returns:		The section on the left updated to contain the amount of lines
lines from the two sections being added.



		Return type:		BlankSection



		Example :		







>>> blank1 = BlankSection(1)
>>> blank2 = BlankSection(2)
>>> blank3 = blank1 + blank2
>>> blank3.lines_count
3







See also


__iadd__()

















		
class utah.preseed.CommentSection(lines)[source]


		A preseed section that represents a group consecutive comment lines.






		Parameters:		lines (iterable) – An iterable that yields one line at a time



		Variables:		lines – The comment lines that were passed to the constructor



		Example :		







>>> from utah.preseed import CommentSection
>>> comment_str = '# Comment\n'
>>> section = CommentSection(comment_str.splitlines())
>>> section.lines
['# Comment']







		
__add__(other)[source]


		Add two comment sections.






		Parameters:		other (CommentSection) – The section to add



		Returns:		A new comment section that contains the comment lines from the two
sections being added.



		Return type:		CommentSection



		Example :		







>>> comment1 = CommentSection('# Comment 1\n'.splitlines())
>>> comment2 = CommentSection('# Comment 2\n'.splitlines())
>>> comment3 = comment1 + comment2
>>> comment3.lines
['# Comment 1', '# Comment 2']







See also


__iadd__()











		
__iadd__(other)[source]


		Add two comment sections in place.






		Parameters:		other (CommentSection) – The section to add



		Returns:		The section on the left updated to contain the comment lines from
the two sections being added.



		Return type:		CommentSection



		Example :		







>>> comment1 = CommentSection('# Comment 1\n'.splitlines())
>>> comment2 = CommentSection('# Comment 2\n'.splitlines())
>>> comment1 += comment2
>>> comment1.lines
['# Comment 1', '# Comment 2']







See also


__add__()

















		
utah.preseed.TextProperty[source]


		A text property used in ConfigurationSection objects.



See also


TextPropertyValue











		
class utah.preseed.TextPropertyValue(parent, obj, text='')[source]


		A text value used in TextProperty objects.


The value being stored is just a text string, so there’s currently no type
even if the configuration sections in a preseed use types for values.



		
prepend(other_text)[source]


		Prepend a string to the stored value.






		Parameters:		other_text (basestring) – The text to be prepended



		Returns:		The updated value



		Return type:		TextPropertyValue



		Example :		







>>> late_command_str = 'd-i preseed/late_command string some_command\n'
>>> section = Section.new(late_command_str.splitlines())
>>> section.value
<TextPropertyValue: 'some_command'>
>>> section.value.prepend('another_command; ')
<TextPropertyValue: 'another_command; some_command'>







Note


The change happens in place, so there’s no need to assign any
result back to the TextProperty object:











		
append(other_text)[source]


		Append a string to the stored value.






		Parameters:		other_text (basestring) – The text to be appended



		Returns:		The updated value



		Return type:		TextPropertyValue



		Example :		







>>> late_command_str = 'd-i preseed/late_command string some_command\n'
>>> section = Section.new(late_command_str.splitlines())
>>> section.value
<TextPropertyValue: 'some_command'>
>>> section.value.append('; another_command')
<TextPropertyValue: 'some_command; another_command'>







Note


The change happens in place, so there’s no need to assign any
result back to the TextProperty object:

















		
class utah.preseed.ConfigurationSection(raw_lines)[source]


		A preseed configuration statement made of one or multiple lines.


The expected format of a configuration section is as follows:


<owner> <qname> <qtype> <value>




where the whole section might be made of multiple lines. A line is
considered not to finish the statement if there’s a backslash character
just before the newline character.


If the parsing succeeds, every field is accessible using the same name as
above.






		Parameters:		raw_lines (iterable) – An iterable that yields one line at a time



		Raises ParsingError:


		 		If the configuration lines don’t follow the expected format above, this
exception will be raised.



		Example :		







>>> from utah.preseed import ConfigurationSection
>>> configuration_str = 'd-i passwd/username string utah\n'
>>> section = ConfigurationSection(configuration_str.splitlines())
>>> section.owner
<TextPropertyValue: 'd-i'>
>>> section.qname
<TextPropertyValue: 'passwd/username'>
>>> section.qtype
<TextPropertyValue: 'string'>
>>> section.value
<TextPropertyValue: 'utah'>







		
prepend(new_section)[source]


		Prepend a new section to this one.


This is a wrapper method that actually calls the
Preseed.prepend() method in the preseed using this section as a
reference section to set the insertion position.






		Parameters:		new_section (Section | basestring) – The new section to be prepended.



Note


If a string is passed instead, a new section will be
created from the string with Section.new().








		Returns:		None



		Return type:		None



		Example :		







>>> preseed = Preseed()
>>> section = Section.new('d-i passwd/username string utah\n'
...                       .splitlines())
>>> preseed.append(section)
>>> section.prepend('d-i passwd/user-password password\n')
>>> print preseed.dump()
d-i passwd/user-password password
d-i passwd/username string utah







See also


append()











		
append(new_section)[source]


		Append a new section to this one.


This is a wrapper method that actually calls the Preseed.append()
method in the preseed using this section as a reference section to set
the insertion position.






		Parameters:		new_section (Section | basestring) – The new section to be appended.



Note


If a string is passed instead, a new section will be
created from the string with Section.new().








		Returns:		None



		Return type:		None



		Example :		







>>> preseed = Preseed()
>>> section = Section.new('d-i passwd/username string utah\n'
...                       .splitlines())
>>> preseed.append(section)
>>> section.append('d-i passwd/user-password password\n')
>>> print preseed.dump()
d-i passwd/username string utah
d-i passwd/user-password password







See also


prepend()











		
property_updated(property_name, old_value, new_value)[source]


		Propagate property updates to preseed parent.


If a parent preseed is set, for every updated received from a property
value, the same update is propagated to the parent preseed object.






		Parameters:		
		property_name (string) – Name of the updated property


		old_value (string | None) – Old property value


		new_value (string) – New property value


























		
exception utah.preseed.ParsingError[source]


		An error happened when parsing a preseed section.


This exception is raised when a preseed is being parsed and a new section
object is being created to store some contents.






		Example :		







>>> preseed_str = ('not valid\n')
>>> preseed = Preseed(preseed_str.splitlines())
Traceback (most recent call last):
  ...
ParsingError: Line 1: Unable to parse configuration lines: not valid







See also


Preseed.load(), ConfigurationSection











		
exception utah.preseed.DuplicatedQuestionName[source]


		Duplicated question name found in preseed.


This exception is raised when a question name is found more than once in a
preseed. This is part of the process used in the Preseed class to
guarantee that questions can be accessed based on their name.






		Example :		







>>> preseed_str = ('d-i passwd/username string utah\n'
...                'd-i passwd/username string ubuntu\n')
>>> preseed = Preseed(preseed_str.splitlines())
Traceback (most recent call last):
  ...
DuplicatedQuestionName: passwd/username















utah.process


Process related utilities.



		
class utah.process.ProcessChecker[source]


		Check all running process looking for a given pattern.



		
check_cmdline(pattern)[source]


		Check if the command line of any process matches the given pattern.






		Parameters:		pattern (str) – A fragment of the string that should be included in the command
line.



		Returns:		Whether there’s a process command line that matches the given
pattern.



		Return type:		bool














		
get_error_message(app)[source]


		Return error message for an incompatible application running.















		
class utah.process.ProcessRunner(arglist)[source]


		Run a command in a subprocess and log output properly.






		Parameters:		arglist (list) – Argument list as would be passsed to subprocess.Popen



		Attribute output:


		 		Command output (both stdout and stderr)



		Attribute returncode:


		 		Command return code








Note


Process is launched when object is instantiated, there isn’t any
separate run method.











		
utah.process.pid_in_use(pid, arg_patterns=None)[source]


		Test if the given pid is running.


If arg_patterns is provided then the pid’s command line will be compared
to make sure it matches an expected value.






		Returns:		proc object if the pid is active and optionally matches one of the
arg_patterns, otherwise None



		Return type:		psutil.Process














		
utah.process.run(cmd, cwd, timeout, stream_syslog)[source]


		Run a command using fork/exec.


subprocess.* methods, don’t provide a good way to do the UNIX classic
fork/exec/select to get stdout/stderr while a process is executing. This
provides a version for UTAH.






		Returns:		rc, timed_out, stdout, stderr



		Return type:		tuple(int, bool, string, string)













Provide a retry loop that exits on success or an unretryable exception.



		
utah.retry.retry(command, *args, **kw)[source]


		Retry a command as long as a retriable exception is captured.


A retriable exception is considered to be a
UTAHException that has the attribute retry set to
True.






		Parameters:		
		command (callable) – Command to be executed.


		args (tuple) – Positional arguments to be passed to the callable.


		kwargs (dict) – Keyword arguments to be passed to the callable.



Note


There are a few keywords that are consumed by retry and not
passed to the callable:




		logmethod: Preferred log method for every retry attempt
(sys.stderr by default)


		retry_timeout: Timeout in seconds between each retry
attempt





















		Returns:		The value returned by the callable.











See also


utah.timeout.timeout()










Provide routines used to process command line arguments and run tests.



		
class utah.run.ReturnCodes[source]


		Provide standard return codes for run_ scripts.



		
static client_error(returncode)[source]


		Add offset to client error to avoid overlapping.


This is useful to be able to know when a failure happened in the server
or in the client at the shell level.






		Parameters:		returncode (int) – The code returned by the client



		Returns:		The code to be returned by the server



		Return type:		int




















		
utah.run.configure_logging(debug=False)[source]


		Configure logging.


Configure root logger using three different handlers with a different log
level:
- Console: Set according to consoleloglevel from configuration
- Log file: Set according to fileloglevel from configuration
- Debug log file: Always set to debug


Other loggers are expected to propagate their messages up to the logging
hierarchy.









		
utah.run.getfiles(args, machine)[source]


		Download files from machine.






		Returns:		list of download files



		Return type:		list(str)














		
utah.run.install_sigterm_handler()[source]


		Capture SIGTERM signal to avoid abrupt process termination.


This function registers a handler that raises an exception when SIGTERM is
received to ensure that machine object cleanup methods are called.
Otherwise, cleanup methods aren’t called when the process is abruptly
terminated.









		
utah.run.is_utah_done(machine, checktimeout)[source]


		Use utah-done.py to check if the run is finished.






		Parameters:		
		machine (Machine) – Machine object to check


		checktimeout (int) – Time to wait before raising exception if check fails









		Returns:		The exit status of utah-done.py if it’s not UNKNOWN.






		Raises UTAHException:


		 		When the utah client process isn’t finished yet.

















		
utah.run.master_runlist_argument(url)[source]


		Get master runlist and validate it against its schema.


This function calls utah.url.url_argument() to download the runlist
file if needed and then uses the schema defined in
utah.client.runner.Runner to validate it.


This functions is expected to be passed as the type argument of an
argparse.ArgumentParser object to make sure the master runlist is
reachable and valid before provisioning the system under test.






		Parameters:		url (basestring) – URL as passed to parser object.



		Returns:		URL or path to the local file



		Return type:		basestring








See also


utah.url.url_argument(),
utah.client.runner.Runner.








		Example :		







>>> from utah.run import master_runlist_argument
>>> import argparse
>>> parser = argparse.ArgumentParser()
>>> parser.add_argument('url',
...                     type=master_runlist_argument)  
_StoreAction(... dest='url', ...)
>>> runlist = 'lp:utah/utah/client/examples/pass.run'
>>> parser.parse_args([runlist])  
Namespace(url='/tmp/utah_...')













		
utah.run.run_tests(args, machine)[source]


		Run a runlist and retrieve results.






		Returns:		exitstatus and list of logs returned



		Return type:		tuple(int, list(str))













Provide functionality to execute command with timeouts.



		
exception utah.timeout.UTAHTimeout[source]


		Provide a special exception to indicate an operation timed out.









		
utah.timeout.get_process_children(pid, logmethod=<built-in method write of file object at 0x7f73097501e0>)[source]


		Find process children so they can be killed when the timeout expires.






		Parameters:		pid (int) – Process ID for the parent process



		Returns:		The pid for each children process



		Return type:		list(int)














		
utah.timeout.subprocesstimeout(timeout, *args, **kw)[source]


		Run command through subprocess.Popen for up to timeout seconds.


Command termination is checked using subprocess.Popen.poll.






		Parameters:		
		timeout (int) – Maximum amount of time to wait for the command to complete in seconds.


		args – Positional arguments to be passed to subprocess.Popen.


		kwargs – Keyword arguments to be passed to the subprocess.Popen.









		Returns:		The subprocess object






		Return type:		subprocess.Popen






		Raises UTAHTimeout:


		 		If command execution hasn’t finished before timeout seconds.

















		
utah.timeout.timeout(timeout, command, *args, **kw)[source]


		Run a command for up to timeout seconds.






		Parameters:		
		timeout (int) – Maximum amount of time to wait for the command to complete in seconds.


		command (callable) – Command whose execution should complete before timeout expires.


		args – Positional arguments to be passed to the callable.


		kwargs – Keyword arguments to be passed to the callable.









		Returns:		The value returned by the callable.






		Raises UTAHTimeout:


		 		If command execution hasn’t finished before timeout seconds.











See also


utah.retry.retry()













utah.template


Provide easy accessors to the Jinja2 template library



		
utah.template.as_buff(template, **kw)[source]


		Return the rendered template as a string.









		
utah.template.write(template, path, **kw)[source]


		Render the given template as a file.











utah.url


This module provides the classes/functions needed to:



		Check that a URL is valid and readable


		Use a url type in an argparse.ArgumentParser object






		
class utah.url.HeadRequest(url, data=None, headers={}, origin_req_host=None, unverifiable=False)[source]


		A request that sends HEAD method instead of GET.



See also


URLChecker





		
get_method()[source]


		Return Method used to get URL.






		Returns:		‘HEAD’



		Return type:		str




















		
class utah.url.URLChecker(proxies=None, **x509)[source]


		An opener to checks a URL is valid and readable.


To use it, create an object instance and call the open
method passing the url to be checked as argument.



		
open_http(url)[source]


		Check if http URL exists and is readable.


The check is performed by sending an HTTP HEAD
request, waiting for the response and checking that
the code is 200 OK.


If a redirect response is received, the URL will still
be reported as working fine, but the underlying
implementation will use an HTTP GET method instead, so
it won’t be as efficient as in the standard case.






		Parameters:		url (basestring) – The HTTP URL to be checked



		Returns:		The url passed as argument when it’s valid and readable.



		Return type:		basestring



		Raises URLNotFound:


		 		When there’s a problem opening the URL or isn’t found.



		Example :		







>>> from utah.url import URLChecker
>>> opener = URLChecker()
>>> opener.open('http://www.ubuntu.com')
'http://www.ubuntu.com'







Note


This method is called by the open method when the URL protocol is
http, so it’s not expected to be called directly.





See also


open_local_file(), URLNotFound











		
open_local_file(url)[source]


		Check if local file exists.






		Parameters:		url (basestring) – The file URL to be checked






		Returns:		

The path to the file if it was found and readable.



Note


The returned value is a path, not a URL, so it
can be used to open the file the same way as
any other files.











		Return type:		basestring






		Raises:		
		URLNotFound – when the path to the file doesn’t exist.


		URLNotReadable – when the user doesn’t have read permissions to open the file.









		Example :		







>>> import tempfile
>>> with tempfile.NamedTemporaryFile() as f:  
...     opener = URLChecker()
...     opener.open(f.name)
'/tmp/tmp...'







Note


This method is called by the open method when the URL protocol is
file, so it’s not expected to be called directly.





See also


open_http(), URLNotFound, URLNotReadable

















		
utah.url.url_argument(url)[source]


		URL argument to be used in an argparse.ArgumentParser object.






		Parameters:		url (basestring) – URL as passed to the parser object.



Note


The URL passed as argument can be a launchpad URL. In that case,
the file pointed by the URL will be downloaded as when using bzr
export and the returned value is the path to the downloaded file.








		Returns:		URL or path to local file



		Return type:		basestring



		Raises argparse.ArgumentTypeError:


		 		when the URL is invalid or unreadable. In any case, the error message
will provide information to be displayed by the
argparse.ArgumentParser object in the command line.



		Example :		







>>> from utah.url import url_argument
>>> import argparse
>>> parser = argparse.ArgumentParser()
>>> parser.add_argument('url', type=url_argument)  
_StoreAction(... dest='url', ...)
>>> parser.parse_args(['http://www.ubuntu.com'])
Namespace(url='http://www.ubuntu.com')
>>> parser.parse_args(['lp:utah/setup.py'])  
Namespace(url='/tmp/utah_...')







See also


URLChecker











		
exception utah.url.URLNotFound(*args, **kw)[source]


		Exception raised when a URL isn’t found.






		Example :		







>>> opener = URLChecker()
>>> opener.open('http://localhost/invalid_url')
Traceback (most recent call last):
  ...
URLNotFound: http://localhost/invalid_url
>>> opener.open('file:///tmp/invalid_url')
Traceback (most recent call last):
  ...
URLNotFound: /tmp/invalid_url







See also


URLChecker











		
exception utah.url.URLNotReadable(*args, **kw)[source]


		Exception raised when a URL isn’t readable.






		Example :		







>>> import os
>>> with tempfile.NamedTemporaryFile() as f:  
...     os.chmod(f.name, 0000)
...     opener = URLChecker()
...     opener.open(f.name)
Traceback (most recent call last):
  ...
URLNotReadable: /tmp/tmp...







See also


URLChecker















utah.client


utah.client



utah.client.common


UTAH client common classes and functions.



		
class utah.client.common.ReturnCodes[source]


		Provide consistent return codes for UTAH client.


PASS: All test cases were executed and passed
FAIL: All test cases were executed, but at least one of them failed
ERROR: At least one error was detected that prevented a test case from
being executed. Examples of situations that are considered an error are:
- Fetch command failure
- Setup command failure
REBOOT: The system under test rebooted as required by a test case. To get
final result the state file has to be checked.
UNKNOWN: Unable to retrieve state file to check if client finished
properly.
INVALID_USER: The client was launched with a user other than root.
EXCEPTION_ERROR: An exception error was encountered.
CMD_PARSING_ERROR: Command line arguments parsing error.









		
utah.client.common.chdir(path)[source]


		Change to directory with proper error handling.









		
utah.client.common.debug_print(data, force=False)[source]


		Print debugging information according to CONFIG['DEBUG'] value.


Data will be printed with the DEBUG: string prepended to it.






		Parameters:		
		data (object) – Data to be printed


		force (bool) – Print data regardless of the configuration









		Returns:		Whether something was printed or not






		Return type:		bool

















		
utah.client.common.do_nothing(_obj=None)[source]


		Placeholder for save_state_callbacks.



See also


TestSuite, TestCase











		
utah.client.common.get_arch()[source]


		Get the host’s architecture.






		Returns:		The human readable architecture or 'unknown'



		Return type:		str














		
utah.client.common.get_build_number()[source]


		Get build number.






		Returns:		Build number as according to media-info or '?' if not found



		Return type:		str








See also


get_host_info()











		
utah.client.common.get_host_info()[source]


		Get host info, useful for debugging.






		Returns:		Host uname, media-info and product_uuid together



		Return type:		dict








See also


get_media_info(), get_product_uuid()











		
utah.client.common.get_install_type()[source]


		Get the contents of the install-type file if available.






		Returns:		The contents of the install-type file or 'unknown' if not
available.



		Return type:		str








Note


This is only a best-effort approach.





See also


get_media_info()











		
utah.client.common.get_media_info()[source]


		Get the contents of the media-info file if available.






		Returns:		The contents of the media-info file or 'unknown' if not available.



		Return type:		str








Note


This is only a best-effort approach.











		
utah.client.common.get_product_uuid()[source]


		Get the product_uuid of the machine under test.






		Returns:		The contents of the product_uuid file or None if not available.








Note


This is only a best-effort approach.











		
utah.client.common.get_release()[source]


		Get the host’s release name.






		Returns:		Release name (i.e. quantal, raring, etc.)



		Return type:		str














		
utah.client.common.make_result(command, retcode, stdout='', stderr='', start_time='', time_delta='', cmd_type='testcase_test', user='unknown', probes=None)[source]


		Make a result data structure.



Note


Battery information will only be included if some value is passed as
argument.








		Parameters:		
		command (str) – Command that was executed


		retcode (int) – Return code


		stdout (str) – Standard output


		stderr (str) – Standard error


		start_time (str) – Time in which command execution started


		time_delta (str) – Amount of time that the command took to complete


		cmd_type (str) – Command type to be displayed in the report


		user (str) – User name the executed the command


		probes (dict) – probe data obtained while running the command









		Returns:		Result data






		Return type:		dict

















		
utah.client.common.mkdir(path)[source]


		Create a directory only if needed with proper error handling.









		
utah.client.common.parse_control_file(filename, schema)[source]


		Parse a control file and check against a jsonschema.






		Parameters:		
		filename (str) – Path to the yaml file to be parsed


		schema (dict) – jsonschema to validate data against









		Returns:		Parsed data






		Return type:		object






		Raises jsonschema.ValidationError:


		 		If file contents doesn’t follow the schema definitions











See also


parse_yaml_file(), DefaultValidator











		
utah.client.common.parse_yaml_file(filename)[source]


		Parse yaml file.






		Parameters:		filename (str) – Path to the file that should be read



		Returns:		Parsed data



		Return type:		object



		Raises YAMLParsingError:


		 		If there’s a problem while parsing the file with the information about
where in the file the problem was detected.








See also


parse_control_file()











		
utah.client.common.run_cmd(command, cwd=None, timeout=0, cmd_type='testcase_test', run_as=None)[source]


		Run command and return result using the client’s format.






		Parameters:		
		command (str) – Command as it would be written in a console


		cwd (str) – Current working directory path


		timeout (int) – Maximum amount of time in seconds to wait for the command to complete


		cmd_type (str) – Command type as displayed in the result object


		run_as (int) – Username to use to run the command









		Returns:		Command execution result






		Return type:		dict











See also


make_result()










Provide UTAH client exceptions.



		
exception utah.client.exceptions.BadDir[source]


		Directory error.


Raised when some test directory isn’t found
or an error happens when trying to change to it









		
exception utah.client.exceptions.BadMasterRunlist[source]


		Raised when master runlist isn’t in the expected format.









		
exception utah.client.exceptions.MissingFile[source]


		Raised when yaml file with metadata about tests cannot be found.









		
exception utah.client.exceptions.UTAHClientError[source]


		Base class of all exceptions in the client.









		
exception utah.client.exceptions.ValidationError[source]


		Used to provide additional information when schema validation fails.









		
exception utah.client.exceptions.YAMLEmptyFile[source]


		Raised when a file that was supposed to contain yaml data is empty.









		
exception utah.client.exceptions.YAMLParsingError[source]


		Provide more detailed yaml.load exception handling.


Used to provide the filename and the location
in which the parsing error happened when calling yaml.load








Get package information in the system under test.



		
class utah.client.package_info.DeltaPackages(start, end)[source]


		Calculate delta between to set of installed packages.






		Parameters:		
		start (InstalledPackages) – Packages installed when test run started


		end (InstalledPackages) – Packages installed when test run ended









		Variables:		
		installed – Packages that were installed in between


		uninstalled – Packages that were uninstalled in between


		updated – Packages that were uninstalled in between




















		
class utah.client.package_info.InstalledPackages[source]


		Query apt cache for installed packages and their version.








Provide functionality for test result handling.



		
class utah.client.result.Result(filename, append_to_file, name=None, testsuite=None, testcase=None, runlist=None, install_type=None)[source]


		Result collection class.






		Params filename:


		 		Filename where the report should be written to or None
to print it to sys.stdout



		Parameters:		append_to_file (bool) – Whether results should be appended to the results from a previous
execution or not. If that’s the case, then filename is read to get
the old results.








		
add_result(result, extra_info=None)[source]


		Add a result to the object.


Note: ‘result’ is expected to be a dictionary like this:


{
    'command': '',
    'returncode': 0,
    'stdout': '',
    'stderr': '',
    'start_time': '',
    'time_delta': '',
}













		
get_result_file(*args, **kwds)[source]


		Return file object to use to write the report.









		
load(old_results)[source]


		Load results from a previous run in which a reboot happened.






		Parameters:		old_results (str) – Old results as loaded from the report file








See also


_payload()











		
result(verbose=False)[source]


		Output a text based result.






		Parameters:		verbose (bool) – Enable verbose mode



		Returns:		Status ‘PASS’ ‘FAIL’ or ‘ERROR’



		Return type:		str




















		
class utah.client.result.ResultJSON(filename, append_to_file, name=None, testsuite=None, testcase=None, runlist=None, install_type=None)[source]


		Return results in a JSON format.



		
result(_verbose=False)[source]


		Output a JSON result.






		Returns:		Status ‘PASS’ ‘FAIL’ or ‘ERROR’



		Return type:		str




















		
class utah.client.result.ResultYAML(filename, append_to_file, name=None, testsuite=None, testcase=None, runlist=None, install_type=None)[source]


		Return results in a YAML format.



		
load(old_results)[source]


		Load results from a previous run in which a reboot happened.






		Parameters:		old_results (str) – Old results as loaded from the report file








See also


_payload()











		
result(verbose=False)[source]


		Output a YAML result.






		Returns:		Status ‘PASS’ ‘FAIL’ or ‘ERROR’



		Return type:		str



















Provide code to actually run the tests.



		
class utah.client.runner.Runner(install_type, runlist=None, result=None, testdir='/var/lib/utah', state_agent=None, resume=False, old_results=None, output=None, repeat_count=0)[source]


		Provide The main runner class.


Parses a master runlist, builds a list of TestSuites, and runs them.



		
add_suite(suite)[source]


		Add a test suite to run.









		
backup_rc_local()[source]


		Backup /etc/rc.local if it exists.









		
count_suites()[source]


		Return the number of test suites in the runner.









		
count_tests()[source]


		Return the number of test cases in the runner.









		
get_fetched_suites()[source]


		Return a list of fetched suites from the state_agent.









		
get_next_suite()[source]


		Return the next suite to be run.


Mainly used for debugging.









		
get_next_test()[source]


		Return the next test to be run.


Mainly used for debugging.









		
load_state()[source]


		Load the state saved by a previous partial run (i.e., a reboot).









		
process_master_runlist(runlist=None, resume=False)[source]


		Parse a master runlist and build a list of suites from the data.






		Parameters:		
		runlist – URL pointing to a runlist


		resume (boolean) – Continue previous execution




















		
process_results()[source]


		Add stats to results and process them.






		Returns:		A return code based on the test status.



		Return type:		int














		
reboot()[source]


		Reboot the machine.


Save state, setup /etc/rc.local, and shutdown.









		
reset_rc_local()[source]


		Restore /etc/rc.local if there is a backup, remove it otherwise.









		
returncode()[source]


		Provide return code based on test status.









		
run(iteration=0)[source]


		Run the test suites we’ve parsed.






		Returns:		The result of process_results, which is a return code.



		Return type:		int








See also


process_results()











		
save_state()[source]


		Save the list of tests we are to run and whether we’ve run them.






		Returns:		state of currently run tests



		Return type:		dict














		
setup_rc_local(rc_local='/etc/rc.local', runlist=None)[source]


		Setup /etc/rc.local to kick-off a –resume on successful boot.














Provide functionality for saving and restoring run state.



		
class utah.client.state_agent.StateAgent(state_file=None)[source]


		State saving base class.


Accepts a dictionary of state info and prints it to the state file.



		
clean()[source]


		Clean up the state file if it exists.









		
load_state()[source]


		Load state from the state_file.






		Returns:		state information from file.



		Return type:		dict














		
save_state(state)[source]


		Save state to the state_file.















		
class utah.client.state_agent.StateAgentYAML(state_file=None)[source]


		YAML based state saver.



		
load_state()[source]


		Load state from YAML state_file.






		Returns:		state information from YAML file



		Return type:		dict














		
save_state(state)[source]


		Output the state as YAML.














Testcase specific code.



		
class utah.client.testcase.TestCase(name, suite, command=None)[source]


		Base class describing a test case.


status is one of ‘NOTRUN’, ‘BUILD’, ‘SETUP’, ‘RUN’, ‘CLEANUP’, or ‘DONE’



		
build()[source]


		Run build, but only if we haven’t started a run yet.









		
cleanup()[source]


		Run tc_cleanup after a run.









		
is_done()[source]


		Determine if the case is done.


This might mean that something has failed.
Used by suite to determine if the suite needs to be re-run on resume.






		Returns:		Whether the test case is finished (done or cleaned up)



		Return type:		bool














		
load_state(state)[source]


		Restore state from the supplied dictionary.


Requires that ‘state’ has the same fieldnames as the TestCase class.









		
process_overrides(overrides)[source]


		Set override values from a TestSuite runlist for this test case.









		
run(rerun=False)[source]


		Run the complete test case.


This includes any build, setup, and cleanup commands.






		Returns:		Whether to keep running tests (True) or reboot (False)



		Return type:		bool














		
save_state()[source]


		Return a dictionary representing the test’s state.









		
save_state_callback(_obj=None)


		Placeholder for save_state_callbacks.



See also


TestSuite, TestCase











		
set_status(status)[source]


		Set the status and call the save state callback.









		
setup()[source]


		Run tc_setup, but only if build() has just passed.














Testsuite specific code.



		
class utah.client.testsuite.DynamicTestSuite(name, runner, autolist)[source]


		A dynamic test suite.


This class contructs itself based on a tslist.auto file that
builds the list of test cases it should execute at runtime.



		
save_state()[source]


		Implement dynamic portion of TestSuite.save_state.






		Returns:		state object



		Return type:		dict














		
setup()[source]


		Implement dynamic portion of TestSuite.setup.















		
class utah.client.testsuite.TestSuite(name, runner, runlist_file='tslist.run', includes=None, excludes=None, skip_runlist=False)[source]


		Base class describing a test suite.



		
add_test(tests)[source]


		Add a single test or list of tests to this suite.









		
build()[source]


		Run build, but only if we haven’t started a run yet.









		
cleanup()[source]


		Run ts_cleanup after a run.









		
count_tests()[source]


		Return the number of test cases in the suite.









		
get_next_test()[source]


		Return the next test to be run.


Mainly used for debugging.









		
is_done()[source]


		Determine if the suite is done.


This might mean that something has failed.
Used by Runner to determine if the suite needs to be re-run on resume.






		Returns:		Whether the test suite is finished (done or cleaned up)



		Return type:		bool














		
load_state(state)[source]


		Restore our state from the supplied dictionary.


Requires that the fieldnames in the dictionary match the class
properties.









		
run(rerun=False)[source]


		Run the complete test suite.


This includes any build, setup, and cleanup commands, as well as all
test cases (including build, setup, and cleanup.)






		Returns:		Whether to keep running tests (True) or reboot (False)



		Return type:		bool














		
save_state()[source]


		Return a dictionary representing the suite’s state.









		
save_state_callback(_obj=None)


		Placeholder for save_state_callbacks.



See also


TestSuite, TestCase











		
set_status(status)[source]


		Set the status and call the save state callback.









		
setup()[source]


		Run ts_setup, but only if build() has just passed.



















utah.provisioning


utah.provisioning


Provide exceptions specific to provisioning.



		
exception utah.provisioning.exceptions.UTAHProvisioningException(*args, **kw)[source]


		Provide a foundation class for UTAH provisioning exceptions.








Provide basic inventory routines.



		
class utah.provisioning.inventory.Inventory(uniqueid, lockfile='~/.utah-inventory')[source]


		Provide a generic class for an arbitrary inventory of machines.


Raise exceptions for most methods, since they should be defined by
subclasses.
Except for special read-only cases, subclasses should provide request().
Subclasses will generally also need to provide delete() for cleanup
purposes.
All other methods (i.e. release, destroy) are optional.



		
delete()[source]


		Delete this inventory and remove the lockfile.


Subclasses can call this via super to delete the lockfile, or
implement lockfile deletion in their delete() method.









		
destroy()[source]


		Mark a machine as destroyed and unusable for future tests.


Current implementations do not call machine.destroy(), requiring that
do be done separately.






		Returns:		False since this is unimplemented but not exception-worthy



		Return type:		bool














		
release()[source]


		Release a Machine for later use.


Indicate that a machine is not now in use for tests, but may still have
a working installed system, potentially suitable for further use.






		Returns:		False since this is unimplemented but not exception-worthy



		Return type:		bool














		
request(machinetype=None, *args, **kw)[source]


		Return a Machine object that can be provisioned and run tests.


May interpret arguments and call the appropriate constructor with the
appropriate arguments, or may take a Machine class as an argument and
send all arguments to that constructor.















		
class utah.provisioning.inventory.SQLiteInventory(db='~/.utah-sqlite-inventory', *args, **kw)[source]


		Provide basic SQLite database access with a cursor.



		
delete()[source]


		Remove database.









		
execute(sql, parameters=None)[source]


		Execute SQL statement and return cursor.


This method is expected to be used as a wrapper around all
connection.execute calls so that all the SQL statements are logged in
case this information is needed to troubleshoot problems.






		Parameters:		
		sql (str) – A sql statement to be executed


		parameters (list (question mark placeholders) |
dict (colon named placeholders)) – Parameters to use to replace the placeholder
values in the sql statement.









		Returns:		Cursor used to execute statement






		Return type:		object























		
exception utah.provisioning.inventory.UTAHProvisioningInventoryException(*args, **kw)[source]


		Provide a class for UTAH provisioning inventory exceptions.








Provide common functions for provisioning and interacting with machines.
Functions here should apply to multiple machine types (VM, bare metal, etc.)



		
class utah.provisioning.provisioning.CustomInstallMixin[source]


		Provide routines for automating an install from an image.









		
class utah.provisioning.provisioning.Machine(boot=None, clean=True, debug=False, image=None, initrd=None, inventory=None, kernel=None, machineid=None, machineuuid=None, name=None, new=False, preseed='/etc/utah/default-preseed.cfg', rewrite='all', template=None, xml='/etc/utah/default-vm.xml')[source]


		Provide a generic class to provision an arbitrary machine.


Raise exceptions for most methods, since subclasses should provide them.
run, uploadfiles, and downloadfiles are the most important methods
for interacting with a machine.


Some method of satisfying activecheck is generally required to run
commands on a machine (i.e., implementing _start or reimplementing
activecheck.)


Some method of satisfying provisioncheck is generally required to install
on a machine (i.e., implementing some combination of _create, _load, and
_provision, or reimplementing provisioncheck.)
Installation may be separated from the Machine classes in the future.



		
activecheck()[source]


		Ensure the machine is active and capable of accepting commands.


Check if the machine is running and able to accept commands, start it
if necessary, and raise an exception if it cannot be started.









		
cleancommand(cmd)[source]


		Register a command to be run on cleanup.






		Parameters:		cmd (iterable) – A command as would be passed subprocess.Popen.








See also


utah.cleanup._Cleanup.add_command()











		
cleanfile(path)[source]


		Register a path to be cleaned later.






		Parameters:		path (str) – A link, file, or directory to be cleaned later.








See also


utah.cleanup._Cleanup.add_path()











		
cleanfunction(function, *args, **kw)[source]


		Register a function to be run on cleanup.






		Parameters:		
		function (callable) – A callable that will do some cleanup.


		args (dict) – Positional arguments to the function.


		kw – Keyword arguments to the function.














See also


utah.cleanup._Cleanup.add_function()











		
destroy()[source]


		Free up the machine and associated resources.


Release resources consumed by the machine, set provisioned to False,
and return True on success.
For a VM, this should destroy the VM files on the disk, and remove it
from libvirt if it is registered there.
For a physical machine, this should free it up to be used by another
process in the future, and destroy sensitive data if any exists.
Destroying the install on a physical machine is optional, but the
machine must be left in a state where a new install can start.









		
dldisplay(blocks, size, total)[source]


		Log download information (i.e., as a urllib callback).






		Parameters:		
		blocks (int) – Number of blocks downloaded


		size (int) – Size of blocks downloaded


		total – Total size of download




















		
downloadfiles(_files, _target='/tmp')[source]


		Download a list of files from the machine to a local target.


Support for files as a string specifying a single file is recommended
but not required.
target should be a valid target path for cp, i.e. a filename for a
single file, a directory name for multiple files.
Recursive directory download is not currently supported by all
implementations.









		
installclient()[source]


		Install the required packages on the machine.


Install the python-jsonschema, utah-common, and utah-client packages.






		Raises UTAHProvisioningException:


		 		When packages won’t install














		
pingcheck()[source]


		Check network connectivity using ping.






		Raises UTAHProvisioningException:


		 		When ping fails.








See also


utah.retry.retry(), pingpoll()











		
pingpoll(timeout=None, checktimeout=180, logmethod=None)[source]


		Run pingcheck over and over until timeout expires.






		Parameters:		
		timeout (int or None) – How long to try pinging the machine before giving up


		checktimeout (int) – How long to wait between pings


		logmethod (function) – Function to use for logging














See also


utah.timeout.timeout()
utah.retry.retry()
pingcheck()











		
provisioncheck(provision_data=None)[source]


		Ensure the machine is provisioned and installed.


Check if the machine is provisioned, provision it if necessary, run an
install if needed, and raise an exception if it cannot be provisioned,
or if it exceeds the timeout value set in config for installation.






		Raises UTAHProvisioningException:


		 		When the machine fails to install within the timeout value.














		
rsyslog[source]


		Use the default rsyslog method if no override is in place.






		Returns:		rsyslog method for this machine



		Return type:		object














		
run(_command, _quiet=None, _root=False, _timeout=None)[source]


		Run a command on the machine.






		Parameters:		
		quiet (bool) – If True, suppress output from helper programs like ssh


		root (bool) – If True, execute command with elevated privileges


		timeout (int or None) – Number of seconds to wait before timing out









		Returns:		A tuple of the form (returncode, stdout, stder)






		Return type:		tuple

















		
stop(_force=False)[source]


		Stop the machine, and set active to False.






		Parameters:		force – If False, attempt graceful shutdown














		
uploadfiles(_files, _target='/tmp')[source]


		Upload a list of local files to a target on the machine.






		Parameters:		
		files (list or string) – File(s) to upload


		target (string) – Remote path to upload files

























rsyslog processing and monitoring.



		
class utah.provisioning.rsyslog.RSyslog(hostname, logpath, usefile=None)[source]


		Listen to rsyslog messages and process them.






		Parameters:		
		hostname (str) – Host where the syslog is coming from.


		logpath (str) – Base directory where log files are created.


		usefile (str | None) – allows class to tail a file rather than act as an rsyslogd server














		
port[source]


		Return UDP port number used to listen for syslog messages.









		
wait_for_booted(uuid)[source]


		Monitor rsyslog during boot up.


Works the same as the wait_for_install() method but takes in
steps that determine a system has booted after the install has
completed.






		Parameters:		uuid (string) – The UUID generated by provisioning code.














		
wait_for_install(booted_callback=None)[source]


		Monitor rsyslog messages during the installation.


Works through each step in the steps array to find messages in the
syslog indicating what part of the install we are in.






		Parameters:		booted_callback (callable | None) – function to be called once the system has been booted














		
wait_for_utah_run(completed_cb=None)[source]


		Monitor rsyslog while waiting for utah-client to finish autorun.






		Parameters:		completed_cb – A callback function that will include the utah







exit code.
:type completed_cb: function














SSH based machine class for a provisioned system
and SSHMixin for every machine class that needs SSH support.



		
class utah.provisioning.ssh.ProvisionedMachine(name)[source]


		A machine that is provisioned and can be accessed through ssh.



		
activecheck()[source]


		Check if machine is active.


Given that the machine is already provisioned, it’s considered to be
active as long as it’s reachable through ssh.















		
class utah.provisioning.ssh.SSHMixin(*args, **kwargs)[source]


		Provide methods for machines accessed via ssh.



		
activecheck()[source]


		Start the machine if needed, and check for SSH login.









		
downloadfiles(files, target='/tmp')[source]


		Copy a file or list of files from the machine to a local target.






		Parameters:		
		files (list or str) – File or list of files to download


		target (str) – Local path to download files




















		
downloadfilesrecursive(files, target='/tmp')[source]


		Recursively copy files to the target directory on the machine.






		Parameters:		
		files (list or str) – File or list of files to download


		target (str) – Local path to download files




















		
initialize()[source]


		SSH mixin initialization.


Use this method when it isn’t appropriate to follow the MRO as in
__init__









		
run(command, quiet=False, root=False, command_timeout=None)[source]


		Run a command through SSH.






		Parameters:		
		command (str | list(str)) – Command to execute on the remote machine


		quiet (bool) – Use debug level to log failure return command message when this
flag is set. Otherwise, use warning.


		root (bool) – Run command as root user when this flag is set. Otherwise, use the
user specified in the configuration file.


		command_timeout (int) – Amount of time in seconds to wait for the command to complete.



See also


utah.timeout.timeout()

























		
sshcheck()[source]


		Check if the machine is available via ssh.



See also


utah.retry.retry(), sshpoll()











		
sshpoll(timeout=600, checktimeout=180, logmethod=None)[source]


		Run sshcheck over and over until timeout expires.






		Parameters:		
		timeout (int or None) – Overall timeout for checking


		checktimeout (int) – Time between each check


		logmethod (function) – Method to use for logging




















		
uploadfiles(files, target='/tmp')[source]


		Copy a file or list of files to a target directory on the machine.






		Parameters:		
		files (list or str) – File or list of files to upload


		target (str) – Remote path to upload files

























Provide functions for virtual machine provisioning.



		
class utah.provisioning.vm.CustomVM(directory=None, diskbus='virtio', disksizes=[8], emulator=None, machineid=None, macs=[], name=None, prefix='utah', *args, **kw)[source]


		Install a VM from an image using libvirt direct kernel booting.









		
class utah.provisioning.vm.LibvirtVM(*args, **kw)[source]


		Provide a class to utilize VMs using libvirt.


Capable of utilizing existing VMs
Creation currently handled by sublcasses



		
activecheck()[source]


		Verify the machine is provisioned, then start it if needed.









		
libvirterrorhandler(_context, err)[source]


		Log libvirt errors instead of sending them to the console.









		
rsyslog[source]


		Return rsyslog instance.









		
stop(force=False)[source]


		Stop the machine.






		Parameters:		force (bool) – Do a forced shutdown




















		
class utah.provisioning.vm.TinySQLiteInventory(*args, **kw)[source]


		Provide basic SQLite inventory for VMs.


Only implements request, release, and destroy.
No authentication or conflict checking currently exists.
Only suitable for VMs at present.



		
destroy(machineid)[source]


		Update the database to indicate a machine is destroyed.









		
release(machineid)[source]


		Update the database to indicate the machine is available.









		
request(machinetype=<class 'utah.provisioning.vm.CustomVM'>, *args, **kw)[source]


		Return a Machine.


Takes a Machine class as machinetype, and passes the newly generated
machineid along with all other arguments to that class’s constructor,
returning the resulting object.















		
exception utah.provisioning.vm.UTAHVMProvisioningException(*args, **kw)[source]


		Provide a foundation class for UTAH VM provisioning exceptions.









		
utah.provisioning.vm.get_vm(**kw)[source]


		Return a Machine object for a VM with the passed in arguments.






		Parameters:		kw (dict) – All parameters are passed to the Machine constructor



		Returns:		Appropriately constructed Machine object



		Return type:		object














		
utah.provisioning.vm.random_mac_address()[source]


		Return a random MAC address.









utah.provisioning.baremetal


utah.provisioning.baremetal


Provide inventory functions specific to bare metal deployments.



		
class utah.provisioning.baremetal.inventory.ManualBaremetalSQLiteInventory(db='~/.utah-baremetal-inventory', lockfile='~/.utah-baremetal-lock', *args, **kw)[source]


		Keep an inventory of manually entered machines.


All columns other than machineid, name, and state are assumed to be
arguments for system creation (i.e., with cobbler).



		
release(machine=None, name=None)[source]


		Release a machine so it can be used by other processes.






		Parameters:		
		machine (obj or None) – Machine object to release


		name (str or None) – name of machine to release




















		
request(machinetype, name=None, *args, **kw)[source]


		Return a Machine object meeting the given criteria.






		Parameters:		
		machinetype (class) – What machine type to use


		name – Name of machine to use









		Type :		str or None










All other parameters are passed to Machine constructor.






		Returns:		Machine object



		Return type:		obj



















Support bare metal provisioning through cobbler.



		
class utah.provisioning.baremetal.cobbler.CobblerMachine(machineinfo=None, name=None, *args, **kw)[source]


		Provision and manage a machine via cobbler.



		
stop()[source]


		Stop the machine.


Try using cobbler.
If that fails, use the powercommand generated by PowerMachine.














Support provisioning of bamboo-feeder-based systems.



		
class utah.provisioning.baremetal.bamboofeeder.BambooFeederMachine(machineinfo=None, name=None, preboot=None, *args, **kw)[source]


		Provision and manage an ARM board in a bamboo-feeder setup.








Provide exceptions specific to bare metal provisioning.



		
exception utah.provisioning.baremetal.exceptions.UTAHBMProvisioningException(*args, **kw)[source]


		Provide a class for UTAH bare metal provisioning exceptions.
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# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Testsuite specific code."""


import jsonschema
import os
import yaml

from utah import logger
from utah.client import exceptions
from utah.client.common import (
    CMD_TS_BUILD,
    CMD_TS_CLEANUP,
    CMD_TS_SETUP,
    DEFAULT_TSCONTROL,
    DEFAULT_TSLIST,
    chdir,
    do_nothing,
    mkdir,
    parse_control_file,
    run_cmd,
)
from utah.client.testcase import TestCase


def _parse_runlist_file(runlist_file, schema):
    """Parse a tslist.run runlist file and check against schema.

    :returns: Parsed data from the runlist
    :rtype: dict

    """
    if not os.path.exists(runlist_file):
        raise exceptions.MissingFile('File not found: {}'.format(runlist_file))

    with open(runlist_file, 'r') as fp:
        data = yaml.load(fp)
    try:
        jsonschema.validate(data, schema)
    except jsonschema.ValidationError as exception:
            raise exceptions.ValidationError(
                'Test suite runlist invalid: {!r}\n'
                'Detailed information: {}'.format(runlist_file, exception))

    return data


[docs]class TestSuite(object):

    """Base class describing a test suite."""

    build_cmd = None
    timeout = None
    ts_setup = None
    ts_cleanup = None
    control_file = None
    # status is one of:
    # 'NOTRUN', 'BUILD', 'SETUP', 'INPROGRESS', 'CLEANUP', and 'DONE'
    status = "NOTRUN"
    save_state_callback = do_nothing

    RUNLIST_SCHEMA = {
        '$schema': 'http://json-schema.org/draft-04/schema#',
        'type': 'array',
        'minItems': 1,
        'items': {
            'type': 'object',
            'properties': {
                'test': {'type': 'string'},
                'timeout': {
                    'type': 'integer',
                    'minimum': 0,
                },
                'build_cmd': {'type': 'string'},
                'command': {'type': 'string'},
                'run_as': {'type': 'string'},
                'overrides': {
                    'type': 'object',
                    'properties': {
                        'timeout': {
                            'type': 'integer',
                            'minimum': 0,
                        },
                        'build_cmd': {'type': 'string'},
                        'command': {'type': 'string'},
                        'run_as': {'type': 'string'},
                    },
                    'minProperties': 1,
                    'additionalProperties': False,
                },
            },
            'required': ['test'],
            'additionalProperties': False,
        },
    }

    CONTROL_SCHEMA = {
        '$schema': 'http://json-schema.org/draft-04/schema#',
        'type': 'object',
        'properties': {
            'timeout': {
                'type': 'integer',
                'minimum': 0,
            },
            'build_cmd': {'type': 'string'},
            'ts_setup': {'type': 'string'},
            'ts_cleanup': {'type': 'string'},
        },
        'additionalProperties': False,
    }

    def __init__(self, name, runner,
                 runlist_file=DEFAULT_TSLIST, includes=None, excludes=None,
                 skip_runlist=False):
        self.path = os.path.join(runner.testsuitedir, name)
        self.runner = runner
        self.timeout = runner.timeout

        self.name = name
        self.tests = []
        self.passes = self.failures = self.errors = 0

        mkdir(self.path)
        chdir(self.path)

        control_file = os.path.join(name, DEFAULT_TSCONTROL)
        if os.path.exists(control_file):
            self.control_file = control_file

        self.runlist_file = os.path.join(name, runlist_file)

        self._initialize_control_data(control_file)

        if not skip_runlist:
            tests = _parse_runlist_file(self.runlist_file, self.RUNLIST_SCHEMA)
            for test in tests:
                self._add_test(test, includes, excludes)

    def _initialize_control_data(self, control_file):
        if self.control_file is not None:
            try:
                control_data = parse_control_file(self.control_file,
                                                  self.CONTROL_SCHEMA)
                if self.timeout is not None:
                    control_data['timeout'] = self.timeout
                self.__dict__.update(control_data)
            except exceptions.YAMLEmptyFile:
                # Skip schema validation for empty file
                # Schema allows an empty dictionary, but not None
                control_data = None
            except jsonschema.ValidationError as exception:
                raise exceptions.ValidationError(
                    '{!r} test suite control file invalid: {!r}\n'
                    'Detailed information: {}'
                    .format(self.name, self.control_file, exception))

    def _add_test(self, test, incs, excs):
        name = test['test']

        if (incs and name not in incs) or (excs and name in excs):
            return

        tc = TestCase(name, self, test.get('command'))

        runlist_properties = self.RUNLIST_SCHEMA['items']['properties']
        override_properties = \
            runlist_properties['overrides']['properties'].keys()
        overrides = {}
        for property_name in override_properties:
            if property_name in test:
                overrides[property_name] = test[property_name]
        if 'overrides' in test:
            if self.timeout is not None:
                test['overrides']['timeout'] = self.timeout
            overrides.update(test['overrides'])

        tc.process_overrides(overrides)

        self.tests.append(tc)

    def __str__(self):
        return "{}: {}".format(self.control_file, self.runlist_file)

[docs]    def set_status(self, status):
        """Set the status and call the save state callback."""
        self.status = status
        self.runner.save_state()


[docs]    def build(self):
        """Run build, but only if we haven't started a run yet."""
        if self.status == 'NOTRUN':
            self.set_status('BUILD')
            logger.log('Testsuite {} build'.format(self.name))
            cmd_result = run_cmd(
                self.build_cmd, cwd=self.name, cmd_type=CMD_TS_BUILD)
            self.runner.result.add_result(cmd_result)


[docs]    def setup(self):
        """Run ts_setup, but only if build() has just passed."""
        if self.status == 'BUILD' and self.runner.result.status == 'PASS':
            self.set_status('SETUP')
            logger.log('Testsuite {} setup'.format(self.name))
            cmd_result = run_cmd(
                self.ts_setup, cwd=self.name, cmd_type=CMD_TS_SETUP)
            self.runner.result.add_result(cmd_result)


[docs]    def cleanup(self):
        """Run ts_cleanup after a run."""
        if self.status == 'INPROGRESS':
            self.set_status('CLEANUP')
            logger.log('Testsuite {} cleanup'.format(self.name))
            cmd_result = run_cmd(
                self.ts_cleanup, cwd=self.name, cmd_type=CMD_TS_CLEANUP)
            self.runner.result.add_result(cmd_result)


[docs]    def run(self, rerun=False):
        """Run the complete test suite.

        This includes any build, setup, and cleanup commands, as well as all
        test cases (including build, setup, and cleanup.)

        :returns: Whether to keep running tests (True) or reboot (False)
        :rtype: bool

        """

        # we gather this info from the testcases
        self.passes = self.errors = self.failures = 0

        # Return value to indicate whether processing of a Runner should
        # continue.  This is to avoid a shutdown race on reboot cases.
        keep_going = True

        # Work from the testsuite directory
        chdir(self.path)

        # keep track of which testsuite we are running tests in
        self.runner.result.testsuite = self.path

        if not rerun:
            self.build()
            self.setup()

        # Always enter this loop since test.run() will handle checking if
        # the test has already been run.
        self.status = "INPROGRESS"
        if self.runner.result.status == 'PASS':
            for test in self.tests:
                keep_going = test.run(rerun)

                if test.summary == 'PASS':
                    self.passes += 1
                elif test.summary == 'FAIL':
                    self.failures += 1
                elif test.summary == 'ERROR':
                    self.errors += 1

                if not keep_going:
                    return keep_going

        self.cleanup()

        if self.status == 'CLEANUP':
            self.set_status("DONE")

        return keep_going


[docs]    def add_test(self, tests):
        """Add a single test or list of tests to this suite."""
        if isinstance(tests, TestCase):
            self.tests.append(tests)
        else:
            try:
                for test in tests:
                    self.add_test(test)
            except TypeError:
                pass


[docs]    def count_tests(self):
        """Return the number of test cases in the suite."""
        return len(self.tests)


[docs]    def load_state(self, state):
        """Restore our state from the supplied dictionary.

        Requires that the fieldnames in the dictionary match the class
        properties.

        """
        # TODO: do this explicitly
        self.__dict__.update(state)

        self.tests = []
        for state_test in state['tests']:
            test = TestCase(state_test['name'], self)
            test.load_state(state_test)
            self.tests.append(test)


[docs]    def save_state(self):
        """Return a dictionary representing the suite's state."""
        state = {
            'name': self.name,
            'status': self.status,
            'passes': self.passes,
            'failures': self.failures,
            'errors': self.errors,
            'tests': [],
            'ts_setup': self.ts_setup,
            'ts_cleanup': self.ts_cleanup,
            'build_cmd': self.build_cmd,
            'timeout': self.timeout,
        }

        for test in self.tests:
            state['tests'].append(test.save_state())

        return state


[docs]    def is_done(self):
        """Determine if the suite is done.

        This might mean that something has failed.
        Used by Runner to determine if the suite needs to be re-run on resume.

        :returns: Whether the test suite is finished (done or cleaned up)
        :rtype: bool

        """
        return self.status == 'DONE' or self.status == 'CLEANUP'


[docs]    def get_next_test(self):
        """Return the next test to be run.

        Mainly used for debugging.

        """
        test = None

        for t in self.tests:
            if not t.is_done():
                test = t
                break

        return test




[docs]class DynamicTestSuite(TestSuite):

    """A dynamic test suite.

    This class contructs itself based on a tslist.auto file that
    builds the list of test cases it should execute at runtime.

    """

    RUNLIST_SCHEMA = {
        '$schema': 'http://json-schema.org/draft-04/schema#',
        'type': 'array',
        'minItems': 1,
        'items': {
            'type': 'object',
            'properties': {
                'discovery_cmd': {'type': 'string'},
                'test_cmd': {'type': 'string'},
                'timeout': {
                    'type': 'integer',
                    'minimum': 0,
                },
                'run_as': {'type': 'string'},
            },
            'required': ['discovery_cmd', 'test_cmd'],
            'additionalProperties': False,
        },
    }

    def __init__(self, name, runner, autolist):
        """Create an empty testsuite.

        This will get populated after setup is successfully run.

        """
        TestSuite.__init__(self, name, runner, skip_runlist=True)
        autolist = os.path.join(self.path, name, autolist)
        self.patterns = _parse_runlist_file(autolist, self.RUNLIST_SCHEMA)

    def _add_dynamic(self, pattern, name):
        # the test name can be passed from the cmd with either:
        # {} or {test}
        cmd = pattern['test_cmd'].format(name, test=name)
        tc_control = os.path.join(self.path, self.name, name, 'tc_control')
        mkdir(os.path.dirname(tc_control))
        with open(tc_control, 'w') as f:
            f.write('description: "{}"\n'.format(name))
            f.write('dependencies: None\n')
            f.write('action: Execute {}\n'.format(cmd))
            f.write('expected_results: Zero return code from command\n')
            f.write('command: {}\n'.format(cmd))
        tc = TestCase(name, self, cmd)
        self.tests.append(tc)

    def _add_tests(self, pattern):
        cmd = pattern['discovery_cmd']
        result = run_cmd(cmd, None, cmd_type=CMD_TS_BUILD)
        self.runner.result.add_result(result)
        if result['returncode']:
            return

        for t in result['stdout'].split('\n'):
            t = t.strip()
            if t:
                self._add_dynamic(pattern, t)

[docs]    def setup(self):
        """Implement dynamic portion of TestSuite.setup."""
        TestSuite.setup(self)
        if self.runner.result.status == 'PASS':
            for pat in self.patterns:
                self._add_tests(pat)


[docs]    def save_state(self):
        """Implement dynamic portion of TestSuite.save_state.

        :return: state object
        :rtype: dict

        """
        state = TestSuite.save_state(self)
        state['patterns'] = self.patterns
        return state
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# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide unix group checking functionality."""


import grp
import os
import sys
import getpass

from utah.config import config


[docs]def check_user_group(group=config.group):
    """Return whether the user is a member of the given group."""
    user_gids = os.getgroups()
    gid = grp.getgrnam(group).gr_gid

    return gid in user_gids



[docs]def print_group_error_message(script):
    """Print error message to stderr to be used by scripts."""
    argv = list(sys.argv)
    argv[0] = os.path.abspath(script)
    message = ["Error: you are not in the utah group.",
               ("If you believe you have properly configured "
                "your user account for UTAH use, try:"),
               '    sudo usermod -a -G utah {}'.format(getpass.getuser()),
               "Otherwise, please run this script as the utah user, i.e.:",
               "    sudo su - utah -c '{}'\n".format(' '.join(argv))]
    message = '\n'.join(message)
    sys.stderr.write(message)
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run_utah_tests.py manual page



Synopsis


run_utah_tests.py [options] [runlist ...]





Description


Provision a machine and run a runlist there.





Options






		
-h, --help
		show this help message and exit


		
-m MACHINETYPE, --machinetype MACHINETYPE



		 		Type of machine to provision (physical, virtual)
(Default is virtual)


		
-v VARIANT, --variant VARIANT



		 		Variant of architecture, i.e., armel, armhf


		
--skip-provisioning



		 		Reuse a system that is already provisioned (name
argument must be passed)


		
-s SERIES, --series SERIES



		 		Series to use for installation (lucid, precise,
quantal, raring, saucy) (Default is raring)


		
-t TYPE, --type TYPE



		 		Install type to use for installation (desktop, server,
mini, alternate) (Default is mini)


		
-a ARCH, --arch ARCH



		 		Architecture to use for installation (i386, amd64,
arm) (Default is amd64)


		
-n, --no-destroy



		 		Preserve VM after tests have run


		
-d, --debug
		Enable debug logging


		
-j, --json
		Enable json logging (default is YAML)


		
-f FILES, --files FILES



		 		File or directory to copy from test system


		
-o OUTDIR, --outdir OUTDIR



		 		Directory to store locally copied files (Default is
/var/log/utah/machine-name)


		
--dumplogs
		Write client output logs to standard out


		
--outputpreseed



		 		Copy preseed to logs directory and list as log file in
output


		
-i IMAGE, --image IMAGE



		 		Image/ISO file to use for installation


		
-p PRESEED, --preseed PRESEED



		 		Preseed file to use for installation


		
-b BOOT, --boot BOOT



		 		Boot arguments for initial installation


		
--rewrite <all,minimal,casperonly,none>



		 		Set level of automatic configuration rewriting
(Default is all)


		
-k KERNEL, --kernel KERNEL



		 		Kernel file to use for installation


		
-r INITRD, --initrd INITRD



		 		InitRD file to use for installation


		
--name NAME
		Name of machine to provision


		
-e EMULATOR, --emulator EMULATOR



		 		Emulator to use (kvm and qemu are supported, kvm will
be favored if available)


		
-x XML, --xml XML



		 		XML VM definition file (Default is /etc/utah/default-
vm.xml)


		
-g GIGABYTES, --gigabytes GIGABYTES



		 		Size in gigabytes of virtual disk, specify more than
once for multiple disks (Default is [8])


		
--diskbus DISKBUS



		 		Disk bus to use for customvm installation (virtio,
sata, ide) (Default is virtio)


		
-l LOGPATH, --logpath LOGPATH



		 		Directory used to write log files to









Examples


Provision a VM using a precise server image with i386 architecture and run the given runlist



run_utah_tests.py -s precise -t server -a i386 \


/usr/share/utah/client/examples/master.run
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  Source code for utah.cleanup

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Generic functionality to execute callbacks on exit."""


import atexit
import logging
import os
import shutil
import traceback

from utah.commandstr import commandstr
from utah.orderedcollections import (
    HashableDict,
    OrderedSet,
)
from utah.process import ProcessRunner
import utah.timeout


[docs]class _Cleanup(object):

    """Cleanup allocated resources on exit.

    .. warning::
        This is private class not expected to be instanciated
        please use :attr:`utah.cleanup.cleanup` singleton
        object to call any of the methods documented below.

    """

    def __init__(self):
        self.paths = OrderedSet()
        self.functions = OrderedSet()
        self.commands = OrderedSet()
        self.logger = logging.getLogger('cleanup')

[docs]    def run(self):
        """Run cleanup for the resources that have been allocated."""
        self.logger.debug('Running cleanup')
        for function in self.functions:
            self._clean_function(function)
        for command in self.commands:
            self._clean_command(command)
        for path in self.paths:
            self._clean_path(path)


    def _clean_function(self, function):
        """Run clean function.

        :param function:
            Data needed to run the clean function: timeout, callable,
            positional arguments and keyword arguments.
        :type function: tuple

        """
        timeout, command, args, kw = function
        self.logger.debug('Running: %s',
                          commandstr(command, *args, **kw))
        try:
            utah.timeout.timeout(timeout, command, *args, **kw)
        except Exception as err:
            self.logger.warning(
                'Exception while running cleanup function: {}'
                .format(str(err)))
        self.functions.remove(function)

    def _clean_command(self, command):
        """Run clean command.

        :param command: A command as would be passed to `subprocess.Popen`
        :type command: iterable

        """
        # All exceptions are captured and logged to make sure the cleanup
        # process is completed as much as possible
        try:
            ProcessRunner(command)
        except Exception:
            self.logger.error('Cleanup error: {}'
                              .format(traceback.format_exc()))
        finally:
            self.commands.remove(command)

    def _clean_path(self, path):
        """Clean path.

        :param path: Path to a link, file or directory.
        :type path: str

        """
        if os.path.islink(path):
            self.logger.debug('Removing link %s', path)
            os.unlink(path)
        elif os.path.isfile(path):
            self._clean_file(path)
        elif os.path.isdir(path):
            self._clean_dir(path)
        else:
            self.logger.debug(
                '{} is not a link, file, or directory; not removing'
                .format(path))
        self.paths.remove(path)

    def _clean_file(self, path):
        """Clean file.

        :param path: Path to a file.
        :type path: str

        """
        self.logger.debug('Changing permissions of %s', path)
        try:
            os.chmod(path, 0664)
        except OSError as err:
            self.logger.warning(
                'OSError when changing file permissions: {}'
                .format(str(err)))
        self.logger.debug('Removing file %s', path)
        try:
            os.unlink(path)
        except OSError as err:
            self.logger.warning('OSError when removing file: {}'
                                .format(str(err)))

    def _clean_dir(self, path):
        """Clean directory.

        :param path: Path to a directory.
        :type paty: str

        """
        # Cribbed from http://svn.python.org
        # /projects/python/trunk/Mac/BuildScript/build-installer.py
        for dirpath, dirnames, filenames in os.walk(path):
            for name in (dirnames + filenames):
                absolute_name = os.path.join(dirpath, name)
                if not os.path.islink(absolute_name):
                    try:
                        os.chmod(absolute_name, 0775)
                    except OSError as err:
                        self.logger.warning(
                            'OSError when changing directory permissions: {}'
                            .format(str(err)))
        self.logger.debug('Recursively Removing directory {}'.format(path))
        try:
            shutil.rmtree(path)
        except OSError as err:
            self.logger.warning('OSError when removing directory: {}'
                                .format(str(err)))

[docs]    def add_path(self, path):
        """Register a path to be cleaned later.

        The way to clean different paths is as follows:
            - Links will be unlinked.
            - Files will have permissions changed to 664 and unlinked.
            - Directories will recursively have permissions changed to 775
              (except for links contained within) and then be recursively
              removed.

        :param path: A link, file, or directory to be cleaned later.
        :type path: str

        """
        self.paths.add(path)


[docs]    def add_function(self, timeout, function, *args, **kw):
        """Register a function to be run on cleanup.

        The function will be run through :func:`utah.timeout.timeout`.

        :param timeout: Timeout in seconds for the function to return a result.
        :type timeout: int
        :param function: A callable that will do some cleanup.
        :type function: callable
        :param args: Positional arguments to the function.
        :type args: Tuple
        :param kw: Keyword arguments to the function.
        :type args: dict

        """
        self.functions.add((timeout, function, args, HashableDict(kw)))


[docs]    def add_command(self, cmd):
        """Register a command to be run on cleanup.

        :param cmd: A command as would be passed `subprocess.Popen`.
        :type cmd: iterable

        """
        self.commands.add(cmd)

#: Singleton object used to cleanup everything


cleanup = _Cleanup()

# Make sure cleanup is executed even if it's not explicitly called
atexit.register(cleanup.run)
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# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""
Provide inventory functions specific to bare metal deployments.
"""

import logging
import os

from utah.process import pid_in_use
from utah.provisioning.inventory import (
    UTAHProvisioningInventoryException,
    SQLiteInventory,
)


[docs]class ManualBaremetalSQLiteInventory(SQLiteInventory):

    """Keep an inventory of manually entered machines.

    All columns other than machineid, name, and state are assumed to be
    arguments for system creation (i.e., with cobbler).

    """

    def __init__(self, db='~/.utah-baremetal-inventory',
                 lockfile='~/.utah-baremetal-lock', *args, **kw):
        db = os.path.expanduser(db)
        lockfile = os.path.expanduser(lockfile)
        if not os.path.isfile(db):
            raise UTAHProvisioningInventoryException(
                'No machine database found at {}'.format(db))
        super(ManualBaremetalSQLiteInventory, self).__init__(
            *args, db=db, lockfile=lockfile, **kw)
        machines_count = (self.execute('SELECT COUNT(*) FROM machines')
                          .fetchall()[0][0])
        if machines_count == 0:
            raise UTAHProvisioningInventoryException('No machines in database')
        self.machines = []

[docs]    def request(self, machinetype, name=None, *args, **kw):
        """Return a Machine object meeting the given criteria.

        :param machinetype: What machine type to use
        :type machinetype: class
        :param name: Name of machine to use
        :type: str or None

        All other parameters are passed to Machine constructor.

        :returns: Machine object
        :rtype: obj

        """
        query = 'SELECT * FROM machines'
        queryvars = []
        if name is not None:
            query += ' WHERE name=?'
            queryvars.append(name)
        result = self.execute(query, queryvars).fetchall()
        if result is None:
            raise UTAHProvisioningInventoryException(
                'No machines meet criteria')
        else:
            for minfo in result:
                machineinfo = dict(minfo)
                if machineinfo['state'] == 'available':
                    return self._take(machineinfo, machinetype, *args, **kw)
            for minfo in result:
                machineinfo = dict(minfo)
                pid = machineinfo['pid']
                proc = pid_in_use(pid, ['utah', 'run_test'])
                if not proc:
                    return self._take(machineinfo, machinetype, *args, **kw)
                else:
                    logging.info('machine in use by: %s', proc.cmdline)

        raise UTAHProvisioningInventoryException(
            'All machines meeting criteria are currently unavailable')


    def _take(self, machineinfo, machinetype, *args, **kw):
        machineid = machineinfo.pop('machineid')
        name = machineinfo.pop('name')
        state = machineinfo.pop('state')
        machineinfo.pop('pid')
        update = self.execute(
            'UPDATE machines '
            "SET pid=?, state='provisioned' "
            'WHERE machineid=? AND state=?',
            [os.getpid(), machineid, state]).rowcount
        if update == 1:
            machine = machinetype(*args, inventory=self,
                                  machineinfo=machineinfo, name=name, **kw)
            self.machines.append(machine)
            return machine
        elif update == 0:
            raise UTAHProvisioningInventoryException(
                'Machine was requested by another process')
        elif update > 1:
            raise UTAHProvisioningInventoryException(
                'Multiple machines exist matching those criteria; '
                'database {} may be corrupt'.format(self.db))
        else:
            raise UTAHProvisioningInventoryException(
                'Negative rowcount returned when requesting machine')

[docs]    def release(self, machine=None, name=None):
        """Release a machine so it can be used by other processes.

        :param machine: Machine object to release
        :type machine: obj or None
        :param name: name of machine to release
        :type name: str or None

        """
        if machine is not None:
            name = machine.name
        if name is None:
            raise UTAHProvisioningInventoryException(
                'name required to release a machine')
        query = "UPDATE machines SET state='available' WHERE name=?"
        queryvars = [name]
        update = self.execute(query, queryvars).rowcount
        if update == 1:
            if machine is not None:
                if machine in self.machines:
                    self.machines.remove(machine)
        elif update == 0:
            raise UTAHProvisioningInventoryException(
                'SERIOUS ERROR: Another process released this machine '
                'before we could, which means two processes provisioned '
                'the same machine simultaneously')
        elif update > 1:
            raise UTAHProvisioningInventoryException(
                'Multiple machines exist matching those criteria; '
                'database {} may be corrupt'.format(self.db))
        else:
            raise UTAHProvisioningInventoryException(
                'Negative rowcount returned when releasing machine')

    # Here is how I currently create the database:
    # CREATE TABLE machines (machineid INTEGER PRIMARY KEY,
    #                        name TEXT NOT NULL UNIQUE,
    #                        state TEXT default 'available',
    #                        pid INT,
    #                        [mac-address] TEXT NOT NULL UNIQUE,
    #                        [power-address] TEXT DEFAULT '10.97.0.13',
    #                        [power-id] TEXT,
    #                        [power-user] TEXT DEFAULT 'ubuntu',
    #                        [power-pass] TEXT DEFAULT 'ubuntu',
    #                        [power-type] TEXT DEFAULT 'sentryswitch_cdu');

    # Here is how I currently populate the database:
    # INSERT INTO machines (name, [mac-address], [power-id])
    # VALUES ('acer-veriton-01-Pete', 'd0:27:88:9f:73:ce', 'Veriton_1');
    # INSERT INTO machines (name, [mac-address], [power-id])
    # VALUES ('acer-veriton-02-Pete', 'd0:27:88:9b:84:5b', 'Veriton_2');
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# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide stringification for commands used by timeout and retry."""


[docs]def commandstr(command, *args, **kw):
    """Provide a user-oriented command display.

    i.e. commandstr(command, arg1, arg2, kw1=1, kw2=2)
    should return 'command(arg1, arg2, kw1=1, kw2=2)'

    """
    msg = '{}('.format(command.__name__)
    for arg in args:
        try:
            msg += arg.__name__
        except (AttributeError, SyntaxError):
            msg += str(arg)
        msg += ', '
    for arg in kw:
        try:
            msg += arg.__name__
        except (AttributeError, SyntaxError):
            msg += str(arg)
        msg += '='
        try:
            msg += kw[arg].__name__
        except (AttributeError, SyntaxError):
            msg += str(kw[arg])
        msg += ', '
    msg = msg.rstrip(', ')
    msg += ')'
    return msg
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  Source code for utah.run

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

"""Provide routines used to process command line arguments and run tests."""


from argparse import ArgumentTypeError
import logging
from logging.handlers import TimedRotatingFileHandler
import os
import shutil
import signal
import sys
import time
import urllib

import jsonschema

from utah import template
from utah.client.common import (
    parse_yaml_file,
    ReturnCodes as ClientReturnCodes,
)
from utah.config import config
from utah.client.exceptions import (
    YAMLEmptyFile,
    YAMLParsingError,
)
from utah.client.runner import Runner
from utah.exceptions import UTAHException
from utah.experimental import feature
from utah.provisioning.data import ProvisionData
from utah.provisioning.debs import get_client_debs
from utah.retry import retry
from utah.timeout import timeout
from utah.url import url_argument


# Return codes for the server
[docs]class ReturnCodes:

    r"""Provide standard return codes for run\_ scripts."""

    SUCCESS = 0  # No problems found
    UTAH_EXCEPTION_ERROR = 1  # UTAH exception caught
    TIMEOUT_ERROR = 2  # Unable to complete before config.jobtimeout seconds
    GROUP_ERROR = 3  # User isn't in UTAH group
    UNHANDLED_ERROR = 4  # Non UTAH exception caught
    SIGTERM_RECEIVED = 5  # SIGTERM signal received
    CMD_PARSING_ERROR = 7  # Command line arguments parsing error

    @staticmethod
[docs]    def client_error(returncode):
        """Add offset to client error to avoid overlapping.

        This is useful to be able to know when a failure happened in the server
        or in the client at the shell level.

        :param returncode: The code returned by the client
        :type returncode: int
        :returns: The code to be returned by the server
        :rtype: int

        """
        offset = 100
        return returncode + offset




[docs]def master_runlist_argument(url):
    """Get master runlist and validate it against its schema.

    This function calls :func:`utah.url.url_argument` to download the runlist
    file if needed and then uses the schema defined in
    :class:`utah.client.runner.Runner` to validate it.

    This functions is expected to be passed as the `type` argument of an
    `argparse.ArgumentParser` object to make sure the master runlist is
    reachable and valid before provisioning the system under test.

    :param url: URL as passed to parser object.
    :type url: `basestring`
    :returns: URL or path to the local file
    :rtype: `basestring`

    .. seealso::
        :func:`utah.url.url_argument`,
        :class:`utah.client.runner.Runner`.

    :Example:

    >>> from utah.run import master_runlist_argument
    >>> import argparse
    >>> parser = argparse.ArgumentParser()
    >>> parser.add_argument('url',
    ...                     type=master_runlist_argument)  # doctest: +ELLIPSIS
    _StoreAction(... dest='url', ...)
    >>> runlist = 'lp:utah/utah/client/examples/pass.run'
    >>> parser.parse_args([runlist])  # doctest: +ELLIPSIS
    Namespace(url='/tmp/utah_...')

    """
    filename = url_argument(url)
    try:
        data = parse_yaml_file(filename)
    except YAMLEmptyFile:
        raise ArgumentTypeError(
            'Master runlist seems to be empty: {!r}'
            .format(filename))
    except YAMLParsingError as exception:
        raise ArgumentTypeError(
            'Master runlist failed to parse as a yaml file: {!r}\n'
            'Detailed information: {}'
            .format(filename, exception))

    try:
        jsonschema.validate(data, Runner.MASTER_RUNLIST_SCHEMA)
    except jsonschema.ValidationError as exception:
        raise ArgumentTypeError(
            'Master runlist failed to validate: {!r}\n'
            'Detailed information: {}'
            .format(filename, exception))

    return filename



def _get_runlist(url):
    # TODO: Make something that this and utah.iso._get_resource can both use
    try:
        return urllib.urlretrieve(url)[0]
    except urllib.ContentTooShortError as e:
        err = ('Error when downloading {} (probably interrupted): {}'
               .format(url, e))
    except IOError as e:
        err = 'IOError when downloading {}: {}'.format(url, e)

    raise UTAHException(err, external=True)


def _get_client_cmd(tgt_runlist, extraopts):
    """Generate the command required to execute UTAH on the target.

    :returns: command and path to the report on the target
    :rtype: tuple

    """
    report_path = '/var/lib/utah/utah.out'
    options = '-r {} -o {}'.format(tgt_runlist, report_path)
    cmd = 'utah {} {}'.format(extraopts, options)
    return (cmd, report_path)


def _install_and_run(machine, runlist, extraopts):
    """Connect to a provisioned machine to execute the runlist.

    This will attempt installing the utah-client and executing the runlist
    using a target that's already been provisioned.

    :returns: exit_status and path to the report on the target
    :rtype: tuple

    """
    machine.installclient()
    try:
        runlist_local_path = _get_runlist(runlist)
        target_dir = '/tmp'
        machine.uploadfiles([runlist_local_path], target_dir)

        runlist_file = os.path.basename(runlist_local_path)
        runlist_remote_path = os.path.join(target_dir, runlist_file)

        (cmd, tgt_report) = _get_client_cmd(runlist_remote_path, extraopts)

        exitstatus, _stdout, _stderr = machine.run(cmd, root=True)
        # Check state file to make sure client finished
        # when some reboot commands where executed during the test run
        if exitstatus == ClientReturnCodes.REBOOT:
            logging.info('System under test is rebooting')
            exitstatus = timeout(config.runtimeout, retry,
                                 is_utah_done, machine, 180,
                                 logmethod=logging.info)
        # Make sure that it's possible to know when the server failed
        # and when the client failed just checking the return code
        if exitstatus != 0:
            exitstatus = ReturnCodes.client_error(exitstatus)
    except UTAHException as error:
        logging.error('Failed to run test: %s', str(error))
        exitstatus = ReturnCodes.UTAH_EXCEPTION_ERROR

    return exitstatus, tgt_report


def _provision_and_run(machine, runlist_url, extraopts):
    tgt_tmp = '/var/lib/utah/tmp'
    pd = ProvisionData()
    debs = get_client_debs()
    pd.add_files(debs, tgt_tmp)
    runlist = _get_runlist(runlist_url)
    pd.add_files(runlist, tgt_tmp)

    # convert the path to what it will be in the target
    debs = [os.path.join(tgt_tmp, os.path.basename(x)) for x in debs]

    # build commands to install client debs
    x = 2
    for deb in debs:
        cmd = template.as_buff('install-deb-command.jinja2', deb=deb)
        pd.add_autostart_cmd('0{}_install-client'.format(x), cmd)
        x += 1

    # build command to run utah
    tgt_runlist = os.path.join(tgt_tmp, os.path.basename(runlist))
    (cmd, tgt_report) = _get_client_cmd(tgt_runlist, extraopts)
    pd.add_autostart_cmd('0{}_run-utah'.format(x), cmd)

    machine.provisioncheck(pd)
    try:
        machine.activecheck()
    except UTAHException:
        # Running a reboot test under a VM in TMPFS, the active check seems to
        # somehow run too fast. Retrying seems to make it always work.
        logging.warning('activecheck failed, retrying once')
        machine.activecheck()

    _provision_and_run.rc = 0

    def _complete_cb(match):
        if not match:
            raise UTAHException('Failed to get return code from UTAH runlist')
        _provision_and_run.rc = int(match.group(1))

    machine.rsyslog.wait_for_utah_run(_complete_cb)
    return _provision_and_run.rc, tgt_report


def _run(machine, runlist_url, extraopts):
    """Run a single runlist.

    :returns: exit_status and path to report on target
    :rtype: tuple

    """
    if feature.PROVISIONED_AUTORUN and not machine.provisioned:
        return _provision_and_run(machine, runlist_url, extraopts)
    return _install_and_run(machine, runlist_url, extraopts)


def _write(machine, args, locallogs, report_remote_path):
    """Write runlist report.

    Report will be written using appropriate filename based on the runlist.

    :param machine: Path to the runlist file
    :param args: options from argparse
    :param locallogs: array of files resulting from this job
    :param report_remote_path:
        Path to the report file in the machine being tested

    """
    timestamp = time.strftime('%Y-%m-%d_%H-%m-%S', time.gmtime())

    listname = os.path.basename(args.runlist)
    log_filename = ('{machine}_{runlist}_{timestamp}.{suffix}'
                    .format(machine=machine.name,
                            runlist=listname,
                            timestamp=timestamp,
                            suffix=args.report_type))
    report_local_path = os.path.join(config.logpath, log_filename)
    report_local_path = os.path.normpath(report_local_path)
    try:
        machine.downloadfiles(report_remote_path, report_local_path)
    except UTAHException:
        logging.error('Test log not retrieved')
    else:
        locallogs.append(report_local_path)
        logging.info('Test log copied to %s', report_local_path)
        if args.dumplogs:
            try:
                with open(report_local_path, 'r') as f:
                    print(f.read())
            except IOError as err:
                logging.warning('Test log could not be dumped: {}'
                                .format(err))


def _copy_preseed(machine, args, locallogs):
    """Copy preseed to locallogs.

    If we are provisioning a system, we can optionally copy its preseed along
    with other locallogs from the job.

    """
    if args.outputpreseed or config.outputpreseed:
        if args.outputpreseed:
            logging.debug('Capturing preseed due to command line option')

        p = os.path.join(config.logpath, '{}-preseed.cfg'.format(machine.name))
        if hasattr(machine, 'finalpreseed'):
            try:
                if os.path.isfile(p):
                    os.chmod(p, 0664)
                shutil.copyfile(machine.finalpreseed, p)
            except (IOError, OSError, shutil.Error) as err:
                logging.warning('Failed to copy preseed file: %s', err)
            else:
                locallogs.append(p)
        else:
            logging.debug('Machine has no preseed to capture')


[docs]def run_tests(args, machine):
    """Run a runlist and retrieve results.

    :returns: exitstatus and list of logs returned
    :rtype: tuple(int, list(str))

    """
    install_sigterm_handler()

    args.report_type = 'yaml'
    if args.json:
        args.report_type = 'json'

    # Write the machine name to standard out for log gathering
    print('Running on machine: {}'.format(machine.name))

    extraopts = '-f {}'.format(args.report_type)

    locallogs = []

    # Server will return success code only if the execution
    # of every runlist was successful
    exitstatus, remote_path = _run(machine, args.runlist, extraopts)
    _write(machine, args, locallogs, remote_path)

    if args.files is not None:
        try:
            locallogs += getfiles(args, machine)
        except UTAHException as err:
            logging.warning('Failed to download files: %s', str(err))

    _copy_preseed(machine, args, locallogs)

    return exitstatus, locallogs



[docs]def getfiles(args, machine):
    """Download files from machine.

    :returns: list of download files
    :rtype: list(str)

    """
    outdir = (args.outdir or os.path.join(config.logpath, machine.name))
    if not os.path.isdir(outdir):
        try:
            os.makedirs(outdir)
        except OSError as err:
            raise UTAHException('Failed to create output directory {}: {}'
                                .format(outdir, err), external=True)

    machine.downloadfilesrecursive(args.files, outdir)

    localfiles = []

    for mydir, dirs, files in os.walk(outdir):
        myfiles = [os.path.join(mydir, x) for x in files]
        for myfile in myfiles:
            localfiles.append(myfile)

    return localfiles



[docs]def configure_logging(debug=False):
    """Configure logging.

    Configure root logger using three different handlers with a different log
    level:
    - Console: Set according to `consoleloglevel` from configuration
    - Log file: Set according to `fileloglevel` from configuration
    - Debug log file: Always set to debug

    Other loggers are expected to propagate their messages up to the logging
    hierarchy.

    """
    logger = logging.getLogger()
    # configure_logging is being called in different scripts that might call
    # other scripts. This check avoids adding multiple handlers when logging as
    # already been configured.
    if logger.handlers:
        logger.debug('Logging already configured. '
                     'Skipping logging configuration.')
        return

    logger.setLevel(logging.NOTSET)

    formatter = logging.Formatter('%(asctime)s %(name)s '
                                  '%(levelname)s: %(message)s')

    # Console logging
    console_handler = logging.StreamHandler()
    console_handler.setFormatter(formatter)
    log_level = logging.DEBUG if debug else config.consoleloglevel
    console_handler.setLevel(log_level)
    logger.addHandler(console_handler)

    # File logging
    file_handler = \
        TimedRotatingFileHandler(config.logfile,
                                 when=config.logrotation_when,
                                 interval=config.logrotation_interval,
                                 utc=True)
    file_handler.setFormatter(formatter)
    file_handler.setLevel(config.fileloglevel)
    logger.addHandler(file_handler)

    # Debug file logging
    if config.debuglog is not None:
        debug_file_handler = \
            TimedRotatingFileHandler(config.debuglog,
                                     when=config.logrotation_when,
                                     interval=config.logrotation_interval,
                                     utc=True)
        debug_file_handler.setFormatter(formatter)
        debug_file_handler.setLevel(logging.DEBUG)
        logger.addHandler(debug_file_handler)

    # Configure ssh logging in a separate file
    ssh_file_handler = \
        TimedRotatingFileHandler(config.ssh_logfile,
                                 when=config.logrotation_when,
                                 interval=config.logrotation_interval,
                                 utc=True)

    ssh_file_handler.setFormatter(formatter)
    ssh_file_handler.setLevel(logging.DEBUG)

    # ssh logs available in both ssh log file and other files
    logger = logging.getLogger('ssh')
    logger.addHandler(ssh_file_handler)

    # paramiko logs only available in ssh log file
    logger = logging.getLogger('paramiko')
    logger.propagate = False
    logger.addHandler(ssh_file_handler)

    feature.log_features()



[docs]def install_sigterm_handler():
    """Capture SIGTERM signal to avoid abrupt process termination.

    This function registers a handler that raises an exception when SIGTERM is
    received to ensure that machine object cleanup methods are called.
    Otherwise, cleanup methods aren't called when the process is abruptly
    terminated.

    """
    def handler(signum, frame):
        """Raise exception when signal is received."""
        logging.warning('Signal received: %d', signum)
        sys.exit(ReturnCodes.SIGTERM_RECEIVED)

    signal.signal(signal.SIGTERM, handler)



[docs]def is_utah_done(machine, checktimeout):
    """Use utah-done.py to check if the run is finished.

    :param machine: Machine object to check
    :type machine: Machine
    :param checktimeout: Time to wait before raising exception if check fails
    :type checktimeout: int
    :returns: The exit status of utah-done.py if it's not `UNKNOWN`.
    :raises UTAHException:
        When the utah client process isn't finished yet.

    """
    logging.info('Checking if UTAH client is finished')
    machine.activecheck()
    try:
        exitstatus = machine.run('/usr/share/utah/client/utah-done.py',
                                 quiet=True)[0]
        if exitstatus == ClientReturnCodes.UNKNOWN:
            logging.info('UTAH client is *not* finished yet')
            raise UTAHException('UTAH is not finished', retry=True)
        else:
            logging.info('UTAH client is finished')
            return exitstatus
    except Exception as err:
        raise UTAHException(str(err), retry=True)
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  Source code for utah.preseed

# Ubuntu Testing Automation Harness
# Copyright 2012 Canonical Ltd.

# This program is free software: you can redistribute it and/or modify it
# under the terms of the GNU General Public License version 3, as published
# by the Free Software Foundation.

# This program is distributed in the hope that it will be useful, but
# WITHOUT ANY WARRANTY; without even the implied warranties of
# MERCHANTABILITY, SATISFACTORY QUALITY, or FITNESS FOR A PARTICULAR
# PURPOSE.  See the GNU General Public License for more details.

# You should have received a copy of the GNU General Public License along
# with this program.  If not, see <http://www.gnu.org/licenses/>.

r"""This module provides all the classes needed to:
 - Parse a preseed file
 - Update some values
 - Add new sections
 - Write the changes back to a file

The expected way to use it is by passing a file-like object or an iterable that
yields one line of the preseed at a time:

>>> from utah.preseed import Preseed
>>> from StringIO import StringIO
>>> preseed_text = StringIO(
...    '# Comment\n'
...    '\n'
...    'd-i passwd/username string utah\n')
>>> preseed = Preseed(preseed_text)

After that, any of the configuration sections can be accessed by the question
name:

>>> section = preseed['passwd/username']
>>> section
<ConfigurationSection: 'd-i passwd/username string utah\n'>

and values can be updated by setting them directly in the section objects:

>>> section.value = 'ubuntu'
>>> section
<ConfigurationSection: 'd-i passwd/username string ubuntu\n'>

In addition to this, if a new section is needed, it can be appended/prepended
to the preseed by calling directly the :class:`Preseed` methods or the
:class:`ConfigurationSection` methods to use the section as a reference, that
is, append/prepend after/before the given section.

>>> section.append('d-i passwd/user-password password\n')
>>> section.append('d-i passwd/user-password-again password\n')

Once the desired changes have been applied, the :meth:`Preseed.dump` method can
be used to write the output to a new file:

>>> print preseed.dump()
# Comment
<BLANKLINE>
d-i passwd/username string ubuntu
d-i passwd/user-password-again password
d-i passwd/user-password password
<BLANKLINE>

"""


import string


[docs]class Preseed(object):

    """Read/Write preseed files easily.

    :param lines:
        File-like object or iterable that yields one line from the preseed at a
        time.
    :type lines: iterable

    """

    def __init__(self, lines=None):
        # Used to access quickly to configuration sections by question name
        self._qnames = {}
        if lines is not None:
            self.load(lines)
        else:
            self.sections = []

    def __getitem__(self, key):
        """Access lines directly by their question name.

        :param key: Question name
        :type: `basestring` | :class:`TextPropertyValue`
        :returns: Section in the preseed that matches the passed question name
        :rtype: :class:`Section`

        """
        if isinstance(key, TextPropertyValue):
            key = key.text
        if not isinstance(key, basestring):
            raise TypeError

        return self._qnames[key]

    def __contains__(self, key):
        """Use in operator with question names.

        :param key: Question name
        :type: `basestring` | `TextPropertyValue`
        :returns:
            Whether a section that matches the question name is in the preseed
            or not
        :rtype: `bool`

        """
        if isinstance(key, TextPropertyValue):
            key = key.text
        if not isinstance(key, basestring):
            raise TypeError

        return key in self._qnames

[docs]    def load(self, lines):
        r"""Parse preseed configuration lines.

        :param lines: Any iterable that yields preseed file configuration lines
        :type lines: iterable
        :returns: Preseed file object with information parsed
        :rtype: :class:`Preseed`
        :raises ParsingError:
            If there's a problem parsing some configuration lines, this
            exception will be raised with the line number where the problem was
            detected in the message.

        :Example:

        >>> from StringIO import StringIO
        >>> preseed_text = StringIO(
        ...    '# Comment\n'
        ...    '\n'
        ...    'd-i passwd/username string utah\n')
        >>> preseed = Preseed()
        >>> preseed.load(preseed_text)
        >>> print preseed.dump()
        # Comment
        <BLANKLINE>
        d-i passwd/username string utah
        <BLANKLINE>

        .. note::
            This method is automatically called at initialization time if the
            `lines` parameter is passed to the constructor, so it's not really
            expected to be used directly.

        .. seealso:: :meth:`dump`

        """
        self.sections = []
        # One line might be made of multiple lines
        # that are continued with '\\'
        output_lines = []
        for line_number, input_line in enumerate(lines):
            input_line = input_line.rstrip('\r\n')
            output_lines.append(input_line)

            # Line is finished when it's a comment
            # or when no continuation character is found
            if (input_line.startswith('#') or
                    not input_line.endswith('\\')):
                try:
                    new_section = Section.new(output_lines)
                except ParsingError as exception:
                    # Add line number information to the exception
                    raise ParsingError("Line {}: {}"
                                       .format(line_number + 1, exception))
                self.append(new_section)
                output_lines = []


[docs]    def dump(self):
        r"""Dump preseed configuration statements.

        This method returns the contents of the preseed after the changes
        applied. The string returned is normally used to write the changes back
        to a file that can be used as the new preseed to provision a system.

        :returns: Formatted preseed configuration lines
        :rtype: `string`

        :Example:

        >>> preseed = Preseed('# Comment\n'.splitlines())
        >>> preseed.dump()
        '# Comment\n'

        .. seealso:: :meth:`load`

        """
        return ''.join(str(section) for section in self.sections)


[docs]    def prepend(self, new_section, ref_section=None):
        r"""Prepend a new section to the preseed.

        :param new_section:
            The new section to be prepended.

            .. note::
                If a string is passed instead, a new section will be
                created from the string with :meth:`Section.new`.
        :type new_section: :class:`Section` | `basestring`
        :param ref_section:
            A section to be used as a reference, meaning that the new section
            will be prepended after the reference section.

            .. note::
                If no reference section is passed, then the new section will be
                prepended just to the beginning of the preseed.
        :type ref_section: :class:`Section`

        :Example:

        >>> preseed = Preseed('d-i passwd/username string utah\n'.splitlines())
        >>> preseed.prepend('# Comment')
        >>> print preseed.dump()
        # Comment
        d-i passwd/username string utah
        <BLANKLINE>

        .. seealso:: :meth:`append`

        """
        if isinstance(new_section, basestring):
            new_section = Section.new(new_section.splitlines())
        assert isinstance(new_section, Section)
        assert new_section.parent is None
        if ref_section is None:
            index = 0
        else:
            for index, section in enumerate(self.sections):
                if section is ref_section:
                    break
            else:
                raise ValueError('Reference section not found: {}'
                                 .format(ref_section))

        if (self.sections and
                isinstance(new_section, (BlankSection, CommentSection)) and
                type(new_section) == type(self.sections[index])):
            # Old section to be replaced, won't have a parent anymore
            self.sections[index].parent = None
            grouped_section = new_section + self.sections[index]
            self.sections[index] = grouped_section
            # New section is now included in the preseed
            grouped_section.parent = self
        else:
            self._insert(index, new_section)


[docs]    def append(self, new_section, ref_section=None):
        r"""Append a new section to the preseed.

        :param new_section:
            The new section to be appended.

            .. note::
                If a string is passed instead, a new section will be
                created from the string with :meth:`Section.new`.
        :type new_section: :class:`Section` | `basestring`
        :param ref_section:
            A section to be used as a reference, meaning that the new section
            will be appended after the reference section.

            .. note::
                If no reference section is passed, then the new section will be
                appended just to the end of the preseed.
        :type ref_section: :class:`Section`

        :Example:

        >>> preseed = Preseed('# Comment\n'.splitlines())
        >>> preseed.append('d-i passwd/username string utah\n')
        >>> print preseed.dump()
        # Comment
        d-i passwd/username string utah
        <BLANKLINE>

        .. seealso:: :meth:`prepend`

        """
        if isinstance(new_section, basestring):
            new_section = Section.new(new_section.splitlines())
        assert isinstance(new_section, Section)
        assert new_section.parent is None
        if ref_section is None:
            index = len(self.sections) - 1
        else:
            for index, section in enumerate(self.sections):
                if section is ref_section:
                    break
            else:
                raise ValueError('Reference section not found: {}'
                                 .format(ref_section))

        if (self.sections and
                isinstance(new_section, (BlankSection, CommentSection)) and
                type(new_section) == type(self.sections[index])):
            self.sections[index] += new_section
        else:
            index += 1
            self._insert(index, new_section)


    def _insert(self, index, new_section):
        """Insert section or join it with another one of the same type."""
        assert new_section.parent is None
        # Take ownership of the section
        new_section.parent = self

        self.sections.insert(index, new_section)

        # Update question name index
        if isinstance(new_section, ConfigurationSection):
            self.section_updated(new_section,
                                 'qname',
                                 None,
                                 new_section.qname.text)

[docs]    def section_updated(self, section, property_name, old_text, new_text):
        """Update question names index.

        This is a callback called every time a section property is updated and
        used to maintain question names index integrity

        :param section: Section object calling the callback
        :type section: :class:`Section`
        :param property_name: Name of the updated property
        :type property_name: `string`
        :param old_text: Old property text
        :type old_text: `string` | `None`
        :param new_text: New property text
        :type new_text: `string`
        :raises DuplicatedQuestionName:
            If the updated property is `qname` and the new text is already
            taken by other section which would break the access to a section by
            the question name.

        """
        assert isinstance(new_text, basestring)
        if property_name == 'qname':
            if new_text in self._qnames:
                raise DuplicatedQuestionName(new_text)

            if old_text is not None:
                assert isinstance(old_text, basestring)
                assert old_text in self._qnames
                assert self._qnames[old_text] == section
                del self._qnames[old_text]

            self._qnames[new_text] = section




[docs]class Section(object):

    """Any kind of preseed section (blank, comment or configuration)."""

    def __init__(self):
        self.parent = None

    def __repr__(self):
        return '<{}: {!r}>'.format(self.__class__.__name__, str(self))

    def __str__(self):
        return '<Section>'

    @classmethod
[docs]    def new(cls, lines):
        r"""Create new section subclass based on the lines in the preseed.

        This method is used by the :meth:`Preseed.load` method to create new
        sections while parsing a preseed file.

        :param lines: Lines to be parsed for this particular section
        :type lines: `list`
        :returns: Section object the properly represents the lines passed
        :rtype: subclass of :class:`Section`

        :Example:

        >>> from utah.preseed import Section
        >>> Section.new('\n'.splitlines())
        <BlankSection: '\n'>
        >>> Section.new('# Comment\n'.splitlines())
        <CommentSection: '# Comment\n'>
        >>> Section.new('d-i passwd/username string utah\n'.splitlines())
        <ConfigurationSection: 'd-i passwd/username string utah\n'>

        .. seealso::

            :class:`BlankSection`, :class:`CommentSection`,
            :class:`ConfigurationSection`

        """
        assert isinstance(lines, list)

        if all(not line for line in lines):
            return BlankSection(len(lines))

        if all(line.startswith('#') for line in lines):
            return CommentSection(lines)

        assert all(line and not line.startswith('#')
                   for line in lines)
        return ConfigurationSection(lines)




[docs]class BlankSection(Section):

    """A pressed section that represents a group of consecutive blank lines.

    :param lines_count: Number of blank lines represented by this section
    :type lines_count: `int`
    :var lines_count: The number of lines as passed to the constructor

    :Example:

    >>> from utah.preseed import BlankSection
    >>> section = BlankSection(3)
    >>> section.lines_count
    3

    .. automethod:: __add__
    .. automethod:: __iadd__

    """

    def __init__(self, lines_count):
        super(BlankSection, self).__init__()
        assert isinstance(lines_count, int)
        self.lines_count = lines_count

    def __str__(self):
        return '\n' * self.lines_count

[docs]    def __add__(self, other):
        r"""Add two blank sections.

        :param other: The section to add
        :type other: :class:`BlankSection`
        :returns:
            A new blank section that contains the amount of lines lines from
            the two sections being added.
        :rtype: :class:`BlankSection`

        :Example:

        >>> blank1 = BlankSection(1)
        >>> blank2 = BlankSection(2)
        >>> blank3 = blank1 + blank2
        >>> blank3.lines_count
        3

        .. seealso:: :meth:`__iadd__`

        """
        assert isinstance(other, BlankSection)
        assert self.parent == other.parent
        return BlankSection(self.lines_count + other.lines_count)


[docs]    def __iadd__(self, other):
        r"""Add two blank sections in place.

        :param other: The section to add
        :type other: :class:`BlankSection`
        :returns:
            The section on the left updated to contain the amount of lines
            lines from the two sections being added.
        :rtype: :class:`BlankSection`

        :Example:

        >>> blank1 = BlankSection(1)
        >>> blank2 = BlankSection(2)
        >>> blank3 = blank1 + blank2
        >>> blank3.lines_count
        3

        .. seealso:: :meth:`__iadd__`

        """
        assert isinstance(other, BlankSection)
        self.lines_count += other.lines_count
        return self




[docs]class CommentSection(Section):

    r"""A preseed section that represents a group consecutive comment lines.

    :param lines: An iterable that yields one line at a time
    :type lines: `iterable`
    :var lines: The comment lines that were passed to the constructor

    :Example:

    >>> from utah.preseed import CommentSection
    >>> comment_str = '# Comment\n'
    >>> section = CommentSection(comment_str.splitlines())
    >>> section.lines
    ['# Comment']

    .. automethod:: __add__
    .. automethod:: __iadd__

    """

    def __init__(self, lines):
        super(CommentSection, self).__init__()
        assert isinstance(lines, list)
        assert all(line.startswith('#') for line in lines)
        self.lines = lines

    def __str__(self):
        return '{}\n'.format('\n'.join(self.lines))

[docs]    def __add__(self, other):
        r"""Add two comment sections.

        :param other: The section to add
        :type other: :class:`CommentSection`
        :returns:
            A new comment section that contains the comment lines from the two
            sections being added.
        :rtype: :class:`CommentSection`

        :Example:

        >>> comment1 = CommentSection('# Comment 1\n'.splitlines())
        >>> comment2 = CommentSection('# Comment 2\n'.splitlines())
        >>> comment3 = comment1 + comment2
        >>> comment3.lines
        ['# Comment 1', '# Comment 2']

        .. seealso:: :meth:`__iadd__`

        """
        assert isinstance(other, CommentSection)
        assert self.parent == other.parent
        return CommentSection(self.lines + other.lines)


[docs]    def __iadd__(self, other):
        r"""Add two comment sections in place.

        :param other: The section to add
        :type other: :class:`CommentSection`
        :returns:
            The section on the left updated to contain the comment lines from
            the two sections being added.
        :rtype: :class:`CommentSection`

        :Example:

        >>> comment1 = CommentSection('# Comment 1\n'.splitlines())
        >>> comment2 = CommentSection('# Comment 2\n'.splitlines())
        >>> comment1 += comment2
        >>> comment1.lines
        ['# Comment 1', '# Comment 2']

        .. seealso:: :meth:`__add__`

        """
        assert isinstance(other, CommentSection)
        self.lines.extend(other.lines)
        return self




[docs]class TextProperty(object):

    """A text property used in :class:`ConfigurationSection` objects.

    .. seealso:: :class:`TextPropertyValue`

    """

    def __init__(self, name):
        self.name = name
        self.obj_name = '_{}'.format(name)

    def __get__(self, obj, owner=None):
        if not hasattr(obj, self.obj_name):
            self.__set__(obj, '')
        value = getattr(obj, self.obj_name)
        assert isinstance(value, TextPropertyValue)
        return value

    def __set__(self, obj, new_text):
        assert isinstance(new_text, basestring)

        if hasattr(obj, self.obj_name):
            old_value = self.__get__(obj)
            old_text = old_value.text
        else:
            old_text = None
        new_value = TextPropertyValue(self, obj, new_text)
        setattr(obj, self.obj_name, new_value)
        obj.property_updated(self.name, old_text, new_text)



[docs]class TextPropertyValue(object):

    """A text value used in :class:`TextProperty` objects.

    The value being stored is just a text string, so there's currently no type
    even if the configuration sections in a preseed use types for values.

    """

    def __init__(self, parent, obj, text=''):
        self.parent = parent
        self.obj = obj
        self.text = text

    def __str__(self):
        return self.text

    def __repr__(self):
        return '<TextPropertyValue: {!r}>'.format(self.text)

    def __nonzero__(self):
        return bool(self.text)

    def __eq__(self, other):
        if isinstance(other, TextPropertyValue):
            return self.text == other.text

        if isinstance(other, basestring):
            return self.text == other

        raise TypeError

[docs]    def prepend(self, other_text):
        r"""Prepend a string to the stored value.

        :param other_text: The text to be prepended
        :type other_text: `basestring`
        :returns: The updated value
        :rtype: :class:`TextPropertyValue`

        :Example:

        >>> late_command_str = 'd-i preseed/late_command string some_command\n'
        >>> section = Section.new(late_command_str.splitlines())
        >>> section.value
        <TextPropertyValue: 'some_command'>
        >>> section.value.prepend('another_command; ')
        <TextPropertyValue: 'another_command; some_command'>

        .. note::
            The change happens in place, so there's no need to assign any
            result back to the :class:`TextProperty` object:

        """
        assert isinstance(other_text, basestring)
        old_text = self.text
        new_text = other_text + self.text
        self.text = new_text
        self.obj.property_updated(self.parent.name, old_text, new_text)
        return self


[docs]    def append(self, other_text):
        r"""Append a string to the stored value.

        :param other_text: The text to be appended
        :type other_text: `basestring`
        :returns: The updated value
        :rtype: :class:`TextPropertyValue`

        :Example:

        >>> late_command_str = 'd-i preseed/late_command string some_command\n'
        >>> section = Section.new(late_command_str.splitlines())
        >>> section.value
        <TextPropertyValue: 'some_command'>
        >>> section.value.append('; another_command')
        <TextPropertyValue: 'some_command; another_command'>

        .. note::
            The change happens in place, so there's no need to assign any
            result back to the :class:`TextProperty` object:

        """
        assert isinstance(other_text, basestring)
        old_text = self.text
        new_text = self.text + other_text
        self.text = new_text
        self.obj.property_updated(self.parent.name, old_text, new_text)
        return self




[docs]class ConfigurationSection(Section):

    r"""A preseed configuration statement made of one or multiple lines.

    The expected format of a configuration section is as follows::

        <owner> <qname> <qtype> <value>

    where the whole section might be made of multiple lines. A line is
    considered not to finish the statement if there's a backslash character
    just before the newline character.

    If the parsing succeeds, every field is accessible using the same name as
    above.

    :parameter raw_lines: An iterable that yields one line at a time
    :type raw_lines: `iterable`
    :raises ParsingError:
        If the configuration lines don't follow the expected format above, this
        exception will be raised.

    :Example:

    >>> from utah.preseed import ConfigurationSection
    >>> configuration_str = 'd-i passwd/username string utah\n'
    >>> section = ConfigurationSection(configuration_str.splitlines())
    >>> section.owner
    <TextPropertyValue: 'd-i'>
    >>> section.qname
    <TextPropertyValue: 'passwd/username'>
    >>> section.qtype
    <TextPropertyValue: 'string'>
    >>> section.value
    <TextPropertyValue: 'utah'>

    """

    TRAILING_CHARS = string.whitespace + '\\'

    owner = TextProperty('owner')
    qname = TextProperty('qname')
    qtype = TextProperty('qtype')
    value = TextProperty('value')

    def __init__(self, raw_lines):
        super(ConfigurationSection, self).__init__()
        lines = [raw_lines[0].rstrip(self.TRAILING_CHARS)]
        for raw_line in raw_lines[1:]:
            lines.append(raw_line
                         .lstrip()
                         .rstrip(self.TRAILING_CHARS))
        text = ' '.join(lines)
        splitted_text = text.split(None, 3)
        try:
            self.owner = splitted_text[0]
            self.qname = splitted_text[1]
            self.qtype = splitted_text[2]
        except IndexError:
            raise ParsingError('Unable to parse configuration lines: {}'
                               .format(text))

        if len(splitted_text) == 4:
            self.value = splitted_text[3]
        else:
            self.value = ''

    def __str__(self):
        """Return text representation in a single line."""
        if self.value:
            line = ('{} {} {} {}\n'
                    .format(self.owner, self.qname, self.qtype,
                            self.value))
        else:
            line = ('{} {} {}\n'
                    .format(self.owner, self.qname, self.qtype))
        return line

[docs]    def prepend(self, new_section):
        r"""Prepend a new section to this one.

        This is a wrapper method that actually calls the
        :meth:`Preseed.prepend` method in the preseed using this section as a
        reference section to set the insertion position.

        :param new_section: The new section to be prepended.

            .. note::
                If a string is passed instead, a new section will be
                created from the string with :meth:`Section.new`.
        :type new_section: :class:`Section` | `basestring`
        :returns: None
        :rtype: None

        :Example:

        >>> preseed = Preseed()
        >>> section = Section.new('d-i passwd/username string utah\n'
        ...                       .splitlines())
        >>> preseed.append(section)
        >>> section.prepend('d-i passwd/user-password password\n')
        >>> print preseed.dump()
        d-i passwd/user-password password
        d-i passwd/username string utah
        <BLANKLINE>

        .. seealso:: :meth:`append`

        """
        assert self.parent is not None
        if isinstance(new_section, basestring):
            new_section = Section.new(new_section.splitlines())

        assert isinstance(new_section, Section)
        self.parent.prepend(new_section, self)


[docs]    def append(self, new_section):
        r"""Append a new section to this one.

        This is a wrapper method that actually calls the :meth:`Preseed.append`
        method in the preseed using this section as a reference section to set
        the insertion position.

        :param new_section: The new section to be appended.

            .. note::
                If a string is passed instead, a new section will be
                created from the string with :meth:`Section.new`.
        :type new_section: :class:`Section` | `basestring`
        :returns: None
        :rtype: None

        :Example:

        >>> preseed = Preseed()
        >>> section = Section.new('d-i passwd/username string utah\n'
        ...                       .splitlines())
        >>> preseed.append(section)
        >>> section.append('d-i passwd/user-password password\n')
        >>> print preseed.dump()
        d-i passwd/username string utah
        d-i passwd/user-password password
        <BLANKLINE>

        .. seealso:: :meth:`prepend`

        """
        assert self.parent is not None
        if isinstance(new_section, basestring):
            new_section = Section.new(new_section.splitlines())

        assert isinstance(new_section, Section)
        self.parent.append(new_section, self)


[docs]    def property_updated(self, property_name, old_value, new_value):
        """Propagate property updates to preseed parent.

        If a parent preseed is set, for every updated received from a property
        value, the same update is propagated to the parent preseed object.

        :param property_name: Name of the updated property
        :type property_name: string
        :param old_value: Old property value
        :type old_value: `string` | `None`
        :param new_value: New property value
        :type new_value: `string`

        """
        if self.parent:
            self.parent.section_updated(self,
                                        property_name,
                                        old_value,
                                        new_value)




[docs]class ParsingError(Exception):

    r"""An error happened when parsing a preseed section.

    This exception is raised when a preseed is being parsed and a new section
    object is being created to store some contents.

    :Example:

    >>> preseed_str = ('not valid\n')
    >>> preseed = Preseed(preseed_str.splitlines())
    Traceback (most recent call last):
      ...
    ParsingError: Line 1: Unable to parse configuration lines: not valid

    .. seealso:: :meth:`Preseed.load`, :class:`ConfigurationSection`

    """

    pass



[docs]class DuplicatedQuestionName(Exception):

    r"""Duplicated question name found in preseed.

    This exception is raised when a question name is found more than once in a
    preseed. This is part of the process used in the `Preseed` class to
    guarantee that questions can be accessed based on their name.

    :Example:

    >>> preseed_str = ('d-i passwd/username string utah\n'
    ...                'd-i passwd/username string ubuntu\n')
    >>> preseed = Preseed(preseed_str.splitlines())
    Traceback (most recent call last):
      ...
    DuplicatedQuestionName: passwd/username

    """

    pass
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