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MSMBuilder Introduction

Not written yet. Come back soon.
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What’s New


2.6 Changelog



	Migrated from SVN to Github for version control. The source code can
now be found at https://github.com/SimTk/msmbuilder

	Renamed all the functions in MSMLib to be pep8 compliant.
Aliases have been added for the old names.  Note: Trajectory.py is
still not pep8 compliant, but will be fixed by release 3.0.

	Split MSMLib into 2 files: MSMLib and msm_analysis. msm_analysis contains
all the code for analyzing MSMs (eigenvector calculation, sampling, etc).
MSMLib contains code for building models, while msm_analysis contains
code for working with models.

	Removed AssignMPI.py

	Added more unit tests and Travis automated unit testing.

	Updated most of MSMBuilder to be PEP8 compliant.

	Rewrote code for estimating reversible maximum likelihood count matrix.
The new code should be faster and easier to read.

	New code implementing min-cut/max-flow cut-based reaction coordinate
learning from MSMs (cfep.py). Beta version.

	New code for the computation of MSM hub scores.

	Switched to YAML for storing project information.

	Added script RebuildProject.py to construct YAML ProjectInfo file.

	Deleted the Serializer class.

	New msmbuilder.io module for storing output.

	Added support for the BACE coarse graining algorithm.

	Better error checking for assignments arrays.

	Updates to tutorials.

	Rewrote lumping code for improved readability.









2.5.1 Changelog



	Updates to tutorials.

	Moved Ward clustering and SCRE to AdvancedMethods tutorial.









2.5 Changelog



	The libraries are distance metric agnostic, you can use your own
new distance metric without having to change the clustering/assignment code.

	Dihedral, Contact (residues and/or atoms), hybrid distance metric code

	New clustering algorithms (CLARANS / subsampled CLARANS)

	Flux-based PCCA+.

	Support for Hierarchical Clustering (e.g. Ward).

	SCRE rate matrix estimation.









2.0.4 Changelog



	Improvements in PCCA, PCCA+ lead to better macrostate definition.









2.0.3 Changelog



	Bug fix: In ConvertDataToHDF, the Stride option was not being used
for non-FAH style datasets.

	Fixed unicode strings were causing scipy issues on certain platforms.









2.0.2 Changelog



	Fixed issue with AtomIndices in UpdateProjectToHDF

	Using dtype=’int’ for Assignments, consistent throughout MSMBuilder.

	CalculateImpliedTimescales now allows users to exit through control+C

	Fixed some tabbing issues in MSMLib.py









2.0.1 Changelog



	Fixed a bug in ConvertProjectToHDF that prevented MSMBuilder from seeing
multiple XTC files in a single directory.

	Fixed carriage return issues in UpdateProjectToHDF

	Fixed minor bugs in Project class.

	If Project cannot find its PDB, it also will look in the current directory.
This helps when the absolute path of a Project changes.

	Unit tests.

	Removed unnecessary files, reducing the package size to 10MB.
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Distance Metrics: msmbuilder.metrics

Distance metrics in MSMBuilder object which compute the the distance between two frames from an MD simulation. A variety of distance metrics are supported, which all implement the same interface defined in msmbuilder.metrics.AbstractDistanceMetric.

The basic architecture of the distance metrics are that all of their configurables are set in an __init__() method which is specific to each metric. A method called prepare_trajectory(self, trajectory) takes as input a msmbuilder.Trajectory.Trajectory object and returns a python container object (at this point either a custom container supporting slice operations for RMSD or a numpy array for every other metric). This method does any required preprocessing such as extracting the dihedral angles for the msmbuilder.metrics.Dihedral metric. Then, distances can be computed using the metric object and the prepared trajectory by invoking a variety of methods on the metric object with the prepared trajectories, e.g. one_to_all(self, ptraj1, ptraj2, index1) to compute the distance from one frame to every frame in a trajectory, one_to_many(self, ptraj1, ptraj2, index1, indices2) to compute the distance from one frame to a collection of frames in a trajectory, or other similar metrics.

Currently, the following distance metrics are implemented:

msmbuilder.metrics.RMSD Measures the cartesians room mean square deviation between corresponding atoms in two frames after rotating and translating the two frames to bring them into maximum coincidence.

msmbuilder.metrics.Dihedral Measures the difference in the dihedral angles between two frames. Because of the periodic symmetry of dihedral angles, this is implemented by comparing difference in the sine and cosine of each the dihedral angles, which is equivalent to the difference of the angles in the complex plane.

msmbuilder.metrics.ContinuousContact Each frame is represented by the pairwise distance between residues, and then frames are compared based on the difference between these sets of distances. The set of distances that are monitored is configurable. The sense in which the distance between residues is computed (C-alpha, closest heavy atom, etc) is configurable.

msmbuilder.metrics.BooleanContact Each frame is represented a set of booleans representing whether each of a set of residue-residue contacts is present or absent, and frames are compared based on the different between these sets of booleans.

msmbuilder.metrics.AtomPairs While ContinuousCotact monitors the distance between residues, AtomPairs monitors the distance between specific atoms. Each frame is represented by the pairwise distance between a set of atoms, and the distance between frames is computed based on the the distance between these vectors of pairwise distances.

msmbuilder.metrics.hybrid.Hybrid This class can be used to compose metrics additively. For example, you can have a metric that is 0.5 * rmsd + 0.5 * dihedral. Note that the different metrics are probably in different units, so you’ll have to be careful what weights you want to give them when you add them.

msmbuilder.metrics.hybrid.HybridPNorm This metric is used to compose other metrics by adding them in quadrature (p=2) or some other power mean. It is more general than msmbuilder.metrics.Hybrid, which is a special case for p=1.


Performance Notes

Most of the leg work for these distance metrics is done in C with shared memory parallelism (OpenMP) to take advantage of multicore architecture. The RMSD code has been highly optimized using SSE intrinsics, attention to cache performance, a faster matrix multiply for the Nx3 case than BLAS, etc. The other codes have been less highly optimized, but are algorithmically simpler than RMSD.

If you’d like to reduce the number of cores used by the distance metrics, you can set the OMP_NUM_THREADS environment variable. (e.g. export OMP_NUM_THREADS=1 in bash to use only 1 core/thread).




Kinetic Distance Metrics

New distance metrics for kinetic clustering are currently an active area of research in the Pande Lab.




Concrete Metrics


RMSD


	
class msmbuilder.metrics.RMSD(atomindices=None, omp_parallel=True)

	Bases: msmbuilder.metrics.baseclasses.AbstractDistanceMetric

Compute distance between frames using the Room Mean Square Deviation
over a specifiable set of atoms using the Theobald QCP algorithm

References




	[R10]	Theobald, D. L. Acta. Crystallogr., Sect. A 2005, 61, 478-480.










	RMSD.__init__([atomindices,omp_parallel])
	Initalize an RMSD calculator


	RMSD.prepare_trajectory(trajectory)
	Prepare the trajectory for RMSD calculation.


	RMSD.one_to_many(prepared_traj1,...)
	Calculate a vector of distances from one frame of the first trajectory


	RMSD.one_to_all(prepared_traj1,...)
	Calculate a vector of distances from one frame of the first trajectory


	RMSD.all_pairwise(prepared_traj)
	Calculate condensed distance metric of all pairwise distances












Vectorized Metrics


	
class msmbuilder.metrics.Dihedral(metric='euclidean', p=2, angles='phi/psi', userfilename='DihedralIndices.dat', V=None, VI=None, indices=None)

	Bases: msmbuilder.metrics.baseclasses.Vectorized, msmbuilder.metrics.baseclasses.AbstractDistanceMetric

Distance metric for calculating distances between frames based on their
projection in dihedral space.







	Dihedral.__init__([metric,p,angles,...])
	Create a distance metric to act on torison angles


	Dihedral.prepare_trajectory(trajectory)
	Prepare the dihedral angle representation of a trajectory, suitable for distance calculations.


	Dihedral.one_to_all(prepared_traj1,...)
	Measure the distance from one frame to every frame in a trajectory


	Dihedral.one_to_many(prepared_traj1,...)
	Calculate a vector of distances from one frame of the first trajectory


	Dihedral.many_to_many(prepared_traj1,...)
	Get a matrix of distances from each frame in a set to each other frame in a second set.


	Dihedral.all_pairwise(prepared_traj)
	Calculate a condense” distance matrix of all the pairwise distances


	Dihedral.all_to_all(prepared_traj1,...)
	Get a matrix of distances from all frames in one traj to all frames in










	
class msmbuilder.metrics.ContinuousContact(metric='euclidean', p=2, contacts='all', scheme='closest-heavy', V=None, VI=None)

	Bases: msmbuilder.metrics.baseclasses.Vectorized, msmbuilder.metrics.baseclasses.AbstractDistanceMetric

Distance metric for calculating distances between frames based on the
pairwise distances between residues.

Here each frame is represented as a vector of the distances between pairs
of residues.







	ContinuousContact.__init__([metric,p,...])
	Create a distance calculator based on the distances between pairs of atoms in a sturcture – like the contact map except without casting to boolean.


	ContinuousContact.prepare_trajectory(trajectory)
	Prepare a trajectory for distance calculations based on the contact map.


	ContinuousContact.one_to_all(prepared_traj1,...)
	Measure the distance from one frame to every frame in a trajectory


	ContinuousContact.one_to_many(...)
	Calculate a vector of distances from one frame of the first trajectory


	ContinuousContact.many_to_many(...)
	Get a matrix of distances from each frame in a set to each other frame in a second set.


	ContinuousContact.all_pairwise(prepared_traj)
	Calculate a condense” distance matrix of all the pairwise distances


	ContinuousContact.all_to_all(prepared_traj1,...)
	Get a matrix of distances from all frames in one traj to all frames in










	
class msmbuilder.metrics.BooleanContact(metric='matching', contacts='all', cutoff=0.5, scheme='closest-heavy')

	Bases: msmbuilder.metrics.baseclasses.Vectorized, msmbuilder.metrics.baseclasses.AbstractDistanceMetric

Distance metric for calculating distances between frames based on their
contact maps.

Here each frame is represented as a vector of booleans representing whether
the distance between pairs of residues is less than a cutoff.







	BooleanContact.__init__([metric,contacts,...])
	Create a distance metric that will measure the distance between frames


	BooleanContact.prepare_trajectory(trajectory)
	Prepare a trajectory for distance calculations based on the contact map.


	BooleanContact.one_to_all(prepared_traj1,...)
	Measure the distance from one frame to every frame in a trajectory


	BooleanContact.one_to_many(prepared_traj1,...)
	Calculate a vector of distances from one frame of the first trajectory


	BooleanContact.many_to_many(prepared_traj1,...)
	Get a matrix of distances from each frame in a set to each other frame in a second set.


	BooleanContact.all_pairwise(prepared_traj)
	Calculate a condense” distance matrix of all the pairwise distances


	BooleanContact.all_to_all(prepared_traj1,...)
	Get a matrix of distances from all frames in one traj to all frames in










	
class msmbuilder.metrics.AtomPairs(metric='cityblock', p=1, atom_pairs=None, V=None, VI=None)

	Bases: msmbuilder.metrics.baseclasses.Vectorized, msmbuilder.metrics.baseclasses.AbstractDistanceMetric

Concrete distance metric that monitors the distance
between certain pairs of atoms (as opposed to certain pairs of residues
as ContinuousContact does)







	AtomPairs.__init__([metric,p,atom_pairs,...])
	Atom pairs should be a N x 2 array of the N pairs of atoms


	AtomPairs.prepare_trajectory(trajectory)
	


	AtomPairs.one_to_all(prepared_traj1,...)
	Measure the distance from one frame to every frame in a trajectory


	AtomPairs.one_to_many(prepared_traj1,...)
	Calculate a vector of distances from one frame of the first trajectory


	AtomPairs.many_to_many(prepared_traj1,...)
	Get a matrix of distances from each frame in a set to each other frame in a second set.


	AtomPairs.all_pairwise(prepared_traj)
	Calculate a condense” distance matrix of all the pairwise distances


	AtomPairs.all_to_all(prepared_traj1,...)
	Get a matrix of distances from all frames in one traj to all frames in












Combination Metrics


	
class msmbuilder.metrics.hybrid.Hybrid(base_metrics, weights)[source]

	A linear combination of other distance metrics






	
class msmbuilder.metrics.hybrid.HybridPNorm(base_metrics, weights, p=2)[source]

	A p-norm combination of other distance metrics. With p=2 for instance,
this gives you the root mean square combination of the base metrics










Abstract Classes


	
class msmbuilder.metrics.baseclasses.AbstractDistanceMetric[source]

	Abstract base class for distance metrics. All distance metrics should
inherit from this abstract class.

Provides a niave implementation of all_pairwise and one_to_many in terms
of the abstract method one_to_all, which may be overridden by subclasses.







	AbstractDistanceMetric.prepare_trajectory(...)
	Prepare trajectory on a format that is more conventient to take distances on.


	AbstractDistanceMetric.all_pairwise(...)
	Calculate condensed distance metric of all pairwise distances


	AbstractDistanceMetric.one_to_all(...)
	Calculate the vector of distances from the index1th frame of prepared_traj1 to all of the frames in prepared_traj2.


	AbstractDistanceMetric.one_to_many(...)
	Calculate the a vector of distances from the index1th frame of prepared_traj1 to all of the indices2 frames of prepared_traj2.










	
class msmbuilder.metrics.baseclasses.Vectorized(metric='euclidean', p=2, V=None, VI=None)[source]

	Represent MSM frames as vectors in some arbitrary vector space, and then
use standard vector space metrics.

Some examples of this might be extracting the contact map or dihedral angles.

In order to be a full featured DistanceMetric, a subclass of
Vectorized implements its own prepared_trajectory() method, Vectorized
provides the remainder.

allowable_scipy_metrics gives the list of metrics which your client
can use. If the vector space that you’re projecting your trajectory onto is 
just a space of boolean vectors, then you probably don’t want to allow eulcidean
distance for instances.

default_scipy_metric is the metric that will be used by your default metric
if the user leaves the ‘metric’ field blank/unspecified.

default_scipy_p is the default value of ‘p’ that will be used if left 
unspecified. the value ‘p’ is ONLY used for the minkowski (pnorm) metric, so
otherwise the scipy.spatial.distance code ignores it anyways.

See http://docs.scipy.org/doc/scipy/reference/spatial.distance.html for a
description of all the distance metrics and how they work.







	Vectorized.__init__([metric,p,V,VI])
	Create a Vectorized metric


	Vectorized.prepare_trajectory(trajectory)
	Prepare trajectory on a format that is more conventient to take distances on.


	Vectorized.all_pairwise(prepared_traj)
	Calculate a condense” distance matrix of all the pairwise distances


	Vectorized.all_to_all(prepared_traj1,...)
	Get a matrix of distances from all frames in one traj to all frames in


	Vectorized.many_to_many(prepared_traj1,...)
	Get a matrix of distances from each frame in a set to each other frame in a second set.


	Vectorized.one_to_all(prepared_traj1,...)
	Measure the distance from one frame to every frame in a trajectory


	Vectorized.one_to_many(prepared_traj1,...)
	Calculate a vector of distances from one frame of the first trajectory












Utility Methods







	fast_cdist(XA,XB[,metric,p,V,VI])
	Computes distance between each pair of the two collections of inputs.


	fast_pdist(X[,metric,p,V,VI])
	Computes the pairwise distances between m original observations in n-dimensional space.
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msmbuilder.metrics.RMSD.__init__


	
RMSD.__init__(atomindices=None, omp_parallel=True)

	Initalize an RMSD calculator





	Parameters:	atomindices : array_like, optional


List of the indices of the atoms that you want to use for the RMSD
calculation. For example, if your trajectory contains the coordinates
of all the atoms, but you only want to compute the RMSD on the C-alpha
atoms, then you can supply a reduced set of atom_indices. If unsupplied,
all of the atoms will be used.




omp_parallel : bool, optional


Use OpenMP parallelized C code under the hood to take advantage of
multicore architectures. If you’re using another parallelization scheme
(e.g. MPI), you might consider turning off this flag.










Notes

You can also control the degree of parallelism with the OMP_NUM_THREADS
envirnoment variable
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msmbuilder.metrics.RMSD.prepare_trajectory


	
RMSD.prepare_trajectory(trajectory)

	Prepare the trajectory for RMSD calculation.

Preprocessing includes extracting the relevant atoms, centering the
frames, and computing the G matrix.





	Parameters:	trajectory : msmbuilder.Trajectory


Molecular dynamics trajectory







	Returns:	theodata : array_like


A msmbuilder.metrics.TheoData object, which contains some preprocessed
calculations for the RMSD calculation
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msmbuilder.metrics.RMSD.one_to_many


	
RMSD.one_to_many(prepared_traj1, prepared_traj2, index1, indices2)

	Calculate a vector of distances from one frame of the first trajectory
to many frames of the second trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to the frames in prepared_traj2 with indices indices2





	Parameters:	prepared_traj1 : rmsd.TheoData


First prepared trajectory




prepared_traj2 : rmsd.TheoData


Second prepared trajectory




index1 : int


index in prepared_trajectory




indices2 : ndarray


list of indices in prepared_traj2 to calculate the distances to







	Returns:	Vector of distances of length len(indices2) :







Notes

If the omp_parallel optional argument is True, we use shared-memory
parallelization in C to do this faster. Using omp_parallel = False is
advised if indices2 is a short list and you are paralellizing your
algorithm (say via mpi) at a different
level.
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msmbuilder.metrics.RMSD.one_to_all


	
RMSD.one_to_all(prepared_traj1, prepared_traj2, index1)

	Calculate a vector of distances from one frame of the first trajectory
to all of the frames in the second trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to the frames in prepared_traj2





	Parameters:	prepared_traj1 : rmsd.TheoData


First prepared trajectory




prepared_traj2 : rmsd.TheoData


Second prepared trajectory




index1 : int


index in prepared_trajectory







	Returns:	Vector of distances of length len(prepared_traj2) :







Notes

If the omp_parallel optional argument is True, we use shared-memory
parallelization in C to do this faster.
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msmbuilder.metrics.RMSD.all_pairwise


	
RMSD.all_pairwise(prepared_traj)

	Calculate condensed distance metric of all pairwise distances

See scipy.spatial.distance.squareform for information on how to convert
the condensed distance matrix to a redundant square matrix





	Parameters:	prepared_traj : array_like


Prepared trajectory







	Returns:	Y : ndarray


A 1D array containing the distance from each frame to each other frame











See also

fast_pdist, scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]
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msmbuilder.metrics.Dihedral.__init__


	
Dihedral.__init__(metric='euclidean', p=2, angles='phi/psi', userfilename='DihedralIndices.dat', V=None, VI=None, indices=None)

	Create a distance metric to act on torison angles





	Parameters:	metric : {‘braycurtis’, ‘canberra’, ‘chebyshev’, ‘cityblock’,



‘correlation’, ‘cosine’, ‘euclidean’, ‘minkowski’,
‘sqeuclidean’, ‘seuclidean’, ‘mahalanobis’, ‘sqmahalanobis’}




Distance metric to equip the vector space with.




angles : {‘phi’, ‘psi’, ‘chi’, ‘omega’, ‘psi/psi’, etc... OR ‘user’ }


A slash separated list of strings specifying the types of angles to 
compute per residue. The choices are ‘phi’, ‘psi’, ‘chi’, and ‘omega’,
or any combination thereof.  If  angles = ‘user’, indices are taken from the userfilename




userfilename: string, optional :


filename used for angles=user.  Default is ‘DihderalIndices.dat’




p : int, optional


p-norm order, used for metric=’minkowski’




V : ndarray, optional


variances, used for metric=’seuclidean’




VI : ndarray, optional


inverse covariance matrix, used for metric=’mahalanobi’




indices : ndarray, optional


N x 4 numpy array of indices to be considered as dihedral angles. If
provided, this overrrides the angles argument. The semantics of the
array are that each row, indices[i], is an array of length 4 giving
(in order) the indices of 4 atoms that together form a dihedral you
want to monitor.











See also

fast_cdist, fast_pdist, scipy.spatial.distance [http://docs.scipy.org/doc/scipy/reference/spatial.distance.html#module-scipy.spatial.distance]
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msmbuilder.metrics.Dihedral.prepare_trajectory


	
Dihedral.prepare_trajectory(trajectory)

	Prepare the dihedral angle representation of a trajectory, suitable
for distance calculations.





	Parameters:	trajectory : msmbuilder.Trajectory


An MSMBuilder trajectory to prepare







	Returns:	projected_angles : ndarray


A 2D array of dimension len(trajectory) x (2*number of dihedral
angles per frame), such that in each row, the first half of the entries
contain the cosine of the dihedral angles and the later dihedral angles
contain the sine of the dihedral angles. This transform is necessary so
that distance calculations preserve the periodic symmetry.
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msmbuilder.metrics.Dihedral.one_to_all


	
Dihedral.one_to_all(prepared_traj1, prepared_traj2, index1)

	Measure the distance from one frame to every frame in a trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to all the frames in prepared_traj2 with indices indices2. Although
this is similar to one_to_many, it can often be computed faster





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory







	Returns:	distances : ndarray


A vector of distances of length len(prepared_traj2)
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msmbuilder.metrics.Dihedral.one_to_many


	
Dihedral.one_to_many(prepared_traj1, prepared_traj2, index1, indices2)

	Calculate a vector of distances from one frame of the first trajectory
to many frames of the second trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to the frames in prepared_traj2 with indices indices2





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory




indices2 : ndarray


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


Vector of distances of length len(indices2)
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msmbuilder.metrics.Dihedral.many_to_many


	
Dihedral.many_to_many(prepared_traj1, prepared_traj2, indices1, indices2)

	Get a matrix of distances from each frame in a set to each other frame
in a second set.

Calculate a MATRIX of distances from the frames in prepared_traj1 with
indices indices1 to the frames in prepared_traj2 with indices indices2,
using supplied metric.





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




indices1 : array_like


list of indices in prepared_traj1 to calculate the distances from




indices2 : array_like


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


A 2D array of shape len(indices1) * len(indices2)
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msmbuilder.metrics.Dihedral.all_pairwise


	
Dihedral.all_pairwise(prepared_traj)

	Calculate a condense” distance matrix of all the pairwise distances
between each frame with each other frame in prepared_traj

The condensed distance matrix can be converted to the redundant square form
if desired





	Parameters:	prepared_traj1 : ndarray


Prepared trajectory







	Returns:	distances : ndarray


1D vector of length len(pairwise_traj) choose 2 where the i*jth
entry contains the distance between prepared_traj[i] and prepared_traj[j]











See also

scipy.spatial.distance.pdist [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.pdist.html#scipy.spatial.distance.pdist], scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]
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msmbuilder.metrics.Dihedral.all_to_all


	
Dihedral.all_to_all(prepared_traj1, prepared_traj2)

	Get a matrix of distances from all frames in one traj to all frames in
another





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory







	Returns:	distances : ndarray


A 2D array of shape len(preprared_traj1) * len(preprared_traj2)


















          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	Distance Metrics: msmbuilder.metrics 
 
      

    


    
      
          
            
  
msmbuilder.metrics.ContinuousContact.__init__


	
ContinuousContact.__init__(metric='euclidean', p=2, contacts='all', scheme='closest-heavy', V=None, VI=None)

	Create a distance calculator based on the distances between pairs of atoms
in a sturcture – like the contact map except without casting to boolean.





	Parameters:	metric : {‘braycurtis’, ‘canberra’, ‘chebyshev’, ‘cityblock’,



‘correlation’, ‘cosine’, ‘euclidean’, ‘minkowski’,
‘sqeuclidean’}




distance metric to equip the space with




p : int


exponent for p-norm, used only for metric=’minkowski’




contacts : {ndarray, ‘all’}


contacts can be an n by 2 array, where each row is a pair of
integers giving the indices of 2 residues whose distance you care about.
Alternatively, contacts can be the string ‘all’. This is a shortcut for
supplying a contacts list that includes all (N-2 * N-3) / 2 pairs of
residues which are more than 2 residues apart.




scheme: {‘CA’, ‘closest’, ‘closest-heavy’} :


scheme can be ‘CA’, ‘closest’, or ‘closest-heavy’ and gives
the sense in which the ‘distance between two residues’ is computed. If
scheme is ‘CA’, then we’ll use the cartesian distance between the residues’
C-alpha atoms as their distance for the purpose of calculating whether or
not they have exceeded the cutoff. If scheme is ‘closest’, we’ll use the
distance between the closest pair of atoms where one
belongs to residue i and to residue j. If scheme is ‘closest-heavy’, we’ll
use the distance between the closest pair of non-hydrogen atoms where one
belongs to reside i and one to residue j.
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msmbuilder.metrics.ContinuousContact.prepare_trajectory


	
ContinuousContact.prepare_trajectory(trajectory)

	Prepare a trajectory for distance calculations based on the contact map.

Each frame in the trajectory will be represented by a vector where
each entries represents the distance between two residues in the structure.
Depending on what contacts you pick to use, this can be a ‘native biased’ 
picture or not.





	Returns:	pairwise_distances : ndarray


1D array of various residue-residue distances
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msmbuilder.metrics.ContinuousContact.one_to_all


	
ContinuousContact.one_to_all(prepared_traj1, prepared_traj2, index1)

	Measure the distance from one frame to every frame in a trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to all the frames in prepared_traj2 with indices indices2. Although
this is similar to one_to_many, it can often be computed faster





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory







	Returns:	distances : ndarray


A vector of distances of length len(prepared_traj2)
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msmbuilder.metrics.ContinuousContact.one_to_many


	
ContinuousContact.one_to_many(prepared_traj1, prepared_traj2, index1, indices2)

	Calculate a vector of distances from one frame of the first trajectory
to many frames of the second trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to the frames in prepared_traj2 with indices indices2





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory




indices2 : ndarray


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


Vector of distances of length len(indices2)
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msmbuilder.metrics.ContinuousContact.many_to_many


	
ContinuousContact.many_to_many(prepared_traj1, prepared_traj2, indices1, indices2)

	Get a matrix of distances from each frame in a set to each other frame
in a second set.

Calculate a MATRIX of distances from the frames in prepared_traj1 with
indices indices1 to the frames in prepared_traj2 with indices indices2,
using supplied metric.





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




indices1 : array_like


list of indices in prepared_traj1 to calculate the distances from




indices2 : array_like


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


A 2D array of shape len(indices1) * len(indices2)
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msmbuilder.metrics.ContinuousContact.all_pairwise


	
ContinuousContact.all_pairwise(prepared_traj)

	Calculate a condense” distance matrix of all the pairwise distances
between each frame with each other frame in prepared_traj

The condensed distance matrix can be converted to the redundant square form
if desired





	Parameters:	prepared_traj1 : ndarray


Prepared trajectory







	Returns:	distances : ndarray


1D vector of length len(pairwise_traj) choose 2 where the i*jth
entry contains the distance between prepared_traj[i] and prepared_traj[j]











See also

scipy.spatial.distance.pdist [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.pdist.html#scipy.spatial.distance.pdist], scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]
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msmbuilder.metrics.ContinuousContact.all_to_all


	
ContinuousContact.all_to_all(prepared_traj1, prepared_traj2)

	Get a matrix of distances from all frames in one traj to all frames in
another





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory







	Returns:	distances : ndarray


A 2D array of shape len(preprared_traj1) * len(preprared_traj2)
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msmbuilder.metrics.BooleanContact.__init__


	
BooleanContact.__init__(metric='matching', contacts='all', cutoff=0.5, scheme='closest-heavy')

	Create a distance metric that will measure the distance between frames
based on differences in their contact maps.









          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	Distance Metrics: msmbuilder.metrics 
 
      

    


    
      
          
            
  
msmbuilder.metrics.BooleanContact.prepare_trajectory


	
BooleanContact.prepare_trajectory(trajectory)

	Prepare a trajectory for distance calculations based on the contact map.





	Returns:	pairwise_distances : ndarray


1D array of various residue-residue distances, casted to boolean
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msmbuilder.metrics.BooleanContact.one_to_all


	
BooleanContact.one_to_all(prepared_traj1, prepared_traj2, index1)

	Measure the distance from one frame to every frame in a trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to all the frames in prepared_traj2 with indices indices2. Although
this is similar to one_to_many, it can often be computed faster





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory







	Returns:	distances : ndarray


A vector of distances of length len(prepared_traj2)
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msmbuilder.metrics.BooleanContact.one_to_many


	
BooleanContact.one_to_many(prepared_traj1, prepared_traj2, index1, indices2)

	Calculate a vector of distances from one frame of the first trajectory
to many frames of the second trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to the frames in prepared_traj2 with indices indices2





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory




indices2 : ndarray


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


Vector of distances of length len(indices2)
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msmbuilder.metrics.BooleanContact.many_to_many


	
BooleanContact.many_to_many(prepared_traj1, prepared_traj2, indices1, indices2)

	Get a matrix of distances from each frame in a set to each other frame
in a second set.

Calculate a MATRIX of distances from the frames in prepared_traj1 with
indices indices1 to the frames in prepared_traj2 with indices indices2,
using supplied metric.





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




indices1 : array_like


list of indices in prepared_traj1 to calculate the distances from




indices2 : array_like


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


A 2D array of shape len(indices1) * len(indices2)
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msmbuilder.metrics.BooleanContact.all_pairwise


	
BooleanContact.all_pairwise(prepared_traj)

	Calculate a condense” distance matrix of all the pairwise distances
between each frame with each other frame in prepared_traj

The condensed distance matrix can be converted to the redundant square form
if desired





	Parameters:	prepared_traj1 : ndarray


Prepared trajectory







	Returns:	distances : ndarray


1D vector of length len(pairwise_traj) choose 2 where the i*jth
entry contains the distance between prepared_traj[i] and prepared_traj[j]











See also

scipy.spatial.distance.pdist [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.pdist.html#scipy.spatial.distance.pdist], scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]
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msmbuilder.metrics.BooleanContact.all_to_all


	
BooleanContact.all_to_all(prepared_traj1, prepared_traj2)

	Get a matrix of distances from all frames in one traj to all frames in
another





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory







	Returns:	distances : ndarray


A 2D array of shape len(preprared_traj1) * len(preprared_traj2)
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msmbuilder.metrics.AtomPairs.__init__


	
AtomPairs.__init__(metric='cityblock', p=1, atom_pairs=None, V=None, VI=None)

	Atom pairs should be a N x 2 array of the N pairs of atoms
whose distance you want to monitor
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msmbuilder.metrics.AtomPairs.prepare_trajectory


	
AtomPairs.prepare_trajectory(trajectory)
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msmbuilder.metrics.AtomPairs.one_to_all


	
AtomPairs.one_to_all(prepared_traj1, prepared_traj2, index1)

	Measure the distance from one frame to every frame in a trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to all the frames in prepared_traj2 with indices indices2. Although
this is similar to one_to_many, it can often be computed faster





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory







	Returns:	distances : ndarray


A vector of distances of length len(prepared_traj2)
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msmbuilder.metrics.AtomPairs.one_to_many


	
AtomPairs.one_to_many(prepared_traj1, prepared_traj2, index1, indices2)

	Calculate a vector of distances from one frame of the first trajectory
to many frames of the second trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to the frames in prepared_traj2 with indices indices2





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory




indices2 : ndarray


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


Vector of distances of length len(indices2)
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msmbuilder.metrics.AtomPairs.many_to_many


	
AtomPairs.many_to_many(prepared_traj1, prepared_traj2, indices1, indices2)

	Get a matrix of distances from each frame in a set to each other frame
in a second set.

Calculate a MATRIX of distances from the frames in prepared_traj1 with
indices indices1 to the frames in prepared_traj2 with indices indices2,
using supplied metric.





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




indices1 : array_like


list of indices in prepared_traj1 to calculate the distances from




indices2 : array_like


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


A 2D array of shape len(indices1) * len(indices2)
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msmbuilder.metrics.AtomPairs.all_pairwise


	
AtomPairs.all_pairwise(prepared_traj)

	Calculate a condense” distance matrix of all the pairwise distances
between each frame with each other frame in prepared_traj

The condensed distance matrix can be converted to the redundant square form
if desired





	Parameters:	prepared_traj1 : ndarray


Prepared trajectory







	Returns:	distances : ndarray


1D vector of length len(pairwise_traj) choose 2 where the i*jth
entry contains the distance between prepared_traj[i] and prepared_traj[j]











See also

scipy.spatial.distance.pdist [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.pdist.html#scipy.spatial.distance.pdist], scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]
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msmbuilder.metrics.AtomPairs.all_to_all


	
AtomPairs.all_to_all(prepared_traj1, prepared_traj2)

	Get a matrix of distances from all frames in one traj to all frames in
another





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory







	Returns:	distances : ndarray


A 2D array of shape len(preprared_traj1) * len(preprared_traj2)
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msmbuilder.metrics.baseclasses.AbstractDistanceMetric.prepare_trajectory


	
AbstractDistanceMetric.prepare_trajectory(trajectory)[source]

	Prepare trajectory on a format that is more conventient to take
distances on.





	Parameters:	trajecory : msmbuilder.Trajectory


Trajectory to prepare







	Returns:	prepared_traj : array-like


the exact form of the prepared_traj is subclass specific, but it should
support fancy indexing










Notes

For RMSD, this is going to mean making word-aligned padded
arrays (TheoData) suitable for faste calculation, for dihedral-space
distances means computing the dihedral angles, etc.
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msmbuilder.metrics.baseclasses.AbstractDistanceMetric.all_pairwise


	
AbstractDistanceMetric.all_pairwise(prepared_traj)[source]

	Calculate condensed distance metric of all pairwise distances

See scipy.spatial.distance.squareform for information on how to convert
the condensed distance matrix to a redundant square matrix





	Parameters:	prepared_traj : array_like


Prepared trajectory







	Returns:	Y : ndarray


A 1D array containing the distance from each frame to each other frame











See also

fast_pdist, scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]
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msmbuilder.metrics.baseclasses.AbstractDistanceMetric.one_to_all


	
AbstractDistanceMetric.one_to_all(prepared_traj1, prepared_traj2, index1)[source]

	Calculate the vector of distances from the index1th frame of
prepared_traj1 to all of the frames in prepared_traj2.





	Parameters:	prepared_traj1 : prepared_trajectory


First prepared trajectory




prepared_traj2 : prepared_trajectory


Second prepared trajectory




index1 : int


index in prepared_trajectory







	Returns:	distances : ndarray


vector of distances of length len(prepared_traj2)










Notes

Although this might seem to be a special case of one_to_many(), it
can often be implemented in a much more optimized way because it doesn’t
require construction of the indices2 array and array slicing in python
is kindof slow.
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msmbuilder.metrics.baseclasses.AbstractDistanceMetric.one_to_many


	
AbstractDistanceMetric.one_to_many(prepared_traj1, prepared_traj2, index1, indices2)[source]

	Calculate the a vector of distances from the index1th frame of
prepared_traj1 to all of the indices2 frames of prepared_traj2.





	Parameters:	prepared_traj1 : prepared_trajectory


First prepared trajectory




prepared_traj2 : prepared_trajectory


Second prepared trajectory




index1 : int


index in prepared_trajectory




indices2 : ndarray


list of indices in prepared_traj2 to calculate the distances to







	Returns:	Vector of distances of length len(indices2) :







Notes

A subclass should be able to provide a more efficient implementation of
this
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msmbuilder.metrics.baseclasses.Vectorized.__init__


	
Vectorized.__init__(metric='euclidean', p=2, V=None, VI=None)[source]

	Create a Vectorized metric





	Parameters:	metric : {‘braycurtis’, ‘canberra’, ‘chebyshev’, ‘cityblock’, ‘correlation’, ‘cosine’, ‘euclidean’, ‘minkowski’, ‘sqeuclidean’,’dice’, ‘kulsinki’, ‘matching’, ‘rogerstanimoto’, ‘russellrao’, ‘sokalmichener’, ‘sokalsneath’, ‘yule’, ‘seuclidean’, ‘mahalanobis’, ‘sqmahalanobis’}


Distance metric to equip the vector space with.
See http://docs.scipy.org/doc/scipy/reference/spatial.distance.html
for details




p : int, optional


p-norm order, used for metric=’minkowski’




V : ndarray, optional


variances, used for metric=’seuclidean’




VI : ndarray, optional


inverse covariance matrix, used for metric=’mahalanobis’
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msmbuilder.metrics.baseclasses.Vectorized.prepare_trajectory


	
Vectorized.prepare_trajectory(trajectory)

	Prepare trajectory on a format that is more conventient to take
distances on.





	Parameters:	trajecory : msmbuilder.Trajectory


Trajectory to prepare







	Returns:	prepared_traj : array-like


the exact form of the prepared_traj is subclass specific, but it should
support fancy indexing










Notes

For RMSD, this is going to mean making word-aligned padded
arrays (TheoData) suitable for faste calculation, for dihedral-space
distances means computing the dihedral angles, etc.
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msmbuilder.metrics.baseclasses.Vectorized.all_pairwise


	
Vectorized.all_pairwise(prepared_traj)[source]

	Calculate a condense” distance matrix of all the pairwise distances
between each frame with each other frame in prepared_traj

The condensed distance matrix can be converted to the redundant square form
if desired





	Parameters:	prepared_traj1 : ndarray


Prepared trajectory







	Returns:	distances : ndarray


1D vector of length len(pairwise_traj) choose 2 where the i*jth
entry contains the distance between prepared_traj[i] and prepared_traj[j]











See also

scipy.spatial.distance.pdist [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.pdist.html#scipy.spatial.distance.pdist], scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]











          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	Distance Metrics: msmbuilder.metrics 
 
      

    


    
      
          
            
  
msmbuilder.metrics.baseclasses.Vectorized.all_to_all


	
Vectorized.all_to_all(prepared_traj1, prepared_traj2)[source]

	Get a matrix of distances from all frames in one traj to all frames in
another





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory







	Returns:	distances : ndarray


A 2D array of shape len(preprared_traj1) * len(preprared_traj2)
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msmbuilder.metrics.baseclasses.Vectorized.many_to_many


	
Vectorized.many_to_many(prepared_traj1, prepared_traj2, indices1, indices2)[source]

	Get a matrix of distances from each frame in a set to each other frame
in a second set.

Calculate a MATRIX of distances from the frames in prepared_traj1 with
indices indices1 to the frames in prepared_traj2 with indices indices2,
using supplied metric.





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




indices1 : array_like


list of indices in prepared_traj1 to calculate the distances from




indices2 : array_like


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


A 2D array of shape len(indices1) * len(indices2)
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msmbuilder.metrics.baseclasses.Vectorized.one_to_all


	
Vectorized.one_to_all(prepared_traj1, prepared_traj2, index1)[source]

	Measure the distance from one frame to every frame in a trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to all the frames in prepared_traj2 with indices indices2. Although
this is similar to one_to_many, it can often be computed faster





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory







	Returns:	distances : ndarray


A vector of distances of length len(prepared_traj2)
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msmbuilder.metrics.baseclasses.Vectorized.one_to_many


	
Vectorized.one_to_many(prepared_traj1, prepared_traj2, index1, indices2)[source]

	Calculate a vector of distances from one frame of the first trajectory
to many frames of the second trajectory

The distances calculated are from the index1`th frame of `prepared_traj1
to the frames in prepared_traj2 with indices indices2





	Parameters:	prepared_traj1 : ndarray


First prepared trajectory




prepared_traj2 : ndarray


Second prepared trajectory




index1 : int


index in prepared_trajectory




indices2 : ndarray


list of indices in prepared_traj2 to calculate the distances to







	Returns:	distances : ndarray


Vector of distances of length len(indices2)
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msmbuilder.metrics.core.fast_cdist


	
msmbuilder.metrics.core.fast_cdist(XA, XB, metric='euclidean', p=2, V=None, VI=None)[source]

	Computes distance between each pair of the two collections of inputs.

This is a direct copy of a function in scipy (scipy.spatial.distance.cdist)
except that we do fewer typechecks and then call out to an OpenMP parallelized
version of the implementation code (for multicore)

XA is a \(m_A\) by \(n\) array while XB is a \(m_B\) by
\(n\) array. A \(m_A\) by \(m_B\) array is
returned. An exception is thrown if XA and XB do not have
the same number of columns.

A rectangular distance matrix Y is returned. For each \(i\)
and \(j\), the metric dist(u=XA[i], v=XB[j]) is computed
and stored in the \(ij\) th entry.

The following are common calling conventions:


	Y = cdist(XA, XB, 'euclidean')

Computes the distance between \(m\) points using
Euclidean distance (2-norm) as the distance metric between the
points. The points are arranged as \(m\)
\(n\)-dimensional row vectors in the matrix X.



	Y = cdist(XA, XB, 'minkowski', p)

Computes the distances using the Minkowski distance
\(||u-v||_p\) (\(p\)-norm) where \(p \geq 1\).



	Y = cdist(XA, XB, 'cityblock')

Computes the city block or Manhattan distance between the
points.



	Y = cdist(XA, XB, 'seuclidean', V=None)

Computes the standardized Euclidean distance. The standardized
Euclideanan distance between two n-vectors u and v is


\[\sqrt{\sum {(u_i-v_i)^2 / V[x_i]}}.\]


	V is the variance vector; V[i] is the variance computed over all

	the i’th components of the points. If not passed, it is
automatically computed.







	Y = cdist(XA, XB, 'sqeuclidean')

Computes the squared Euclidean distance \(||u-v||_2^2\) between
the vectors.



	Y = cdist(XA, XB, 'cosine')

Computes the cosine distance between vectors u and v,


\[1 - \frac{u \cdot v}
         {{||u||}_2 {||v||}_2}\]

where \(||*||_2\) is the 2-norm of its argument *, and
\(u \cdot v\) is the dot product of \(u\) and \(v\).



	Y = cdist(XA, XB, 'correlation')

Computes the correlation distance between vectors u and v. This is


\[1 - \frac{(u - \bar{u}) \cdot (v - \bar{v})}
         {{||(u - \bar{u})||}_2 {||(v - \bar{v})||}_2}\]

where \(\bar{v}\) is the mean of the elements of vector v,
and \(x \cdot y\) is the dot product of \(x\) and \(y\).



	Y = cdist(XA, XB, 'hamming')

Computes the normalized Hamming distance, or the proportion of
those vector elements between two n-vectors u and v
which disagree. To save memory, the matrix X can be of type
boolean.



	Y = cdist(XA, XB, 'jaccard')

Computes the Jaccard distance between the points. Given two
vectors, u and v, the Jaccard distance is the
proportion of those elements u[i] and v[i] that
disagree where at least one of them is non-zero.



	Y = cdist(XA, XB, 'chebyshev')






Computes the Chebyshev distance between the points. The
Chebyshev distance between two n-vectors u and v is the
maximum norm-1 distance between their respective elements. More
precisely, the distance is given by


\[d(u,v) = \max_i {|u_i-v_i|}.\]





	Y = cdist(XA, XB, 'canberra')




Computes the Canberra distance between the points. The
Canberra distance between two points u and v is


\[d(u,v) = \sum_i \frac{|u_i-v_i|}
                     {|u_i|+|v_i|}.\]





	Y = cdist(XA, XB, 'braycurtis')




Computes the Bray-Curtis distance between the points. The
Bray-Curtis distance between two points u and v is


\[d(u,v) = \sum{\sum_i (u_i-v_i)}
              {\sum_i (u_i+v_i)}\]





	Y = cdist(XA, XB, 'mahalanobis', VI=None)




Computes the Mahalanobis distance between the points. The
Mahalanobis distance between two points u and v is
\((u-v)(1/V)(u-v)^T\) where \((1/V)\) (the VI
variable) is the inverse covariance. If VI is not None,
VI will be used as the inverse covariance matrix.



	Y = cdist(XA, XB, 'yule')




Computes the Yule distance between the boolean
vectors. (see yule function documentation)



	Y = cdist(XA, XB, 'matching')




Computes the matching distance between the boolean
vectors. (see matching function documentation)



	Y = cdist(XA, XB, 'dice')




Computes the Dice distance between the boolean vectors. (see
dice function documentation)



	Y = cdist(XA, XB, 'kulsinski')




Computes the Kulsinski distance between the boolean
vectors. (see kulsinski function documentation)



	Y = cdist(XA, XB, 'rogerstanimoto')




Computes the Rogers-Tanimoto distance between the boolean
vectors. (see rogerstanimoto function documentation)



	Y = cdist(XA, XB, 'russellrao')




Computes the Russell-Rao distance between the boolean
vectors. (see russellrao function documentation)



	Y = cdist(XA, XB, 'sokalmichener')




Computes the Sokal-Michener distance between the boolean
vectors. (see sokalmichener function documentation)



	Y = cdist(XA, XB, 'sokalsneath')




Computes the Sokal-Sneath distance between the vectors. (see
sokalsneath function documentation)



	Y = cdist(XA, XB, f)




Computes the distance between all pairs of vectors in X
using the user supplied 2-arity function f. For example,
Euclidean distance between the vectors could be computed
as follows:

dm = cdist(XA, XB, lambda u, v: np.sqrt(((u-v)**2).sum()))





Note that you should avoid passing a reference to one of
the distance functions defined in this library. For example,:

dm = cdist(XA, XB, sokalsneath)





would calculate the pair-wise distances between the vectors in
X using the Python function sokalsneath. This would result in
sokalsneath being called \({n \choose 2}\) times, which
is inefficient. Instead, the optimized C version is more
efficient, and we call it using the following syntax.:

dm = cdist(XA, XB, 'sokalsneath')












	Parameters:	XA : ndarray


An \(m_A\) by \(n\) array of \(m_A\)
original observations in an \(n\)-dimensional space.




XB : ndarray


An \(m_B\) by \(n\) array of \(m_B\)
original observations in an \(n\)-dimensional space.




metric : string or function


The distance metric to use. The distance function can
be ‘braycurtis’, ‘canberra’, ‘chebyshev’, ‘cityblock’,
‘correlation’, ‘cosine’, ‘dice’, ‘euclidean’, ‘hamming’,
‘jaccard’, ‘kulsinski’, ‘mahalanobis’, ‘matching’,
‘minkowski’, ‘rogerstanimoto’, ‘russellrao’, ‘seuclidean’,
‘sokalmichener’, ‘sokalsneath’, ‘sqeuclidean’, ‘yule’.




w : ndarray


The weight vector (for weighted Minkowski).




p : double


The p-norm to apply (for Minkowski, weighted and unweighted)




V : ndarray


The variance vector (for standardized Euclidean).




VI : ndarray


The inverse of the covariance matrix (for Mahalanobis).







	Returns:	Y : ndarray


A \(m_A\) by \(m_B\) distance matrix.
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msmbuilder.metrics.core.fast_pdist


	
msmbuilder.metrics.core.fast_pdist(X, metric='euclidean', p=2, V=None, VI=None)[source]

	Computes the pairwise distances between m original observations in
n-dimensional space. Returns a condensed distance matrix Y.  For
each \(i\) and \(j\) (where \(i<j<n\)), the
metric dist(u=X[i], v=X[j]) is computed and stored in entry ij.

See squareform for information on how to calculate the index of
this entry or to convert the condensed distance matrix to a
redundant square matrix.

The following are common calling conventions.


	Y = pdist(X, 'euclidean')

Computes the distance between m points using Euclidean distance
(2-norm) as the distance metric between the points. The points
are arranged as m n-dimensional row vectors in the matrix X.



	Y = pdist(X, 'minkowski', p)

Computes the distances using the Minkowski distance
\(||u-v||_p\) (p-norm) where \(p \geq 1\).



	Y = pdist(X, 'cityblock')

Computes the city block or Manhattan distance between the
points.



	Y = pdist(X, 'seuclidean', V=None)

Computes the standardized Euclidean distance. The standardized
Euclidean distance between two n-vectors u and v is


\[\sqrt{\sum {(u_i-v_i)^2 / V[x_i]}}.\]

V is the variance vector; V[i] is the variance computed over all
the i’th components of the points.  If not passed, it is
automatically computed.



	Y = pdist(X, 'sqeuclidean')

Computes the squared Euclidean distance \(||u-v||_2^2\) between
the vectors.



	Y = pdist(X, 'cosine')

Computes the cosine distance between vectors u and v,


\[1 - \frac{u \cdot v}
         {{||u||}_2 {||v||}_2}\]

where \(||*||_2\) is the 2-norm of its argument *, and
\(u \cdot v\) is the dot product of u and v.



	Y = pdist(X, 'correlation')

Computes the correlation distance between vectors u and v. This is


\[1 - \frac{(u - \bar{u}) \cdot (v - \bar{v})}
         {{||(u - \bar{u})||}_2 {||(v - \bar{v})||}_2}\]

where \(\bar{v}\) is the mean of the elements of vector v,
and \(x \cdot y\) is the dot product of \(x\) and \(y\).



	Y = pdist(X, 'hamming')

Computes the normalized Hamming distance, or the proportion of
those vector elements between two n-vectors u and v
which disagree. To save memory, the matrix X can be of type
boolean.



	Y = pdist(X, 'jaccard')

Computes the Jaccard distance between the points. Given two
vectors, u and v, the Jaccard distance is the
proportion of those elements u[i] and v[i] that
disagree where at least one of them is non-zero.



	Y = pdist(X, 'chebyshev')






Computes the Chebyshev distance between the points. The
Chebyshev distance between two n-vectors u and v is the
maximum norm-1 distance between their respective elements. More
precisely, the distance is given by


\[d(u,v) = \max_i {|u_i-v_i|}.\]





	Y = pdist(X, 'canberra')




Computes the Canberra distance between the points. The
Canberra distance between two points u and v is


\[d(u,v) = \sum_i \frac{|u_i-v_i|}
                     {|u_i|+|v_i|}.\]





	Y = pdist(X, 'braycurtis')




Computes the Bray-Curtis distance between the points. The
Bray-Curtis distance between two points u and v is


\[d(u,v) = \frac{\sum_i {u_i-v_i}}
              {\sum_i {u_i+v_i}}\]





	Y = pdist(X, 'mahalanobis', VI=None)




Computes the Mahalanobis distance between the points. The
Mahalanobis distance between two points u and v is
\((u-v)(1/V)(u-v)^T\) where \((1/V)\) (the VI
variable) is the inverse covariance. If VI is not None,
VI will be used as the inverse covariance matrix.



	Y = pdist(X, 'yule')




Computes the Yule distance between each pair of boolean
vectors. (see yule function documentation)



	Y = pdist(X, 'matching')




Computes the matching distance between each pair of boolean
vectors. (see matching function documentation)



	Y = pdist(X, 'dice')




Computes the Dice distance between each pair of boolean
vectors. (see dice function documentation)



	Y = pdist(X, 'kulsinski')




Computes the Kulsinski distance between each pair of
boolean vectors. (see kulsinski function documentation)



	Y = pdist(X, 'rogerstanimoto')




Computes the Rogers-Tanimoto distance between each pair of
boolean vectors. (see rogerstanimoto function documentation)



	Y = pdist(X, 'russellrao')




Computes the Russell-Rao distance between each pair of
boolean vectors. (see russellrao function documentation)



	Y = pdist(X, 'sokalmichener')




Computes the Sokal-Michener distance between each pair of
boolean vectors. (see sokalmichener function documentation)



	Y = pdist(X, 'sokalsneath')




Computes the Sokal-Sneath distance between each pair of
boolean vectors. (see sokalsneath function documentation)



	Y = pdist(X, f)




Computes the distance between all pairs of vectors in X
using the user supplied 2-arity function f. For example,
Euclidean distance between the vectors could be computed
as follows:

dm = pdist(X, lambda u, v: np.sqrt(((u-v)**2).sum()))





Note that you should avoid passing a reference to one of
the distance functions defined in this library. For example,:

dm = pdist(X, sokalsneath)





would calculate the pair-wise distances between the vectors in
X using the Python function sokalsneath. This would result in
sokalsneath being called \({n \choose 2}\) times, which
is inefficient. Instead, the optimized C version is more
efficient, and we call it using the following syntax.:

dm = pdist(X, 'sokalsneath')












	Parameters:	X : ndarray


An m by n array of m original observations in an
n-dimensional space.




metric : string or function


The distance metric to use. The distance function can
be ‘braycurtis’, ‘canberra’, ‘chebyshev’, ‘cityblock’,
‘correlation’, ‘cosine’, ‘dice’, ‘euclidean’, ‘hamming’,
‘jaccard’, ‘kulsinski’, ‘mahalanobis’, ‘matching’,
‘minkowski’, ‘rogerstanimoto’, ‘russellrao’, ‘seuclidean’,
‘sokalmichener’, ‘sokalsneath’, ‘sqeuclidean’, ‘yule’.




w : ndarray


The weight vector (for weighted Minkowski).




p : double


The p-norm to apply (for Minkowski, weighted and unweighted)




V : ndarray


The variance vector (for standardized Euclidean).




VI : ndarray


The inverse of the covariance matrix (for Mahalanobis).







	Returns:	Y : ndarray


A condensed distance matrix.











See also


	scipy.spatial.distance.squareform [http://docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.squareform.html#scipy.spatial.distance.squareform]

	converts between condensed distance matrices and square distance matrices.
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Clustering: msmbuilder.clustering

MSMBuilder uses clustering on MD trajectories to discretize phase space. A number of clustering algorithms are provided, and each can be used with a variety of metrics (link to metrics page?) to produce a large set of possible discretizations.

Currently, the following clustering algorithms are available

KCenters, HybridKMedoids, Clarans, Hierarchical


Abstract Classes


	
class msmbuilder.clustering.BaseFlatClusterer(metric, trajectories=None, prep_trajectories=None)[source]

	(Abstract) base class / mixin that Clusterers can extend. Provides convenience
functions for the user.

To implement a clusterer using this base class, subclass it and define your
init method to do the clustering you want, and then set self._generator_indices,
self._assignments, and self._distances with the result.

For convenience (and to enable some of its functionality), let BaseFlatCluster
prepare the trajectories for you by calling BaseFlatClusterer’s __init__ method
and then using the prepared, concatenated trajectory self.ptraj for your clustering.







	BaseFlatClusterer.get_distances()
	Extract the distance from each frame to its assigned cluster kcenter


	BaseFlatClusterer.get_assignments()
	Assign the trajectories you passed into the constructor based on


	BaseFlatClusterer.get_generators_as_traj()
	Get a trajectory containing the generators












Flat Clustering Classes


	
class msmbuilder.clustering.KCenters(metric, trajectories=None, prep_trajectories=None, k=None, distance_cutoff=None, seed=0)[source]

	Bases: msmbuilder.clustering.BaseFlatClusterer







	KCenters.__init__(metric[,trajectories,...])
	Run kcenters clustering algorithm.


	KCenters.get_distances()
	Extract the distance from each frame to its assigned cluster kcenter


	KCenters.get_assignments()
	Assign the trajectories you passed into the constructor based on


	KCenters.get_generators_as_traj()
	Get a trajectory containing the generators










	
class msmbuilder.clustering.HybridKMedoids(metric, trajectories=None, prep_trajectories=None, k=None, distance_cutoff=None, local_num_iters=10, global_num_iters=0, norm_exponent=2.0, too_close_cutoff=0.0001, ignore_max_objective=False)[source]

	Bases: msmbuilder.clustering.BaseFlatClusterer







	HybridKMedoids.__init__(metric[,...])
	Run the hybrid kmedoids clustering algorithm on a set of trajectories


	HybridKMedoids.get_distances()
	Extract the distance from each frame to its assigned cluster kcenter


	HybridKMedoids.get_assignments()
	Assign the trajectories you passed into the constructor based on


	HybridKMedoids.get_generators_as_traj()
	Get a trajectory containing the generators










	
class msmbuilder.clustering.Clarans(metric, trajectories=None, prep_trajectories=None, k=None, num_local_minima=10, max_neighbors=20, local_swap=False)[source]

	Bases: msmbuilder.clustering.BaseFlatClusterer







	Clarans.__init__(metric[,trajectories,...])
	Run the CLARANS clustering algorithm on the frames in a trajectory


	Clarans.get_distances()
	Extract the distance from each frame to its assigned cluster kcenter


	Clarans.get_assignments()
	Assign the trajectories you passed into the constructor based on


	Clarans.get_generators_as_traj()
	Get a trajectory containing the generators










	
class msmbuilder.clustering.SubsampledClarans(metric, trajectories=None, prep_trajectories=None, k=None, num_samples=None, shrink_multiple=None, num_local_minima=10, max_neighbors=20, local_swap=False, parallel=None)[source]

	Bases: msmbuilder.clustering.BaseFlatClusterer







	SubsampledClarans.__init__(metric[,...])
	Run the CLARANS algorithm (see the Clarans class for more description) on


	SubsampledClarans.get_distances()
	Extract the distance from each frame to its assigned cluster kcenter


	SubsampledClarans.get_assignments()
	Assign the trajectories you passed into the constructor based on


	SubsampledClarans.get_generators_as_traj()
	Get a trajectory containing the generators












Hierarchical Clustering


	
class msmbuilder.clustering.Hierarchical(metric, trajectories, method='single', precomputed_values=None)[source]

	





	Hierarchical.get_assignments([k,...])
	Assign the frames into clusters.


	Hierarchical.load_from_disk(filename)
	Load up a clusterer from disk


	Hierarchical.save_to_disk(filename)
	Save this clusterer to disk.












Clustering Functions







	_kcenters(metric,ptraj[,k,...])
	Run kcenters clustering algorithm.


	_hybrid_kmedoids(metric,ptraj[,k,...])
	Run the hybrid kmedoids clustering algorithm to cluster a trajectory


	_clarans(metric,ptraj,k,num_local_minima,...)
	Run the CLARANS clustering algorithm on the frames in a trajectory








Utility Functions







	_assign(metric,ptraj,generator_indices)
	Assign the frames in ptraj to the centers with indices generator_indices


	concatenate_trajectories(trajectories)
	Concatenate a list of trajectories into a single long trajectory


	unconcatenate_trajectory(trajectory,lengths)
	Take a single trajectory that was created by concatenating seperate trajectories and unconcenatenate it, returning the original trajectories.


	split(longlist,lengths)
	Split a long list into segments


	stochastic_subsample(trajectories,...)
	Randomly subsample from a trajectory


	deterministic_subsample(trajectories,stride)
	Given a list of trajectories, return a single trajectory


	empty_trajectory_like(traj)
	Get a trajectory with the right metadata, but no xyz coordinates


	p_norm(data[,p])
	p_norm of an ndarray with XYZ coordinates
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msmbuilder.clustering.BaseFlatClusterer.get_distances


	
BaseFlatClusterer.get_distances()[source]

	Extract the distance from each frame to its assigned cluster kcenter





	Returns:	distances : ndarray


2D array of size num_trajs x length of longest traj, such that
distances[i,j] gives the distance from the ith trajectorys jth
frame to its assigned cluster center
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msmbuilder.clustering.BaseFlatClusterer.get_assignments


	
BaseFlatClusterer.get_assignments()[source]

	Assign the trajectories you passed into the constructor based on
generators that have been identified





	Returns:	assignments : ndarray


2D array of assignments where k = assignments[i,j] means that the
jth frame in the ith trajectory is assigned to the center whose
coordinates are in the kth frame of the trajectory in
get_generators_as_traj()
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msmbuilder.clustering.BaseFlatClusterer.get_generators_as_traj


	
BaseFlatClusterer.get_generators_as_traj()[source]

	Get a trajectory containing the generators





	Returns:	traj or ptraj : msmbuilder.Trajectory or np.ndarray


a trajectory object where each frame is one of the
generators/medoids identified. If trajectories was
not originally provided, then will only return the
prepared generators
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msmbuilder.clustering.KCenters.__init__


	
KCenters.__init__(metric, trajectories=None, prep_trajectories=None, k=None, distance_cutoff=None, seed=0)[source]

	Run kcenters clustering algorithm.

Terminates either when k clusters have been identified, or when every data
is clustered better than distance_cutoff.





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




trajectory : Trajectory or list of msmbuilder.Trajectory


data to cluster




k : {int, None}


number of desired clusters, or None




distance_cutoff : {float, None}


Stop identifying new clusters once the distance of every data to its
cluster center falls below this value. Supply either this or k




seed : int, optional


index of the frame to use as the first cluster center











See also


	_kcenters

	implementation





References




	[R7]	Beauchamp, MSMBuilder2
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msmbuilder.clustering.KCenters.get_distances


	
KCenters.get_distances()

	Extract the distance from each frame to its assigned cluster kcenter





	Returns:	distances : ndarray


2D array of size num_trajs x length of longest traj, such that
distances[i,j] gives the distance from the ith trajectorys jth
frame to its assigned cluster center
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msmbuilder.clustering.KCenters.get_assignments


	
KCenters.get_assignments()

	Assign the trajectories you passed into the constructor based on
generators that have been identified





	Returns:	assignments : ndarray


2D array of assignments where k = assignments[i,j] means that the
jth frame in the ith trajectory is assigned to the center whose
coordinates are in the kth frame of the trajectory in
get_generators_as_traj()
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msmbuilder.clustering.KCenters.get_generators_as_traj


	
KCenters.get_generators_as_traj()

	Get a trajectory containing the generators





	Returns:	traj or ptraj : msmbuilder.Trajectory or np.ndarray


a trajectory object where each frame is one of the
generators/medoids identified. If trajectories was
not originally provided, then will only return the
prepared generators


















          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	Clustering: msmbuilder.clustering 
 
      

    


    
      
          
            
  
msmbuilder.clustering.HybridKMedoids.__init__


	
HybridKMedoids.__init__(metric, trajectories=None, prep_trajectories=None, k=None, distance_cutoff=None, local_num_iters=10, global_num_iters=0, norm_exponent=2.0, too_close_cutoff=0.0001, ignore_max_objective=False)[source]

	Run the hybrid kmedoids clustering algorithm on a set of trajectories





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




trajectory : Trajectory or list of msmbuilder.Trajectory


data to cluster




k : int


number of desired clusters




num_iters : int


number of swaps to attempt per medoid




local_swap : boolean, optional


If true, proposed swaps will be between a medoid and a data point
currently assigned to that medoid. If false, the data point for the
proposed swap is selected randomly.




norm_exponent : float, optional


exponent to use in pnorm of the distance to generate objective function




too_close_cutoff : float, optional


Summarily reject proposed swaps if the distance of the medoid to the trial
medoid is less than thus value




ignore_max_objective : boolean, optional


Ignore changes to the distance of the worst classified point, and only
reject or accept swaps based on changes to the p norm of all the data
points.











See also


	KCenters

	faster, less accurate

	Clarans

	slightly more clever termination criterion





References




	[R6]	Beauchamp, K, et. al. MSMBuilder2
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msmbuilder.clustering.HybridKMedoids.get_distances


	
HybridKMedoids.get_distances()

	Extract the distance from each frame to its assigned cluster kcenter





	Returns:	distances : ndarray


2D array of size num_trajs x length of longest traj, such that
distances[i,j] gives the distance from the ith trajectorys jth
frame to its assigned cluster center
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msmbuilder.clustering.HybridKMedoids.get_assignments


	
HybridKMedoids.get_assignments()

	Assign the trajectories you passed into the constructor based on
generators that have been identified





	Returns:	assignments : ndarray


2D array of assignments where k = assignments[i,j] means that the
jth frame in the ith trajectory is assigned to the center whose
coordinates are in the kth frame of the trajectory in
get_generators_as_traj()
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msmbuilder.clustering.HybridKMedoids.get_generators_as_traj


	
HybridKMedoids.get_generators_as_traj()

	Get a trajectory containing the generators





	Returns:	traj or ptraj : msmbuilder.Trajectory or np.ndarray


a trajectory object where each frame is one of the
generators/medoids identified. If trajectories was
not originally provided, then will only return the
prepared generators
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msmbuilder.clustering.Clarans.__init__


	
Clarans.__init__(metric, trajectories=None, prep_trajectories=None, k=None, num_local_minima=10, max_neighbors=20, local_swap=False)[source]

	Run the CLARANS clustering algorithm on the frames in a trajectory





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




trajectory : Trajectory or list of msmbuilder.Trajectory


data to cluster




k : int


number of desired clusters




num_local_minima : int


number of local minima in the set of all possible clusterings to identify.
Execution time will scale linearly with this parameter. The best of
these local minima will be returned.




max_neighbors : int


number of rejected swaps in a row necessary to declare a proposed
clustering a local minima




local_swap : bool, optional


If true, proposed swaps will be between a medoid and a data point
currently assigned to that medoid. If false, the data point for
the proposed swap is selected randomly.











See also


	_kcenters

	implementation

	SubsampledClarans

	random subsampling version (faster)
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msmbuilder.clustering.Clarans.get_distances


	
Clarans.get_distances()

	Extract the distance from each frame to its assigned cluster kcenter





	Returns:	distances : ndarray


2D array of size num_trajs x length of longest traj, such that
distances[i,j] gives the distance from the ith trajectorys jth
frame to its assigned cluster center


















          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	Clustering: msmbuilder.clustering 
 
      

    


    
      
          
            
  
msmbuilder.clustering.Clarans.get_assignments


	
Clarans.get_assignments()

	Assign the trajectories you passed into the constructor based on
generators that have been identified





	Returns:	assignments : ndarray


2D array of assignments where k = assignments[i,j] means that the
jth frame in the ith trajectory is assigned to the center whose
coordinates are in the kth frame of the trajectory in
get_generators_as_traj()
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msmbuilder.clustering.Clarans.get_generators_as_traj


	
Clarans.get_generators_as_traj()

	Get a trajectory containing the generators





	Returns:	traj or ptraj : msmbuilder.Trajectory or np.ndarray


a trajectory object where each frame is one of the
generators/medoids identified. If trajectories was
not originally provided, then will only return the
prepared generators
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msmbuilder.clustering.SubsampledClarans.__init__


	
SubsampledClarans.__init__(metric, trajectories=None, prep_trajectories=None, k=None, num_samples=None, shrink_multiple=None, num_local_minima=10, max_neighbors=20, local_swap=False, parallel=None)[source]

	Run the CLARANS algorithm (see the Clarans class for more description) on
multiple subsamples of the data drawn randomly.





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




trajectories : Trajectory or list of msmbuilder.Trajectory


data to cluster




prep_trajectories : np.ndarray or None


prepared trajectories instead of msmbuilder.Trajectory




k : int


number of desired clusters




num_samples : int


number of random subsamples to draw




shrink_multiple : int


Each of the subsamples drawn will be of size equal to the total
number of frames divided by this number




num_local_minima : int, optional


number of local minima in the set of all possible clusterings
to identify. Execution time will scale linearly with this
parameter. The best of these local minima will be returned.




max_neighbors : int, optional


number of rejected swaps in a row necessary to declare a proposed
clustering a local minima




local_swap : bool, optional


If true, proposed swaps will be between a medoid and a data point
currently assigned to that medoid. If false, the data point for
the proposed swap is selected randomly




parallel : {None, ‘multiprocessing’, ‘dtm}


Which parallelization library to use. Each of the random subsamples
are run independently
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msmbuilder.clustering.SubsampledClarans.get_distances


	
SubsampledClarans.get_distances()

	Extract the distance from each frame to its assigned cluster kcenter





	Returns:	distances : ndarray


2D array of size num_trajs x length of longest traj, such that
distances[i,j] gives the distance from the ith trajectorys jth
frame to its assigned cluster center
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msmbuilder.clustering.SubsampledClarans.get_assignments


	
SubsampledClarans.get_assignments()

	Assign the trajectories you passed into the constructor based on
generators that have been identified





	Returns:	assignments : ndarray


2D array of assignments where k = assignments[i,j] means that the
jth frame in the ith trajectory is assigned to the center whose
coordinates are in the kth frame of the trajectory in
get_generators_as_traj()
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msmbuilder.clustering.SubsampledClarans.get_generators_as_traj


	
SubsampledClarans.get_generators_as_traj()

	Get a trajectory containing the generators





	Returns:	traj or ptraj : msmbuilder.Trajectory or np.ndarray


a trajectory object where each frame is one of the
generators/medoids identified. If trajectories was
not originally provided, then will only return the
prepared generators
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msmbuilder.clustering.Hierarchical.get_assignments


	
Hierarchical.get_assignments(k=None, cutoff_distance=None)[source]

	Assign the frames into clusters.

Either supply k, the number of clusters desired, or cutoff_distance, a
max diameteric of each cluster





	Parameters:	k : int, optional


number of clusters desired




cutoff_distance : float, optional


max diameter of each cluster, as a cutoff







	Returns:	assignments : ndarray


2D array of shape num_trajs x length of longest traj. Padded with -1s
at the end if not all trajectories are the same length
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msmbuilder.clustering.Hierarchical.load_from_disk


	
classmethod Hierarchical.load_from_disk(filename)[source]

	Load up a clusterer from disk

This is useful because computing the Z-matrix
(done in __init__) is the most expensive part, and assigning is cheap





	Parameters:	filename : str


location to save to







	Raises:	TODO: Probablt raises something if filename doesn’t exist? :
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msmbuilder.clustering.Hierarchical.save_to_disk


	
Hierarchical.save_to_disk(filename)[source]

	Save this clusterer to disk.

This is useful because computing the Z-matrix
(done in __init__) is the most expensive part, and assigning is cheap





	Parameters:	filename : str


location to save to







	Raises:	Exception if something already exists at `filename` :
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msmbuilder.clustering._kcenters


	
msmbuilder.clustering._kcenters(metric, ptraj, k=None, distance_cutoff=None, seed=0, verbose=True)[source]

	Run kcenters clustering algorithm.

Terminates either when k clusters have been identified, or when every data
is clustered better than distance_cutoff.





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




ptraj : prepared trajectory


ptraj return by the action of the preceding metric on a msmbuilder trajectory




k : {int, None}


number of desired clusters, or None




distance_cutoff : {float, None}


Stop identifying new clusters once the distance of every data to its
cluster center falls below this value. Supply either this or k




seed : int, optional


index of the frame to use as the first cluster center




verbose : bool, optional


print as each new generator is found







	Returns:	generator_indices : ndarray


indices (with respect to ptraj) of the frames to be considered cluster centers




assignments : ndarray


the cluster center to which each frame is assigned to (1D)




distances : ndarray


distance from each of the frames to the cluster center it was assigned to











See also


	KCenters

	wrapper around this implementation that provides more convenience





Notes

the assignments are numbered with respect to the position in ptraj of the
generator, not the position in generator_indices. That is, assignments[10] =
1020 means that the 10th simulation frame is assigned to the 1020th
simulation frame, not to the 1020th generator.

References




	[R9]	Beauchamp, MSMBuilder2
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msmbuilder.clustering._hybrid_kmedoids


	
msmbuilder.clustering._hybrid_kmedoids(metric, ptraj, k=None, distance_cutoff=None, num_iters=10, local_swap=True, norm_exponent=2.0, too_close_cutoff=0.0001, ignore_max_objective=False, initial_medoids='kcenters', initial_assignments=None, initial_distance=None)[source]

	Run the hybrid kmedoids clustering algorithm to cluster a trajectory





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




ptraj : prepared trajectory


ptraj return by the action of the preceding metric on a msmbuilder trajectory




k : int


number of desired clusters




num_iters : int


number of swaps to attempt per medoid




local_swap : boolean, optional


If true, proposed swaps will be between a medoid and a data point
currently assigned to that medoid. If false, the data point for the
proposed swap is selected randomly.




norm_exponent : float, optional


exponent to use in pnorm of the distance to generate objective function




too_close_cutoff : float, optional


Summarily reject proposed swaps if the distance of the medoid to the trial
medoid is less than thus value




ignore_max_objective : boolean, optional


Ignore changes to the distance of the worst classified point, and only
reject or accept swaps based on changes to the p norm of all the data
points.




initial_medoids : {‘kcenters’, ndarray}


If ‘kcenters’, run kcenters clustering first to get the initial medoids,
and then run the swaps to improve it. If ‘random’, select the medoids at
random. Otherwise, initial_medoids should be a numpy array of the
indices of the medoids.




initial_assignments : {None, ndarray}, optional


If None, initial_assignments will be computed based on the
initial_medoids. If you pass in your own initial_medoids, you can also
pass in initial_assignments to avoid recomputing them.




initial_distances : {None, ndarray}, optional


If None, initial_distances will be computed based on the initial_medoids.
If you pass in your own initial_medoids, you can also pass in
initial_distances to avoid recomputing them.
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msmbuilder.clustering._clarans


	
msmbuilder.clustering._clarans(metric, ptraj, k, num_local_minima, max_neighbors, local_swap=True, initial_medoids='kcenters', initial_assignments=None, initial_distance=None, verbose=True)[source]

	Run the CLARANS clustering algorithm on the frames in a trajectory





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




ptraj : prepared trajectory


ptraj return by the action of the preceding metric on a msmbuilder trajectory




k : int


number of desired clusters




num_local_minima : int


number of local minima in the set of all possible clusterings to identify.
Execution time will scale linearly with this parameter. The best of
these local minima will be returned.




max_neighbors : int


number of rejected swaps in a row necessary to declare a proposed
clustering a local minima




local_swap : bool, optional


If true, proposed swaps will be between a medoid and a data point
currently assigned to that medoid. If false, the data point for
the proposed swap is selected randomly.




initial_medoids : {‘kcenters’, ‘random’, ndarray}, optional


If ‘kcenters’, run kcenters clustering first to get the initial medoids,
and then run the swaps to improve it. If ‘random’, select the medoids at
random. Otherwise, initial_medoids should be a numpy array of the
indices of the medoids.




initial_assignments : {None, ndarray}, optional


If None, initial_assignments will be computed based on the
initial_medoids. If you pass in your own initial_medoids, you can also
pass in initial_assignments to avoid recomputing them.




initial_distances : {None, ndarray}, optional


If None, initial_distances will be computed based on the initial_medoids.
If you pass in your own initial_medoids, you can also pass in
initial_distances to avoid recomputing them.




verbose : bool, optional


Print information about the swaps being attempted







	Returns:	generator_indices : ndarray


indices (with respect to ptraj) of the frames to be considered cluster centers




assignments : ndarray


the cluster center to which each frame is assigned to (1D)




distances : ndarray


distance from each of the frames to the cluster center it was assigned to
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msmbuilder.clustering._assign


	
msmbuilder.clustering._assign(metric, ptraj, generator_indices)[source]

	Assign the frames in ptraj to the centers with indices generator_indices





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A metric capable of handling ptraj




ptraj : prepared trajectory


ptraj return by the action of the preceding metric on a msmbuilder trajectory




generator_indices : array_like


indices (with respect to ptraj) of the frames to be considered the
cluster centers.







	Returns:	assignments : ndarray


assignments[i] = j means that the i`th frame in ptraj is assigned to
`ptraj[j]




distances :  ndarray


distances[i] = j means that the distance (according to metric) from
ptraj[i] to ptraj[assignments[i]] is j
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msmbuilder.clustering.concatenate_trajectories


	
msmbuilder.clustering.concatenate_trajectories(trajectories)[source]

	Concatenate a list of trajectories into a single long trajectory





	Parameters:	trajectories : list


list of msmbuilder.Trajectory object







	Returns:	longtraj : msmbuilder.Trajectory
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msmbuilder.clustering.unconcatenate_trajectory


	
msmbuilder.clustering.unconcatenate_trajectory(trajectory, lengths)[source]

	Take a single trajectory that was created by concatenating seperate
trajectories and unconcenatenate it, returning the original trajectories.

You have to supply the lengths of the original trajectories.





	Parameters:	trajectory : msmbuilder.Trajectory


Long trajectory to be split




lengths : array_like


list of lengths to split the long trajectory into







	Returns:	A list of trajectories :
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msmbuilder.clustering.split


	
msmbuilder.clustering.split(longlist, lengths)[source]

	Split a long list into segments





	Parameters:	longlist : array_like


Long trajectory to be split




lengths : array_like


list of lengths to split the long list into







	Returns:	A list of lists :















          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	Clustering: msmbuilder.clustering 
 
      

    


    
      
          
            
  
msmbuilder.clustering.stochastic_subsample


	
msmbuilder.clustering.stochastic_subsample(trajectories, shrink_multiple)[source]

	Randomly subsample from a trajectory

Given a list of trajectories, return a single trajectory
shrink_multiple times smaller than the total number of frames in
trajectories taken by random sampling of frames from trajectories





	Parameters:	trajectories : list of msmbuilder.Trajectory


list of trajectories to sample from




shrink_multiple : int


fraction to shrint by




Note that this method will modify the trajectory objects that you pass in :

@CHECK is the note above actually true? :
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msmbuilder.clustering.deterministic_subsample


	
msmbuilder.clustering.deterministic_subsample(trajectories, stride, start=0)[source]

	Given a list of trajectories, return a single trajectory
shrink_multiple times smaller than the total number of frames in
trajectories by taking every “stride”th frame, starting from “start”

Note that this method will modify the trajectory objects that you pass in





	Parameters:	trajectories : list of msmbuilder.Trajectory


trajectories to subsample from




stride : int


freq to subsample at




start : int


first frame to pick







	Returns:	trajectory : msmbuilder.trajectory


shortened trajectory
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msmbuilder.clustering.empty_trajectory_like


	
msmbuilder.clustering.empty_trajectory_like(traj)[source]

	Get a trajectory with the right metadata, but no xyz coordinates

The same residue ids and stuff as traj, but NO xyzlist





	Parameters:	traj : msmbuilder.Trajectory


trajectory you want to clone







	Returns:	empty_traj : msmbuilder.Trajectory


new empty trajectory
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msmbuilder.clustering.p_norm


	
msmbuilder.clustering.p_norm(data, p=2)[source]

	p_norm of an ndarray with XYZ coordinates





	Parameters:	data : ndarray


XYZ coordinates. TODO: Shape?




p : {int, “max”}, optional


power of p_norm







	Returns:	value : float


the answer
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assigning: msmbuilder.assigning

This module contains codes for assigning all of the frames in a project
to a set of already-identified cluster centers. This is used when, due to
memory or CPU constraints, the initial clustering step is done with
only a subset of the total data.


Functions







	assign_in_memory(metric,generators,project)
	Assign every frame to its closest generator


	assign_with_checkpoint(metric,project,...)
	Assign every frame to its closest generator


	streaming_assign_with_checkpoint(metric,...)
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msmbuilder.assigning.assign_in_memory


	
msmbuilder.assigning.assign_in_memory(metric, generators, project, atom_indices_to_load=None)[source]

	Assign every frame to its closest generator

This code does everything in memory, and does not checkpoint. It also does
not save any results to disk.





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A distance metric used to define “closest”




project : msmbuilder.Project


Used to load the trajectories




generators : msmbuilder.Trajectory


A trajectory containing the structures of all of the cluster centers




atom_indices_to_load : {None, list}


The indices of the atoms to load for each trajectory chunk. Note that
this method is responsible for loading up atoms from the project, but
does NOT load up the generators. Those are passed in as a trajectory
object (above). So if the generators are already subsampled to a restricted
set of atom indices, but the trajectories on disk are NOT, you’ll
need to pass in a set of indices here to resolve the difference.











See also

assign_with_checkpoint
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msmbuilder.assigning.assign_with_checkpoint


	
msmbuilder.assigning.assign_with_checkpoint(metric, project, generators, assignments_path, distances_path, chunk_size=10000, atom_indices_to_load=None)[source]

	Assign every frame to its closest generator

The results will be checkpointed along the way, trajectory by trajectory.
If the process is killed, it should be able to roughly pick up where it
left off.





	Parameters:	metric : msmbuilder.metrics.AbstractDistanceMetric


A distance metric used to define “closest”




project : msmbuilder.Project


Used to load the trajectories




generators : msmbuilder.Trajectory


A trajectory containing the structures of all of the cluster centers




assignments_path : str


Path to a file that contains/will contain the assignments, as a 2D array
of integers in hdf5 format




distances_path : str


Path to a file that contains/will contain the assignments, as a 2D array
of integers in hdf5 format




chunk_size : int


The number of frames to load and process per step. The optimal number
here depends on your system memory – it should probably be roughly
the number of frames you can fit in memory at any one time. Note, this
is only important if your trajectories are long, as the effective chunk_size
is really min(traj_length, chunk_size)




atom_indices_to_load : {None, list}


The indices of the atoms to load for each trajectory chunk. Note that
this method is responsible for loading up atoms from the project, but
does NOT load up the generators. Those are passed in as a trajectory
object (above). So if the generators are already subsampled to a restricted
set of atom indices, but the trajectories on disk are NOT, you’ll
need to pass in a set of indices here to resolve the difference.











See also

assign_in_memory











          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	assigning: msmbuilder.assigning 
 
      

    


    
      
          
            
  
msmbuilder.assigning.streaming_assign_with_checkpoint


	
msmbuilder.assigning.streaming_assign_with_checkpoint(metric, project, generators, assignments_path, distances_path, checkpoint=1, chunk_size=10000, atom_indices_to_load=None)[source]
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MSM Construction: msmbuilder.MSMLib

Functions for building MSMs


Notes


	Assignments typically refer to a numpy array of integers such that Assignments[i,j] gives the state of trajectory i, frame j.

	Transition and Count matrices are typically stored in scipy.sparse.csr_matrix format.

	Some functionality from this module was moved into msmanalysis in version2.6






Mapping







	apply_mapping_to_assignments(assignments,...)
	Remap the states in an assignments file according to a mapping.


	apply_mapping_to_vector(vector,mapping)
	Remap an observable vector after ergodic trimming


	renumber_states(assignments)
	Renumber states to be consecutive integers (0, 1, ...


	invert_assignments(assignments)
	Invert an assignments array – that is, produce a mapping








Trimming







	tarjan(graph)
	Find the strongly connected components in a graph using Tarjan’s algorithm.


	ergodic_trim(counts[,assignments])
	Use Tarjan’s Algorithm to find maximal strongly connected subgraph.








Model Building







	build_msm(counts[,symmetrize,ergodic_trimming])
	Estimates the transition probability matrix from the counts matrix.


	build_msm_from_counts
	


	estimate_rate_matrix(count_matrix,assignments)
	MLE Rate Matrix given transition counts and dwell times


	mle_reversible_count_matrix(count_matrix)
	Maximum likelihood estimate for a reversible count matrix


	estimate_transition_matrix(count_matrix)
	Simple Maximum Likelihood estimator of transition matrix.


	get_count_matrix_from_assignments(assignments)
	Calculate counts matrix from assignments.


	get_counts_from_traj(states[,n_states,...])
	Computes the transition count matrix for a sequence of states (single trajectory).


	log_likelihood(count_matrix,transition_matrix)
	log of the likelihood of an observed count matrix given a transition matrix
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msmbuilder.MSMLib.apply_mapping_to_assignments


	
msmbuilder.MSMLib.apply_mapping_to_assignments(assignments, mapping)[source]

	Remap the states in an assignments file according to a mapping.





	Parameters:	assignments : ndarray


Standard 2D assignments array




mapping : ndarray


1D numpy array of length equal to the number of states in Assignments.
Mapping[a] = b means that the frames currently in state a will be mapped
to state b







	Returns:	NewAssignments : ndarray







Notes

This function is useful after performing PCCA or Ergodic Trimming. Also, the
state -1 is treated specially – it always stays -1 and is not remapped.
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msmbuilder.MSMLib.apply_mapping_to_vector


	
msmbuilder.MSMLib.apply_mapping_to_vector(vector, mapping)[source]

	Remap an observable vector after ergodic trimming

RTM 6/27: I don’t think this function is really doing what it should.
It does a reordering, but when the mapping is a many->one, don’t you really
want to average things together or something?

TJL 7/1: That’s true. I wrote this with only the ergodic trimming in
mind, it needs to be updated if it’s going to work w/PCCA as well...





	Parameters:	vector : ndarray


1D. Some observable value associated with each states




Mapping : ndarray


1D numpy array of length equal to the number of states in Assignments.
Mapping[a] = b means that the frames currently in state a are now assigned
to state b, and thus their observable should be too







	Returns:	new_vector : ndarray


mapped observable values










Notes

The state -1 is treated specially – it always stays -1 and is not remapped.
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msmbuilder.MSMLib.renumber_states


	
msmbuilder.MSMLib.renumber_states(assignments)[source]

	Renumber states to be consecutive integers (0, 1, ... , n), performs
this transformation in place.





	Parameters:	assignments : ndarray


2D array of msmbuilder assignments







	Returns:	mapping : ndarray, int


A mapping from the old numbering scheme to the new, such that
mapping[new] = old










Notes

Useful if some states have 0 counts.









          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	MSM Construction: msmbuilder.MSMLib 
 
      

    


    
      
          
            
  
msmbuilder.MSMLib.invert_assignments


	
msmbuilder.MSMLib.invert_assignments(assignments)[source]

	Invert an assignments array – that is, produce a mapping
from state -> traj/frame





	Parameters:	assignments : np.ndarray


2D array of MSMBuilder assignments







	Returns:	inverse_mapping : collections.defaultdict


Mapping from state -> traj,frame, such that inverse_mapping[s]
gives the conformations assigned to state s.










Notes


	The assignments array may have -1’s, which are simply placeholders

	we do not add these to the inverted assignments. Therefore, doing
the following will raise a KeyError:

>>> inv_assignments = MSMLib.invert_assignments(assignments)
>>> print inv_assignments[-1]
KeyError: -1
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msmbuilder.MSMLib.tarjan


	
msmbuilder.MSMLib.tarjan(graph)[source]

	Find the strongly connected components in a graph using Tarjan’s algorithm.





	Parameters:	graph : dict


mapping from node names to lists of successor nodes.







	Returns:	components : list


list of the strongly connected components











See also

ErgodicTrim



Notes

Code based on ActiveState code by Josiah Carlson (New BSD license).
Most users will want to call the ErgodicTrim() function rather than directly calling Tarjan().
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msmbuilder.MSMLib.ergodic_trim


	
msmbuilder.MSMLib.ergodic_trim(counts, assignments=None)[source]

	Use Tarjan’s Algorithm to find maximal strongly connected subgraph.





	Parameters:	counts : csr sparse matrix


transition counts




assignments : ndarray, optional


Optionally map assignments to the new states, nulling out disconnected regions.











See also

Tarjan



Notes

The component with maximum number of counts is selected
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msmbuilder.MSMLib.build_msm


	
msmbuilder.MSMLib.build_msm(counts, symmetrize='MLE', ergodic_trimming=True)[source]

	Estimates the transition probability matrix from the counts matrix.





	Parameters:	counts : matrix


the MSM counts matrix




symmetrize : {‘MLE’, ‘Transpose’, None}


symmetrization scheme so that we have reversible counts




ergodic_trim : bool (optional)


whether or not to trim states to achieve an ergodic model







	Returns:	rev_counts : matrix


the estimate of the reversible counts




t_matrix : matrix


the transition probability matrix




populations : ndarray, float


the equilibrium populations of each state




mapping : ndarray, int


a mapping from the passed counts matrix to the new counts and transition
matrices
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msmbuilder.MSMLib.estimate_rate_matrix


	
msmbuilder.MSMLib.estimate_rate_matrix(count_matrix, assignments)[source]

	MLE Rate Matrix given transition counts and dwell times





	Parameters:	count_matrix : sparse or dense matrix


transition counts




assignments : ndarray


2D assignments array used to compute average dwell times







	Returns:	K : csr_matrix


Rate matrix











See also

estimate_transition_matrix



Notes

The correct likelihood function to use for estimating the rate matrix when
the data is sampled at a discrete frequency is open for debate. This
likelihood function doesn’t take into account the error in the lifetime estimates
from the discrete sampling. Other methods are currently under development (RTM 6/27)

References




	[R5]	Buchete NV, Hummer G. “Coarse master equaions for peptide folding
dynamics.” J Phys Chem B 112:6057-6069.
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msmbuilder.MSMLib.mle_reversible_count_matrix


	
msmbuilder.MSMLib.mle_reversible_count_matrix(count_matrix)[source]

	Maximum likelihood estimate for a reversible count matrix





	Parameters:	counts : scipy.sparse.csr_matrix


sparse matrix of transition counts (raw, not symmetrized)







	Returns:	X : scipy.sparse.csr_matrix


Returns the MLE reversible (symmetric) counts matrix










Notes

This function can be used to find the maximum likelihood reversible
count matrix.  See Docs/notes/mle_notes.pdf for details
on the math used during these calculations.
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msmbuilder.MSMLib.estimate_transition_matrix


	
msmbuilder.MSMLib.estimate_transition_matrix(count_matrix)[source]

	Simple Maximum Likelihood estimator of transition matrix.





	Parameters:	count_matrix : array or sparse matrix


A square matrix of transition counts







	Returns:	tProb : array or sparse matrix


Most likely transition matrix given tCount
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msmbuilder.MSMLib.get_count_matrix_from_assignments


	
msmbuilder.MSMLib.get_count_matrix_from_assignments(assignments, n_states=None, lag_time=1, sliding_window=True)[source]

	Calculate counts matrix from assignments.





	Parameters:	assignments : ndarray


A 2d ndarray containing the state assignments.




n_states : int, optional


Can be automatically determined, unless you want a model with more states than are observed




lag_time: int, optional :


the LagTime with which to estimate the count matrix. Default: 1




sliding_window: bool, optional :


Use a sliding window.  Default: True







	Returns:	counts : sparse matrix


Counts[i,j] stores the number of times in the assignments that a
trajectory went from state i to state j in LagTime frames










Notes

assignments are input as iterables over numpy 1-d arrays of integers.
For example a 2-d array where assignments[i,j] gives the ith trajectory, jth frame.
The beginning and end of each trajectory may be padded with negative ones, which will be ignored.
If the number of states is not given explitly, it will be determined as one plus the largest state index of the Assignments.
Sliding window yields non-independent samples, but wastes less data.
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msmbuilder.MSMLib.get_counts_from_traj


	
msmbuilder.MSMLib.get_counts_from_traj(states, n_states=None, lag_time=1, sliding_window=True)[source]

	Computes the transition count matrix for a sequence of states (single trajectory).





	Parameters:	states : array


A one-dimensional array of integers representing the sequence of states.
These integers must be in the range [0, n_states]




n_states : int


The total number of states. If not specified, the largest integer in the
states array plus one will be used.




lag_time : int, optional


The time delay over which transitions are counted




sliding_window : bool, optional


Use sliding window







	Returns:	C : sparse matrix of integers


The computed transition count matrix
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msmbuilder.MSMLib.log_likelihood


	
msmbuilder.MSMLib.log_likelihood(count_matrix, transition_matrix)[source]

	log of the likelihood of an observed count matrix given a transition matrix





	Parameters:	count_matrix : ndarray or sparse matrix


Transition count matrix.




transition_matrix : ndarray or sparse matrix


Transition probability matrix.







	Returns:	loglikelihood : float


The natural log of the likelihood, computed as
\(\sum_{ij} C_{ij} \log(P_{ij})\)
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MSM Analysis: msmbuilder.msm_analysis

Functions for querying markov state models


Notes

Some functionality was moved to this module from MSMLib in version 2.6




Model Queries







	sample(transition_matrix,state,steps[,...])
	Generate a random sequence of states by propogating a transition matrix.


	propagate_model(transition_matrix,n_steps,...)
	Propogate the time evolution of a population vector.


	get_eigenvectors(t_matrix,n_eigs[,...])
	Get the left eigenvectors of a transition matrix, sorted by eigenvalue


	get_implied_timescales(assignments_fn,lag_times)
	Calculate implied timescales in parallel using multiprocessing library.


	project_observable_onto_transition_matrix(...)
	Projects an observable vector onto a probability transition matrix’s eigenmodes.


	calc_expectation_timeseries(tprob,observable)
	Calculates the expectation value over time <A(t)> for some observable








Utils







	flatten(*args)
	Return a generator for a flattened form of all arguments


	is_transition_matrix(t_matrix[,epsilon])
	Check for row normalization of a matrix


	are_all_dimensions_same(*args)
	Are all the supplied arguments the same size


	check_transition(t_matrix[,epsilon])
	Ensure that matrix is a row normalized stochastic matrix


	check_dimensions(*args)
	Ensure that all the dimensions of the inputs are identical


	check_for_bad_eigenvalues(eigenvalues[,...])
	Ensure that all eigenvalues are less than or equal to one
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msmbuilder.msm_analysis.sample


	
msmbuilder.msm_analysis.sample(transition_matrix, state, steps, traj=None, force_dense=False)[source]

	Generate a random sequence of states by propogating a transition matrix.





	Parameters:	transition_matrix : sparse or dense matrix


A transition matrix




State : {int, None, ndarray}


Starting state for trajectory. If State is an integer, it will be used
as the initial state. If State is None, an initial state will be
randomly chosen from an uniform distribution. If State is an array, it
represents a probability distribution from which the initial
state will be drawn. If a trajectory is specified (see Traj keyword),
this variable will be ignored, and the last state of that trajectory
will be used.




Steps : int


How many steps to generate.




Traj : list, optional


An existing trajectory (python list) can be input; results will be
appended to it




ForceDense : bool, deprecated


Force dense arithmatic.  Can speed up results for small models (OBSOLETE).







	Returns:	Traj : list


Sequence of states as a python list
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msmbuilder.msm_analysis.propagate_model


	
msmbuilder.msm_analysis.propagate_model(transition_matrix, n_steps, initial_populations, observable_vector=None)[source]

	Propogate the time evolution of a population vector.





	Parameters:	T : ndarray or sparse matrix


A transition matrix




NumSteps : int


How many timesteps to iterate




initial_populations : ndarray


The initial population vector




observable_vector : ndarray


Vector containing the state-wise averaged property of some observable.
Can be used to propagate properties such as fraction folded, ensemble
average RMSD, etc.  Default: None







	Returns:	X : ndarray


Final population vector, after propagation




obslist : list


list of floats of length equal to the number of steps, giving the mean value
of the observable (dot product of ObservableVector and populations) at
each timestep











See also

sample, scipy.sparse.linalg.aslinearoperator [http://docs.scipy.org/doc/scipy/reference/generated/scipy.sparse.linalg.aslinearoperator.html#scipy.sparse.linalg.aslinearoperator]
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msmbuilder.msm_analysis.get_eigenvectors


	
msmbuilder.msm_analysis.get_eigenvectors(t_matrix, n_eigs, epsilon=0.001, dense_cutoff=50, right=False, tol=1e-30)[source]

	Get the left eigenvectors of a transition matrix, sorted by eigenvalue
magnitude





	Parameters:	t_matrix : sparse or dense matrix


transition matrix. if T is sparse, the sparse eigensolver will be used




n_eigs : int


How many eigenvalues to calculate




epsilon : float, optional


Throw error if T is not a stochastic matrix, with tolerance given by Epsilon




dense_cutoff : int, optional


use dense eigensolver if dimensionality is below this




right : bool, optional


if true, compute the right eigenvectors instead of the left




tol : float, optional


Convergence criterion for sparse eigenvalue solver.







	Returns:	eigenvalues : ndarray


1D array of eigenvalues




eigenvectors : ndarray


2D array of eigenvectors










Notes

Left eigenvectors satisfy the relation \(V \mathbf{T} = \lambda V\)
Vectors are returned in columns of matrix.  
Too large a value of tol may lead to unstable results.  See GitHub issue #174.
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msmbuilder.msm_analysis.get_implied_timescales


	
msmbuilder.msm_analysis.get_implied_timescales(assignments_fn, lag_times, n_implied_times=100, sliding_window=True, trimming=True, symmetrize=None, n_procs=1)[source]

	Calculate implied timescales in parallel using multiprocessing library.  Does not work in interactive mode.





	Parameters:	AssignmentsFn : str


Path to Assignments.h5 file on disk




LagTimes : list


List of lag times to calculate the timescales at




NumImpledTimes : int, optional


Number of implied timescales to calculate at each lag time




Slide : bool, optional


Use sliding window




Trim : bool, optional


Use ergodic trimming




Symmetrize : {‘MLE’, ‘Transpose’, None}


Symmetrization method




nProc : int


number of processes to use in parallel (multiprocessing







	Returns:	formatedLags : ndarray


RTM 6/27 I’m not quite sure what the semantics of the output is. It’s not
trivial and undocummented.











See also


	MSMLib.mle_reversible_count_matrix

	(MLE symmetrization)



MSMLib.build_msm, get_eigenvectors
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msmbuilder.msm_analysis.project_observable_onto_transition_matrix


	
msmbuilder.msm_analysis.project_observable_onto_transition_matrix(observable, tprob, num_modes=25)[source]

	Projects an observable vector onto a probability transition matrix’s
eigenmodes.

The function first decomposes the matrix tprob into num_modes
different eigenvectors, sorted by eigenvalue. Then, it returns the
amplitude of the projection of the observable onto each of those
eigenmodes.

This projection gives an estimate of how strong an
experimental signal will be see at each timescale - though the actual
experimental response will also be modulated by the populations of
states at play.





	Parameters:	observable : array_like, float


a one-dimensional array of the values of a given observable for
each state in the MSM




tprob : matrix


the transition probability matrix




num_modes : int


the number of eigenmodes to calculate (the top ones, sorted by mag.)







	Returns:	timescales : array_like, float


the timescales of each eigenmode, in units of the lagtime of tprob




amplitudes : array_like, float


the amplitudes of the projection of observable onto each mode










Notes

The stationary mode is always discarded
The eigenvalues/vectors are calculated from scratch, so this function


may take a little while to run
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msmbuilder.msm_analysis.calc_expectation_timeseries


	
msmbuilder.msm_analysis.calc_expectation_timeseries(tprob, observable, init_pop=None, timepoints=1000000, n_modes=100, lagtime=15.0)[source]

	
Calculates the expectation value over time <A(t)> for some observable
in an MSM. Does this by eigenvalue decomposition, according to the eq

math :: langle A




angle (t) = sum_{i=0}^N langle p(0), psi^L_i

angle e^{ - lambda_i t } langle psi^R_i, A 
angle





	Parameters:	tprob : matrix



The transition probability matrix (of size N) for the MSM.





	observable : array_like, float

	A len N array of the values A of the observable for each state.



	init_pop : array_like, float

	A len N array of the initial populations of each state. If None
is passed, then the function will start from even populations in
each state.



	timepoints : int

	The number of timepoints to calculate - the final timeseries will
be in length LagTime x timepoints



	n_modes : int

	The number of eigenmodes to include in the calculation. This
number will depend on the timescales involved in the relatation
of the observable.











	Returns:	timeseries : array_like, float


A timeseries of the observable over time, in units of the lag time
of the transition matrix.
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msmbuilder.msm_analysis.flatten


	
msmbuilder.msm_analysis.flatten(*args)[source]

	Return a generator for a flattened form of all arguments
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msmbuilder.msm_analysis.is_transition_matrix


	
msmbuilder.msm_analysis.is_transition_matrix(t_matrix, epsilon=1e-05)[source]

	Check for row normalization of a matrix





	Parameters:	t_matrix : densee or sparse matrix

epsilon : float, optional


threshold for how close the row sums need to be to 1







	Returns:	truth : bool


True if the 2-norm of error in the row sums is less than Epsilon.
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msmbuilder.msm_analysis.are_all_dimensions_same


	
msmbuilder.msm_analysis.are_all_dimensions_same(*args)[source]

	Are all the supplied arguments the same size

Find the shape of every input.





	Returns:	truth : boolean


True if every matrix and vector is the same size.
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msmbuilder.msm_analysis.check_transition


	
msmbuilder.msm_analysis.check_transition(t_matrix, epsilon=1e-05)[source]

	Ensure that matrix is a row normalized stochastic matrix





	Parameters:	t_matrix : dense or sparse matrix

epsilon : float, optional


Threshold for how close the row sums need to be to one







	Other Parameters:

		DisableErrorChecking : bool


If this flag (module scope variable) is set tot True, this function just
passes.







	Raises:	NormalizationError :


If T is not a row normalized stochastic matrix











See also


	check_dimensions

	ensures dimensionality

	is_transition_matrix

	does the actual checking
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msmbuilder.msm_analysis.check_dimensions


	
msmbuilder.msm_analysis.check_dimensions(*args)[source]

	Ensure that all the dimensions of the inputs are identical





	Raises:	DimensionError :


If some of the supplied arguments have different dimensions from one
another
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msmbuilder.msm_analysis.check_for_bad_eigenvalues


	
msmbuilder.msm_analysis.check_for_bad_eigenvalues(eigenvalues, decimal=5, cutoff_value=0.999999)[source]

	Ensure that all eigenvalues are less than or equal to one

Having multiple eigenvalues of lambda>=1 suggests either non-ergodicity or
numerical error.





	Parameters:	Eigenvalues : ndarray


1D array of eigenvalues to check




decimal : deprecated (marked 6/27)


this doesn’t do anything




CutoffValue: float, optional :


Tolerance used










Notes

Checks that the first eigenvalue is within CutoffValue of 1, and that the second
eigenvalue is not greater than CutoffValue
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Lumping: msmbuilder.lumping

Lumping, or coarse-graining, refers to the processing of creating a few-state model from a many-state model (lumping states together) in such a way that the lumped model can capture the long timescale dynamics (i.e. joining together states which interconvert rapidly)


Core Lumping Routines







	PCCA
	


	pcca_plus
	








Private PCCA+ Implementation Code







	has_constraint_violation
	


	fill_A
	


	index_search
	


	get_maps
	


	objective
	


	to_square
	


	to_flat
	








Helper Functions







	NormalizeLeftEigenvectors
	


	trim_eigenvectors_by_flux
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Transition Path Theory : msmbuilder.tpt

Functions for performing Transition Path Theory calculations.


Path Finding







	find_top_paths(sources,sinks,tprob[,...])
	Calls the Dijkstra algorithm to find the top ‘NumPaths’.


	Dijkstra(sources,sinks,net_flux)
	A modified Dijkstra algorithm that dynamically computes the cost


	find_path_bottleneck(path,net_flux)
	Simply finds the bottleneck along a path.


	calculate_fluxes(sources,sinks,tprob[,...])
	Compute the transition path theory flux matrix.


	calculate_net_fluxes(sources,sinks,tprob)
	Computes the transition path theory net flux matrix.








MFPT & Committor Finding Functions







	calculate_ensemble_mfpt(sources,sinks,...)
	Calculates the average ‘Folding Time’ of an MSM defined by T and a LagTime.


	calculate_avg_TP_time(sources,sinks,tprob,...)
	Calculates the Average Transition Path Time for MSM with: T, LagTime.


	calculate_mfpt(sinks,tprob[,lag_time])
	Gets the Mean First Passage Time (MFPT) for all states to a set


	calculate_all_to_all_mfpt(tprob[,populations])
	Calculate the all-states by all-state matrix of mean first passage times.


	calculate_committors(sources,sinks,tprob)
	Get the forward committors of the reaction sources -> sinks.








Hub Scores, Conditional Committors and Related Quantities







	calculate_fraction_visits(tprob,waypoint,...)
	Calculate the fraction of times a walker on tprob going from sources to sinks will travel through the set of states waypoints en route.


	calculate_hub_score(tprob,waypoint)
	Calculate the hub score for the states waypoint.


	calculate_all_hub_scores(tprob)
	Calculate the hub scores for all states in a network defined by tprob.
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msmbuilder.tpt.find_top_paths


	
msmbuilder.tpt.find_top_paths(sources, sinks, tprob, num_paths=10, node_wipe=False, net_flux=None)[source]

	Calls the Dijkstra algorithm to find the top ‘NumPaths’.

Does this recursively by first finding the top flux path, then cutting that
path and relaxing to find the second top path. Continues until NumPaths
have been found.





	Parameters:	sources : array_like, int


The indices of the source states




sinks : array_like, int


Indices of sink states




num_paths : int


The number of paths to find







	Returns:	Paths : list of lists


The nodes transversed in each path




Bottlenecks : list of tuples


The nodes between which exists the path bottleneck




Fluxes : list of floats


The flux through each path
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msmbuilder.tpt.Dijkstra


	
msmbuilder.tpt.Dijkstra(sources, sinks, net_flux)[source]

	A modified Dijkstra algorithm that dynamically computes the cost
of all paths from A to B, weighted by NFlux.





	Parameters:	sources : array_like, int


The indices of the source states (i.e. for state A in rxn A -> B)




sinks : array_like, int


Indices of sink states (state B)




NFlux : sparse matrix


Matrix of the net flux from A to B, see function GetFlux







	Returns:	pi : array_like


The paths from A->B, pi[i] = node preceeding i




b : array_like


The flux passing through each node











See also


	DijkstraTopPaths

	child function DijkstraTopPaths is probably the function you want to call to find paths through an MSM network. This is a utility function called by DijkstraTopPaths, but may be useful in some specific cases
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msmbuilder.tpt.find_path_bottleneck


	
msmbuilder.tpt.find_path_bottleneck(path, net_flux)[source]

	Simply finds the bottleneck along a path.

This is the point at which the cost function first goes up along the path,
backtracking from B to A.





	Parameters:	path : list


a list of nodes along the path of interest




net_flux : matrix


the net flux matrix







	Returns:	bottleneck : tuple


a tuple of the nodes on either end of the bottleneck




flux : float


the flux at the bottleneck











See also


	find_top_paths

	child function find_top_paths is probably the function you want to call to find paths through an MSM network. This is a utility function called by find_top_paths, but may be useful in some specific cases
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msmbuilder.tpt.calculate_fluxes


	
msmbuilder.tpt.calculate_fluxes(sources, sinks, tprob, populations=None, committors=None)[source]

	Compute the transition path theory flux matrix.





	Parameters:	sources : array_like, int


The set of unfolded/reactant states.




sinks : array_like, int


The set of folded/product states.




tprob : mm_matrix


The transition matrix.




Returns :

—— :

fluxes : mm_matrix


The flux matrix
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msmbuilder.tpt.calculate_net_fluxes


	
msmbuilder.tpt.calculate_net_fluxes(sources, sinks, tprob, populations=None, committors=None)[source]

	Computes the transition path theory net flux matrix.





	Parameters:	sources : array_like, int


The set of unfolded/reactant states.




sinks : array_like, int


The set of folded/product states.




tprob : mm_matrix


The transition matrix.




Returns :

—— :

net_fluxes : mm_matrix


The net flux matrix
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msmbuilder.tpt.calculate_ensemble_mfpt


	
msmbuilder.tpt.calculate_ensemble_mfpt(sources, sinks, tprob, lag_time)[source]

	Calculates the average ‘Folding Time’ of an MSM defined by T and a LagTime.
The Folding Time is the average of the MFPTs (to F) of all the states in U.

Note here ‘Folding Time’ is defined as the avg MFPT of {U}, to {F}.
Consider this carefully. This is probably NOT the experimental folding time!





	Parameters:	sources : array, int


indices of the source states




sinks : array, int


indices of the sink states




tprob : matrix


transition probability matrix




lag_time : float


the lag time used to create T (dictates units of the answer)







	Returns:	avg : float


the average of the MFPTs




std : float


the standard deviation of the MFPTs
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msmbuilder.tpt.calculate_avg_TP_time


	
msmbuilder.tpt.calculate_avg_TP_time(sources, sinks, tprob, lag_time)[source]

	Calculates the Average Transition Path Time for MSM with: T, LagTime.
The TPTime is the average of the MFPTs (to F) of all the states
immediately adjacent to U, with the U states effectively deleted.

Note here ‘TP Time’ is defined as the avg MFPT of all adjacent states to {U},
to {F}, ignoring {U}.

Consider this carefully.





	Parameters:	sources : array, int


indices of the unfolded states




sinks : array, int


indices of the folded states




tprob : matrix


transition probability matrix




lag_time : float


the lag time used to create T (dictates units of the answer)







	Returns:	avg : float


the average of the MFPTs




std : float


the standard deviation of the MFPTs
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msmbuilder.tpt.calculate_mfpt


	
msmbuilder.tpt.calculate_mfpt(sinks, tprob, lag_time=1.0)[source]

	Gets the Mean First Passage Time (MFPT) for all states to a set
of sinks.





	Parameters:	sinks : array, int


indices of the sink states




tprob : matrix


transition probability matrix




LagTime : float


the lag time used to create T (dictates units of the answer)







	Returns:	MFPT : array, float


MFPT in time units of LagTime, for each state (in order of state index)











See also


	calculate_all_to_all_mfpt

	function A more efficient way to calculate all the MFPTs in a network
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msmbuilder.tpt.calculate_all_to_all_mfpt


	
msmbuilder.tpt.calculate_all_to_all_mfpt(tprob, populations=None)[source]

	Calculate the all-states by all-state matrix of mean first passage
times.

This uses the fundamental matrix formalism, and should be much faster
than GetMFPT for calculating many MFPTs.





	Parameters:	tprob : matrix


transition probability matrix




populations : array_like, float


optional argument, the populations of each state. If  not supplied,
it will be computed from scratch







	Returns:	MFPT : array, float


MFPT in time units of LagTime, square array for MFPT from i -> j











See also


	GetMFPT

	function for calculating a subset of the MFPTs, with functionality for including a set of sinks













          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	
          next |

        	
          previous |

        	MSMBuilder 2.6.0 documentation 

          	Transition Path Theory : msmbuilder.tpt 
 
      

    


    
      
          
            
  
msmbuilder.tpt.calculate_committors


	
msmbuilder.tpt.calculate_committors(sources, sinks, tprob)[source]

	Get the forward committors of the reaction sources -> sinks.





	Parameters:	sources : array_like, int


The set of unfolded/reactant states.




sinks : array_like, int


The set of folded/product states.




tprob : mm_matrix


The transition matrix.







	Returns:	Q : array_like


The forward committors for the reaction U -> F.
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msmbuilder.tpt.calculate_fraction_visits


	
msmbuilder.tpt.calculate_fraction_visits(tprob, waypoint, source, sink, return_cond_Q=False)[source]

	Calculate the fraction of times a walker on tprob going from sources
to sinks will travel through the set of states waypoints en route.

Computes the conditional committors q^{ABC^+} and uses them to find the
fraction of paths mentioned above. The conditional committors can be


	Note that in the notation of Dickson et. al. this computes h_c(A,B), with

	sources   = A
sinks     = B
waypoint  = C







	Parameters:	tprob : matrix


The transition probability matrix




waypoint : int


The index of the intermediate state




sources : nd_array, int or int


The indices of the source state(s)




sinks : nd_array, int or int


The indices of the sink state(s)




return_cond_Q : bool


Whether or not to return the conditional committors







	Returns:	fraction_paths : float


The fraction of times a walker going from sources -> sinks stops
by waypoints on its way.




cond_Q : nd_array, float (optional)


Optionally returned (return_cond_Q)











See also


	calculate_hub_score

	function Compute the ‘hub score’, the weighted fraction of visits for an entire network.

	calculate_all_hub_scores

	function Wrapper to compute all the hub scores in a network.





Notes


	Employs dense linear algebra,

	memory use scales as N^2
cycle use scales as N^3



References


	..[1] Dickson & Brooks (2012), J. Chem. Theory Comput.,

	Article ASAP DOI: 10.1021/ct300537s
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msmbuilder.tpt.calculate_hub_score


	
msmbuilder.tpt.calculate_hub_score(tprob, waypoint)[source]

	Calculate the hub score for the states waypoint.

The “hub score” is a measure of how well traveled a certain state or
set of states is in a network. Specifically, it is the fraction of
times that a walker visits a state en route from some state A to another
state B, averaged over all combinations of A and B.





	Parameters:	tprob : matrix


The transition probability matrix




waypoints : int


The indices of the intermediate state(s)







	Returns:	Hc : float


The hub score for the state composed of waypoints











See also


	calculate_fraction_visits

	function Calculate the fraction of times a state is visited on pathways going from a set of “sources” to a set of “sinks”.

	calculate_all_hub_scores

	function A more efficient way to compute the hub score for every state in a network.





Notes


	Employs dense linear algebra,

	memory use scales as N^2
cycle use scales as N^5



References


	..[1] Dickson & Brooks (2012), J. Chem. Theory Comput.,

	Article ASAP DOI: 10.1021/ct300537s
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msmbuilder.tpt.calculate_all_hub_scores


	
msmbuilder.tpt.calculate_all_hub_scores(tprob)[source]

	Calculate the hub scores for all states in a network defined by tprob.

The “hub score” is a measure of how well traveled a certain state or
set of states is in a network. Specifically, it is the fraction of
times that a walker visits a state en route from some state A to another
state B, averaged over all combinations of A and B.





	Parameters:	tprob : matrix


The transition probability matrix







	Returns:	Hc_array : nd_array, float


The hub score for each state in tprob











See also


	calculate_fraction_visits

	function Calculate the fraction of times a state is visited on pathways going from a set of “sources” to a set of “sinks”.

	calculate_hub_score

	function A function that computes just one hub score, can compute the hub score for a set of states.





Notes


	Employs dense linear algebra,

	memory use scales as N^2
cycle use scales as N^6



References


	..[1] Dickson & Brooks (2012), J. Chem. Theory Comput.,

	Article ASAP DOI: 10.1021/ct300537s
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Cut Based Free Energy Profile msmbuilder.cfep

Code for computing cut-based free energy profiles, and optimal
reaction coordinates within that framework. This code was
contributed generously by Sergei Krivov, with optimizations
and modifications by TJ Lane.

This code employs scipy.weave, so g++ and OpenMP are
required. Most machines should have this functionality by default.


Optimization


	
class msmbuilder.cfep.CutCoordinate(counts, generators, reactant, product)[source]

	Object containing methods for computing the cut-based free energy profiles
of reaction coordinates.







	CutCoordinate.evaluate_partition_functions()
	Computes the partition function of the cut-based free energy profile based on transition network and reaction coordinate.


	CutCoordinate.plot([num_bins,filename])
	Plot the current cut-based free energy profile.


	CutCoordinate.reaction_mfpt([lag_time])
	Calculate the MFPT between the reactant and product states, as given by


	CutCoordinate.rescale_to_natural_coordinate()
	Rescale a cut-based free energy profile along a reaction coordinate such that the diffusion constant is unity for the entire coordinate.


	CutCoordinate.set_coordinate_as_committors([...])
	Set the reaction coordinate to be the committors (pfolds).


	CutCoordinate.set_coordinate_as_eigvector2([...])
	Set the reaction coordinate to be the second eigenvector of the MSM generated


	CutCoordinate.set_coordinate_values(...)
	Set the reaction coordinate manually, by providing coordinate values that come from some external calculation.










	
class msmbuilder.cfep.VariableCoordinate(rxn_coordinate_function, initial_alphas, counts, generators, reactant, product)[source]

	Class that contains methods for calculating cut-based free energy profiles
based on a reaction coordinate mapping that takes variable parameters.

Specifically, a reaction coodinate is formally a map from phase space to
the reals. Consider such a map that is dependent on some auxillary parameters
alphas. Then we might hope to optimize that reaction coordinate by wisely
choosing those weights.







	VariableCoordinate.optimize([maxiter])
	Compute an optimized reaction coordinate, where optimized means the coordinate the maximizes the barrier between two metastable basins.












Example Coordinate







	contact_reaction_coordinate(trajectory,weights)
	Computes a residue-contact based reaction coordinate.
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msmbuilder.cfep.CutCoordinate.evaluate_partition_functions


	
CutCoordinate.evaluate_partition_functions()[source]

	Computes the partition function of the cut-based free energy profile based
on transition network and reaction coordinate.

Employs an MSM to do so, thus taking input in the form of a discrete state
space and the observed dynamics in that space (assignments). Further, one
can provide a “reaction coordiante” who’s values will be employed to
find the min-cut/max-flow coordinate describing dynamics on that space.

Generously contributed by Sergei Krivov
Optimizations and modifications due to TJL


See also


	optimize_cut_based_coordinate

	function Optimize a flexible reaction coordinate to maximize the free energy barrier along that coordinate.
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msmbuilder.cfep.CutCoordinate.plot


	
CutCoordinate.plot(num_bins=15, filename=None)[source]

	Plot the current cut-based free energy profile.

Can either display this on screen (filename=None), or save to a file
if the kwarg filename is provided.

The plot does a smoothing average over the reaction coordinate.
Increasing bins makes the average finer, and the resulting coordinate
rougher. Fewer bins means a coarser, smoother coordinate.





	Parameters:	num_bins : int


The number of bins to employ in a sliding average.




filename : str


The name of the file to save the rendered image to. If None is
passed, attempts to display the image on screen.
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msmbuilder.cfep.CutCoordinate.reaction_mfpt


	
CutCoordinate.reaction_mfpt(lag_time=1.0)[source]

	Calculate the MFPT between the reactant and product states, as given by
the reaction coordinate.





	Parameters:	lag_time : float


The units of time for the MSM lag time.







	Returns:	mfpt : float


The mean first passage time between the reactant and product
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msmbuilder.cfep.CutCoordinate.rescale_to_natural_coordinate


	
CutCoordinate.rescale_to_natural_coordinate()[source]

	Rescale a cut-based free energy profile along a reaction coordinate
such that the diffusion constant is unity for the entire coordinate.





	Parameters:	zc : ndarray, float


The cut-based partition function from calc_cFEP




zh : ndarray, float


The histogram-based parition function from calc_cFEP




rxn_coordinate : ndarray, float


The reaction coordinate used.
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msmbuilder.cfep.CutCoordinate.set_coordinate_as_committors


	
CutCoordinate.set_coordinate_as_committors(lag_time=1, symmetrize='transpose')[source]

	Set the reaction coordinate to be the committors (pfolds).

Employs the reactant, product states provided as the sources, sinks
respectively for the committor calculation.





	Parameters:	lag_time : int


The MSM lag time to use (in units of frames) in the estimation
of the MSM transition probability matrix from the counts matrix.




symmetrize : str {‘mle’, ‘transpose’, ‘none’}


Which symmetrization method to employ in the estimation of the
MSM transition probability matrix from the counts matrix.
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msmbuilder.cfep.CutCoordinate.set_coordinate_as_eigvector2


	
CutCoordinate.set_coordinate_as_eigvector2(lag_time=1, symmetrize='transpose')[source]

	Set the reaction coordinate to be the second eigenvector of the MSM generated
by counts, the provided lag_time, and the provided symmetrization method.





	Parameters:	lag_time : int


The MSM lag time to use (in units of frames) in the estimation
of the MSM transition probability matrix from the counts matrix.




symmetrize : str {‘mle’, ‘transpose’, ‘none’}


Which symmetrization method to employ in the estimation of the
MSM transition probability matrix from the counts matrix.
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msmbuilder.cfep.CutCoordinate.set_coordinate_values


	
CutCoordinate.set_coordinate_values(coordinate_values)[source]

	Set the reaction coordinate manually, by providing coordinate values
that come from some external calculation.





	Parameters:	coordinate_values : nd_array, float


The values of the reaction coordinate, evaluated for each state.
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msmbuilder.cfep.VariableCoordinate.optimize


	
VariableCoordinate.optimize(maxiter=1000)[source]

	Compute an optimized reaction coordinate, where optimized means the
coordinate the maximizes the barrier between two metastable basins.





	Parameters:	maxiter : int (optional)


The maximum number of iterations to run the optimization algorithm
for. Note that you can always do a little, check the answer, then 
come back and optimize more later.
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msmbuilder.cfep.contact_reaction_coordinate


	
msmbuilder.cfep.contact_reaction_coordinate(trajectory, weights)[source]

	Computes a residue-contact based reaction coordinate.

Specifically, the reaction coordinate is a weighted linear combination
of the alpha carbon distances for each residue. Weights can take any
value, including negative and zero values.





	Parameters:	trajectory : msmbuilder trajectory


The trajectory along which to compute the reaction coordinate value




weights : nd_array, float


The weights to apply to all the inter-residue (Ca-Ca) distances







	Returns:	rc_value : nd_array, float


The reaction coordinate value for each snapshot of trajectory
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Container Classes: Serializer, Conformation, Trajectory


Trajectory


	
class msmbuilder.Trajectory.Trajectory(S)[source]

	Bases: msmbuilder.Conformation.ConformationBaseClass

This is the representation of a sequence of  conformations.

Notes:
Use classmethod load_from_pdb to create an instance of this class from a PDB filename.
The Trajectory is a dictionary-like object.
The dictionary key ‘XYZList’ contains a numpy array of XYZ coordinates, stored such that
X[i,j,k] gives Frame i, Atom j, Coordinate k.

Loading from disk







	Trajectory.load_trajectory_file(Filename[,...])
	Loads a trajectory into memory, automatically deciding which methods to call based on filetype.


	Trajectory.load_from_pdb(Filename)
	Create a Trajectory from a PDB Filename


	Trajectory.load_from_pdbList(Filenames)
	Create a Trajectory with title Title from a Filename.


	Trajectory.load_from_trr(TRRFilenameList[,...])
	Create a Trajectory with title Title from a Filename.


	Trajectory.load_from_dcd(FilenameList[,...])
	Create a Trajectory from a Filename.


	Trajectory.load_from_xtc(XTCFilenameList[,...])
	Create a Trajectory from a collection of XTC files


	Trajectory.load_from_hdf(TrajFilename[,...])
	Method to load a trajectory which was saved as HDF


	Trajectory.load_from_lhdf(TrajFilename[,...])
	Method to load a trajectory which was saved as LHDF





Reading in chunks







	Trajectory.enum_chunks_from_hdf(TrajFilename)
	Function to read trajectory files which have been saved as HDF.


	Trajectory.enum_chunks_from_lhdf(TrajFilename)
	Method to read trajectory files which have been saved as LHDF.





Saving to disk







	Trajectory.save(Filename[,precision])
	Dump the coordinates to disk in format auto-detected by filename


	Trajectory.SaveToHDF
	


	Trajectory.save_to_lhdf(filename[,precision])
	Save a Trajectory instance to a Lossy HDF File.


	Trajectory.save_to_xtc(filename[,precision])
	Dump the coordinates to XTC


	Trajectory.save_to_pdb(Filename)
	Dump the coordinates to PDB


	Trajectory.save_to_xyz(Filename)
	Dump the coordinates to XYZ format





Read a single frame







	Trajectory.read_frame(TrajFilename,WhichFrame)
	


	Trajectory.read_hdf_frame(TrajFilename,...)
	Read a single frame from HDF5 trajectory file without loading file into memory.


	Trajectory.read_lhdf_frame(TrajFilename,...)
	Read a single frame from Lossy LHDF5 trajectory file without loading file into memory.


	Trajectory.read_dcd_frame(TrajFilename,...)
	Read a single frame from DCD trajectory without loading file into memory.


	Trajectory.read_xtc_frame(TrajFilename,...)
	Read a single frame from XTC trajectory file without loading file into memory.





Appending







	Trajectory.append_frames_to_file(filename,...)
	Append an array of XYZ data to an existing .h5 or .lh5 file.


	Trajectory.AppendPDB(Filename)
	Add on to a pdb file





Manipulation







	Trajectory.restrict_atom_indices(AtomIndices)
	


	Trajectory.subsample(stride)
	Keep only the frames at some interval


	Trajectory.GetEnumeratedAtomID()
	Returns an array of consecutive integers that enumerate over all atoms in the system.


	Trajectory.GetEnumeratedResidueID()
	Returns an array of NONUNIQUE consecutive integers that enumerate over all Residues in the system.  STARTING WITH ZERO!


	Trajectory.GetNumberOfAtoms()
	Return the number of atoms in this object.


	Trajectory.GetNumberOfResidues()
	Return the number of residues in this object.
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msmbuilder.Trajectory.Trajectory.load_trajectory_file


	
classmethod Trajectory.load_trajectory_file(Filename, JustInspect=False, Conf=None, Stride=1, AtomIndices=None)[source]

	Loads a trajectory into memory, automatically deciding which methods to call based on filetype.  For XTC files, this method uses a pre-registered Conformation filename as a pdb.
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msmbuilder.Trajectory.Trajectory.load_from_pdb


	
classmethod Trajectory.load_from_pdb(Filename)[source]

	Create a Trajectory from a PDB Filename





	Parameters:	Filename: str :


location to load from
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msmbuilder.Trajectory.Trajectory.load_from_pdbList


	
classmethod Trajectory.load_from_pdbList(Filenames)[source]

	Create a Trajectory with title Title from a Filename.
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msmbuilder.Trajectory.Trajectory.load_from_trr


	
classmethod Trajectory.load_from_trr(TRRFilenameList, PDBFilename=None, Conf=None, PreAllocate=True, JustInspect=False)[source]

	Create a Trajectory with title Title from a Filename.
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msmbuilder.Trajectory.Trajectory.load_from_dcd


	
classmethod Trajectory.load_from_dcd(FilenameList, PDBFilename=None, Conf=None, PreAllocate=True, JustInspect=False, discard_overlapping_frames=True)[source]

	Create a Trajectory from a Filename.
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msmbuilder.Trajectory.Trajectory.load_from_xtc


	
classmethod Trajectory.load_from_xtc(XTCFilenameList, PDBFilename=None, Conf=None, PreAllocate=True, JustInspect=False, discard_overlapping_frames=True)[source]

	Create a Trajectory from a collection of XTC files





	Parameters:	XTCFilenameList: list :


list of files to load from




PDBFilename: str, optional :


XTC format doesnt have the connectivity information, which needs to be
supplied. You can either supply it by giving a path to the PDB file (here)
or by suppling a Conf or Traj object containing the right connectivity
(next arg)




Conf: Conformation, optional :


A conformation (actually passing another trajectory will work) that has
the right atom labeling




PreAlloc: bool, optional :


This doesnt do anything




JustInspect: bool, optional :


Dont actually load, just return dimensions




discard_overallping_frames: bool, optional :


Check for redundant frames and discard them. (RTM 6/27 should this be default True?)







	Returns:	Trajectory: Trajectory :


Trajectory loaded from disk. OR, if you supplied `just_inspect`=True,
then just the shape
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msmbuilder.Trajectory.Trajectory.load_from_hdf


	
classmethod Trajectory.load_from_hdf(TrajFilename, JustInspect=False, Stride=None, AtomIndices=None, ChunkSize=50000)[source]

	Method to load a trajectory which was saved as HDF

Inputs:
- TrajFilename: Filename to find the trajectory
- JustInspect [False]: If True, then the method returns the shape of the


XYZList stored on disk



	Stride [None]: Integer number of frames to subsample the trajectory



	AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)



	
	ChunkSize [100000]: Integer number of frames to read in a chunk

	
	NOTE: ChunkSize will change in order to be a multiple of the input Stride

	This is necessary in order to make sure the Stride and chunks line up













Outputs:
- A: Trajectory instance read from disk
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msmbuilder.Trajectory.Trajectory.load_from_lhdf


	
classmethod Trajectory.load_from_lhdf(TrajFilename, JustInspect=False, precision=1000, Stride=None, AtomIndices=None, ChunkSize=50000)[source]

	Method to load a trajectory which was saved as LHDF

Inputs:
- TrajFilename: Filename to find the trajectory
- JustInspect [False]: If True, then the method returns the shape of the


XYZList stored on disk



	Stride [None]: Integer number of frames to subsample the trajectory



	precision [1000]: precision used when saving as lossy integers



	AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)



	
	ChunkSize [100000]: Integer number of frames to read in a chunk

	
	NOTE: ChunkSize will change in order to be a multiple of the input Stride

	This is necessary in order to make sure the Stride and chunks line up













Outputs:
- A: Trajectory instance read from disk
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msmbuilder.Trajectory.Trajectory.enum_chunks_from_hdf


	
classmethod Trajectory.enum_chunks_from_hdf(TrajFilename, Stride=None, AtomIndices=None, ChunkSize=50000)[source]

	Function to read trajectory files which have been saved as HDF.

This function is an iterable, so should be used like:

from msmbuilder import Trajectory
for trajectory_chunk in Trajectory.enum_chunks_from_hdf(


... # Do something with each chunk. The chunk looks like a regular Trajectory instance


Inputs:
- TrajFilename: Filename to find the trajectory
- Stride [None]: Integer number of frames to subsample the trajectory
- AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)
- ChunkSize [100000]: Integer number of frames to read in a chunk



	NOTE: ChunkSize will change in order to be a multiple of the input Stride

	This is necessary in order to make sure the Stride and chunks line up






Outputs:
- Nothing. This is an iterable function, so it yields Trajectory instances
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msmbuilder.Trajectory.Trajectory.enum_chunks_from_lhdf


	
classmethod Trajectory.enum_chunks_from_lhdf(TrajFilename, precision=1000, Stride=None, AtomIndices=None, ChunkSize=50000)[source]

	Method to read trajectory files which have been saved as LHDF.
Note that this method simply calls the enum_chunks_from_hdf method.

This function is an iterable, so should be used like:

from msmbuilder import Trajectory
for trajectory_chunk in Trajectory.enum_chunks_from_lhdf(


... # Do something with each chunk. The chunk looks like a regular Trajectory instance


Inputs:
- TrajFilename: Filename to find the trajectory
- precision [1000]: precision used when saving as lossy integers
- Stride [None]: Integer number of frames to subsample the trajectory
- AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)
- ChunkSize [100000]: Integer number of frames to read in a chunk



	NOTE: ChunkSize will change in order to be a multiple of the input Stride

	This is necessary in order to make sure the Stride and chunks line up






Outputs:
- Nothing. This is an iterable function, so it yields Trajectory instances
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msmbuilder.Trajectory.Trajectory.save


	
Trajectory.save(Filename, precision=1000)[source]

	Dump the coordinates to disk in format auto-detected by filename





	Parameters:	Filename: str :


location to save to










Notes

Formats supported are h5, xtc, pdb, lh5 and xyz
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msmbuilder.Trajectory.Trajectory.save_to_lhdf


	
Trajectory.save_to_lhdf(filename, precision=1000)[source]

	Save a Trajectory instance to a Lossy HDF File.

First, remove the XYZList key because it should be written using the
special CArray operation.  This file format is roughly equivalent to
an XTC and should comparable file sizes but with better IO performance.





	Parameters:	Filename: str :


location to save to




Precision : float, optional


Precision to save xyzlist
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msmbuilder.Trajectory.Trajectory.save_to_xtc


	
Trajectory.save_to_xtc(filename, precision=1000)[source]

	Dump the coordinates to XTC





	Parameters:	Filename: str :


location to save to




precision: float, optional :


I’m not really sure what this does (RTM 6/27).
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msmbuilder.Trajectory.Trajectory.save_to_pdb


	
Trajectory.save_to_pdb(Filename)[source]

	Dump the coordinates to PDB





	Parameters:	Filename: str :


location to save to










Notes

Don’t use this for a very big trajectory. PDB is plaintext and takes a lot
of memory
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msmbuilder.Trajectory.Trajectory.save_to_xyz


	
Trajectory.save_to_xyz(Filename)[source]

	Dump the coordinates to XYZ format





	Parameters:	Filename: str :


location to save to










Notes

TODO: What exactly is the XYZ format? (RTM 6/27)
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msmbuilder.Trajectory.Trajectory.read_frame


	
classmethod Trajectory.read_frame(TrajFilename, WhichFrame, Conf=None)[source]
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msmbuilder.Trajectory.Trajectory.read_hdf_frame


	
classmethod Trajectory.read_hdf_frame(TrajFilename, WhichFrame)[source]

	Read a single frame from HDF5 trajectory file without loading file into memory.
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msmbuilder.Trajectory.Trajectory.read_lhdf_frame


	
classmethod Trajectory.read_lhdf_frame(TrajFilename, WhichFrame, precision=1000)[source]

	Read a single frame from Lossy LHDF5 trajectory file without loading file into memory.
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msmbuilder.Trajectory.Trajectory.read_dcd_frame


	
classmethod Trajectory.read_dcd_frame(TrajFilename, WhichFrame)[source]

	Read a single frame from DCD trajectory without loading file into memory.
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msmbuilder.Trajectory.Trajectory.read_xtc_frame


	
classmethod Trajectory.read_xtc_frame(TrajFilename, WhichFrame)[source]

	Read a single frame from XTC trajectory file without loading file into memory.
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msmbuilder.Trajectory.Trajectory.append_frames_to_file


	
classmethod Trajectory.append_frames_to_file(filename, XYZList, precision=1000, discard_overlapping_frames=False)[source]

	Append an array of XYZ data to an existing .h5 or .lh5 file.
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msmbuilder.Trajectory.Trajectory.AppendPDB


	
Trajectory.AppendPDB(Filename)[source]

	Add on to a pdb file





	Parameters:	Filename: str :


location to save to
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msmbuilder.Trajectory.Trajectory.restrict_atom_indices


	
Trajectory.restrict_atom_indices(AtomIndices)[source]
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msmbuilder.Trajectory.Trajectory.subsample


	
Trajectory.subsample(stride)[source]

	Keep only the frames at some interval

Shorten trajectory by taking every `stride`th frame. Note that this is
an inplace operation!





	Parameters:	stride: int :


interval










Notes

Trajectory supports fancy indexing, so you can do this by yourself
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msmbuilder.Trajectory.Trajectory.GetEnumeratedAtomID


	
Trajectory.GetEnumeratedAtomID()

	Returns an array of consecutive integers that enumerate over all atoms in the system.  STARTING WITH ZERO!
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msmbuilder.Trajectory.Trajectory.GetEnumeratedResidueID


	
Trajectory.GetEnumeratedResidueID()

	Returns an array of NONUNIQUE consecutive integers that enumerate over all Residues in the system.  STARTING WITH ZERO!

Note: This will return something like [0,0,0,1,1,1,2,2,2]–the first 3 atoms belong to residue 0, the next 3 belong to 1, etc.
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msmbuilder.Trajectory.Trajectory.GetNumberOfAtoms


	
Trajectory.GetNumberOfAtoms()

	Return the number of atoms in this object.
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msmbuilder.Trajectory.Trajectory.GetNumberOfResidues


	
Trajectory.GetNumberOfResidues()

	Return the number of residues in this object.
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arglib: msmbuilder.arglib

Support for command line scripts, making it easier to parse arguments


Parsers


	
class msmbuilder.arglib.ArgumentParser(*args, **kwargs)[source]

	MSMBuilder specific wrapper around argparse.ArgumentParser







	ArgumentParser.add_argument(dest[,help,...])
	


	ArgumentParser.add_argument_group(title)
	


	ArgumentParser.add_subparsers(*args,**kwargs)
	


	ArgumentParser.parse_args([args,namespace,...])
	















	add_argument(group,dest[,help,type,...])
	Wrapper around arglib.ArgumentParser.add_argument. Gives you a short name








Path Manipulation







	die_if_path_exists(path)
	


	ensure_path_exists(path)
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msmbuilder.arglib.ArgumentParser.add_argument


	
ArgumentParser.add_argument(dest, help=None, type=None, choices=None, nargs=None, default=None, action=None)[source]
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msmbuilder.arglib.ArgumentParser.add_argument_group


	
ArgumentParser.add_argument_group(title)[source]
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msmbuilder.arglib.ArgumentParser.add_subparsers


	
ArgumentParser.add_subparsers(*args, **kwargs)[source]
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msmbuilder.arglib.ArgumentParser.parse_args


	
ArgumentParser.parse_args(args=None, namespace=None, print_banner=True)[source]
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msmbuilder.arglib.add_argument


	
msmbuilder.arglib.add_argument(group, dest, help=None, type=None, choices=None, nargs=None, default=None, action=None)[source]

	Wrapper around arglib.ArgumentParser.add_argument. Gives you a short name
directly from your longname
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msmbuilder.arglib.die_if_path_exists


	
msmbuilder.arglib.die_if_path_exists(path)[source]
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msmbuilder.arglib.ensure_path_exists


	
msmbuilder.arglib.ensure_path_exists(path)[source]
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Utilities: msmbuilder.utils


	
class msmbuilder.utils.Counter[source]

	Mapping where default values are zero






	
msmbuilder.utils.check_assignment_array_input(assignments, check_ndarray=True, check_integer=True, ndim=2)[source]

	Check if input is an appropriate data type for assignments.





	Parameters:	assignments : ndarray


Assignment data whose format will be checked.




check_ndarray : bool, optional


Default True; set False to skip checking for ndarray type




check_integer : bool, optional


Default True; set False to skip checking for integer dtype




ndim : int, optional


Default is 2, which is the correct value for an assignment array.










Notes

Checks if type is Numpy array, if dtype is int-like,
and if ndim is ndim (2 by default).






	
msmbuilder.utils.deprecated(replacement=None, removal_version=None)[source]

	A decorator which can be used to mark functions as deprecated.
replacement is a callable that will be called with the same args
as the decorated function.

Code adapted from http://code.activestate.com/recipes/577819-deprecated-decorator/,
MIT license

>>> @deprecated()
... def foo(x):
...     return x
...
>>> ret = foo(1)
DeprecationWarning: foo is deprecated
>>> ret
1
>>>
>>>
>>> def newfun(x):
...     return 0
...
>>> @deprecated(newfun)
... def foo(x):
...     return x
...
>>> ret = foo(1)
DeprecationWarning: foo is deprecated; use newfun instead
>>> ret
0
>>>










	
msmbuilder.utils.format_block(block)[source]

	Format the given block of text, trimming leading/trailing
empty lines and any leading whitespace that is common to all lines.
The purpose is to let us list a code block as a multiline,
triple-quoted Python string, taking care of indentation concerns.






	
msmbuilder.utils.future_warning(func)[source]

	This is a decorator which can be used to mark functions
as to-be deprecated. It will result in a warning being emitted
when the function is used.






	
msmbuilder.utils.highlight(text, color='Red', bold=False)[source]

	Return a highlighted string using color or bold.

@param[in] text The string that the printout is based upon.  This function
will return the highlighted string.

@param[in] color String or number corresponding to the color.
1 red

2 green

3 yellow

4 blue

5 magenta

6 cyan

7 white

@param[in] bold Whether to use bold print






	
msmbuilder.utils.keynat(string)[source]

	A natural sort helper function for sort() and sorted()
without using regular expression.

>>> items = ('Z', 'a', '10', '1', '9')
>>> sorted(items)
['1', '10', '9', 'Z', 'a']
>>> sorted(items, key=keynat)
['1', '9', '10', 'Z', 'a']










	
msmbuilder.utils.lru_cache(maxsize=100)[source]

	Least-recently-used cache decorator.

Arguments to the cached function must be hashable.
Cache performance statistics stored in f.hits and f.misses.
Clear the cache with f.clear().
http://en.wikipedia.org/wiki/Cache_algorithms#Least_Recently_Used






	
msmbuilder.utils.make_methods_pickable()[source]

	Run this at the top of a script to register pickable methods






	
msmbuilder.utils.uneven_zip(*args)[source]

	Zip the arguments together like the builtin function, except that
when one argument runs out (because its shorter), you keep filling it in
with its last value

i.e.

uneven_zip([1,2,3], ‘a’, [10,11]) = [[1, ‘a’, 10], [2, ‘a’, 11], [3, ‘a’, 11]]
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Project: msmbuilder.Project
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FahProject: msmbuilder.FahProject


Interfacing with Folding@Home projects
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Contributing

This is primarily an academic project, and everyone is welcome to contribute.
The project is hosted on http://github.com/SimTk/msmbuilder


Submitting a bug report

If you experience issues using this package, do not hesitate to submit an issue
to the bug tracker [https://github.com/SimTk/msmbuilder/issues]. You’re also
invited to post feature requests or links to pull requests.


Retrieving the latest code

We use Git [http://git-scm.com/] for version control and
GitHub [http://github.com/] for hosting our main repository.

You can check out the latest sources with the command:

git clone git://github.com/SimTk/msmbuilder.git



or if you have write privileges:

git clone git@github.com:SimTk/msmbuilder.git



If you run the development version, it is cumbersome to reinstall the
package each time you update the sources. It is thus preferred that
you add the msmbuilder directory to your PYTHONPATH and build the
extension in place:

python setup.py build_ext --inplace






Contributing code


Note

To avoid duplicating work, it is highly advised that you contact the
developers on the issue tracker [https://github.com/SimTk/msmbuilder/issues] before starting work on a
non-trivial feature.








How to contribute

The preferred way to contribute to msmbuilder is to fork the main
repository [http://github.com/SimTk/msmbuilder/] on GitHub:



	Create an account [https://github.com/signup/free] on
GitHub if you do not already have one.



	Fork the project repository [http://github.com/SimTk/msmbuilder]: click on the ‘Fork’
button near the top of the page. This creates a copy of the code under your
account on the GitHub server.



	Clone this copy to your local disk:

$ git clone git@github.com:YourLogin/msmbuilder.git





	Create a branch to hold your changes:

$ git checkout -b my-feature



and start making changes. Never work in the master branch!



	Work on this copy, on your computer, using Git to do the version
control. When you’re done editing, do:

$ git add modified_files
$ git commit



to record your changes in Git, then push them to GitHub with:

$ git push -u origin my-feature










Finally, go to the web page of your fork of the msmbuilder repo,
and click ‘Pull request’ to send your changes to the maintainers for review.
request. This will send an email to the maintainers.

(If any of the above seems like magic to you, then look up the
Git documentation [http://git-scm.com/documentation] on the web.)

It is recommended to check that your contribution complies with the following
rules before submitting a pull request:



	Follow the coding-guidelines (see below).



	All public methods should have informative docstrings with sample
usage presented as doctests when appropriate.



	All other tests pass when everything is rebuilt from scratch. On
Unix-like systems, check with:

$ nosetests










You can also check for common programming errors with the following tools:



	No pyflakes warnings, check with:

$ pip install pyflakes
$ pyflakes path/to/module.py





	No PEP8 warnings, check with:

$ pip install pep8
$ pep8 path/to/module.py





	AutoPEP8 can help you fix some of the easy redundant errors:

$ pip install autopep8
$ autopep8 path/to/pep8.py











Note

The current state of the msmbuilder code base is not compliant with
all of those guidelines, but we expect that enforcing those constraints
on all new contributions will get the overall code base quality in the
right direction.




Note

For two very well documented and more detailed guides on development
workflow, please pay a visit to the Scipy Development Workflow [http://docs.scipy.org/doc/numpy/dev/gitwash/development_workflow.html]
and the Astropy Workflow for Developers [http://astropy.readthedocs.org/en/latest/development/workflow/development_workflow.html]
pages.




Coding guidelines

The following are some guidelines on how new code should be written. Of
course, there are special cases and there will be exceptions to these
rules. However, following these rules when submitting new code makes
the review easier so new code can be integrated in less time.

Uniformly formatted code makes it easier to share code ownership. The
msmbuilder project tries to closely follow the official Python guidelines
detailed in PEP8 [http://www.python.org/dev/peps/pep-0008/] that
detail how code should be formatted and indented. Please read it and
follow it.

In addition, we add the following guidelines:



	Use underscores to separate words in non class names: n_samples
rather than nsamples.

	Avoid multiple statements on one line. Prefer a line return after
a control flow statement (if/for).

	Please don’t use `import *` in any case. It is considered harmful
by the official Python recommendations [http://docs.python.org/howto/doanddont.html#from-module-import].
It makes the code harder to read as the origin of symbols is no
longer explicitly referenced, but most important, it prevents
using a static analysis tool like pyflakes [http://www.divmod.org/trac/wiki/DivmodPyflakes] to automatically
find bugs.

	Use the numpy docstring standard [https://github.com/numpy/numpy/blob/master/doc/HOWTO_DOCUMENT.rst.txt]
in all your docstrings.






A good example of code that we like can be found here [https://svn.enthought.com/enthought/browser/sandbox/docs/coding_standard.py].




Building the docs

To build the documentation on your local machine, you need to first ensure that the numpydoc package is installed. The documentation itself can be built with a
make command from within the docs/sphinx directory:

$ easy_install numpydoc
$ make html











          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	MSMBuilder 2.6.0 documentation 
 
      

    


    
      
          
            

   Python Module Index


   
   m
   


   
     			

     		
       m	

     
       	[image: -]
       	
       msmbuilder	
       

     
       	
       	
       msmbuilder.clustering	
       

     
       	
       	
       msmbuilder.MSMLib	
       

     
       	
       	
       msmbuilder.tpt	
       

     
       	
       	
       msmbuilder.utils	
       

   



          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	MSMBuilder 2.6.0 documentation 
 
      

    


    
      
          
            

   Python Module Index


   
   m
   


   
     			

     		
       m	

     
       	[image: -]
       	
       msmbuilder	
       

     
       	
       	
       msmbuilder.clustering	
       

     
       	
       	
       msmbuilder.MSMLib	
       

     
       	
       	
       msmbuilder.tpt	
       

     
       	
       	
       msmbuilder.utils	
       

   



          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          modules |

        	MSMBuilder 2.6.0 documentation 
 
      

    


    
      
          
            

Index



 _
 | A
 | B
 | C
 | D
 | E
 | F
 | G
 | H
 | I
 | K
 | L
 | M
 | O
 | P
 | R
 | S
 | T
 | U
 | V
 


_


  	
      
  	__init__() (msmbuilder.clustering.Clarans method)
  


      	
        
  	(msmbuilder.clustering.HybridKMedoids method)
  


        
  	(msmbuilder.clustering.KCenters method)
  


        
  	(msmbuilder.clustering.SubsampledClarans method)
  


        
  	(msmbuilder.metrics.AtomPairs method)
  


        
  	(msmbuilder.metrics.BooleanContact method)
  


        
  	(msmbuilder.metrics.ContinuousContact method)
  


        
  	(msmbuilder.metrics.Dihedral method)
  


        
  	(msmbuilder.metrics.RMSD method)
  


        
  	(msmbuilder.metrics.baseclasses.Vectorized method)
  


      


      
  	_assign() (in module msmbuilder.clustering)
  


      
  	_clarans() (in module msmbuilder.clustering)
  


  

  	
      
  	_hybrid_kmedoids() (in module msmbuilder.clustering)
  


      
  	_kcenters() (in module msmbuilder.clustering)
  


  





A


  	
      
  	AbstractDistanceMetric (class in msmbuilder.metrics.baseclasses)
  


      
  	add_argument() (in module msmbuilder.arglib)
  


      	
        
  	(msmbuilder.arglib.ArgumentParser method)
  


      


      
  	add_argument_group() (msmbuilder.arglib.ArgumentParser method)
  


      
  	add_subparsers() (msmbuilder.arglib.ArgumentParser method)
  


      
  	all_pairwise() (msmbuilder.metrics.AtomPairs method)
  


      	
        
  	(msmbuilder.metrics.BooleanContact method)
  


        
  	(msmbuilder.metrics.ContinuousContact method)
  


        
  	(msmbuilder.metrics.Dihedral method)
  


        
  	(msmbuilder.metrics.RMSD method)
  


        
  	(msmbuilder.metrics.baseclasses.AbstractDistanceMetric method)
  


        
  	(msmbuilder.metrics.baseclasses.Vectorized method)
  


      


      
  	all_to_all() (msmbuilder.metrics.AtomPairs method)
  


      	
        
  	(msmbuilder.metrics.BooleanContact method)
  


        
  	(msmbuilder.metrics.ContinuousContact method)
  


        
  	(msmbuilder.metrics.Dihedral method)
  


        
  	(msmbuilder.metrics.baseclasses.Vectorized method)
  


      


      
  	append_frames_to_file() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	AppendPDB() (msmbuilder.Trajectory.Trajectory method)
  


  

  	
      
  	apply_mapping_to_assignments() (in module msmbuilder.MSMLib)
  


      
  	apply_mapping_to_vector() (in module msmbuilder.MSMLib)
  


      
  	are_all_dimensions_same() (in module msmbuilder.msm_analysis)
  


      
  	ArgumentParser (class in msmbuilder.arglib)
  


      
  	assign_in_memory() (in module msmbuilder.assigning)
  


      
  	assign_with_checkpoint() (in module msmbuilder.assigning)
  


      
  	AtomPairs (class in msmbuilder.metrics)
  


  





B


  	
      
  	BaseFlatClusterer (class in msmbuilder.clustering)
  


      
  	BooleanContact (class in msmbuilder.metrics)
  


  

  	
      
  	build_msm() (in module msmbuilder.MSMLib)
  


  





C


  	
      
  	calc_expectation_timeseries() (in module msmbuilder.msm_analysis)
  


      
  	calculate_all_hub_scores() (in module msmbuilder.tpt)
  


      
  	calculate_all_to_all_mfpt() (in module msmbuilder.tpt)
  


      
  	calculate_avg_TP_time() (in module msmbuilder.tpt)
  


      
  	calculate_committors() (in module msmbuilder.tpt)
  


      
  	calculate_ensemble_mfpt() (in module msmbuilder.tpt)
  


      
  	calculate_fluxes() (in module msmbuilder.tpt)
  


      
  	calculate_fraction_visits() (in module msmbuilder.tpt)
  


      
  	calculate_hub_score() (in module msmbuilder.tpt)
  


      
  	calculate_mfpt() (in module msmbuilder.tpt)
  


      
  	calculate_net_fluxes() (in module msmbuilder.tpt)
  


  

  	
      
  	check_assignment_array_input() (in module msmbuilder.utils)
  


      
  	check_dimensions() (in module msmbuilder.msm_analysis)
  


      
  	check_for_bad_eigenvalues() (in module msmbuilder.msm_analysis)
  


      
  	check_transition() (in module msmbuilder.msm_analysis)
  


      
  	Clarans (class in msmbuilder.clustering)
  


      
  	concatenate_trajectories() (in module msmbuilder.clustering)
  


      
  	contact_reaction_coordinate() (in module msmbuilder.cfep)
  


      
  	ContinuousContact (class in msmbuilder.metrics)
  


      
  	Counter (class in msmbuilder.utils)
  


      
  	CutCoordinate (class in msmbuilder.cfep)
  


  





D


  	
      
  	deprecated() (in module msmbuilder.utils)
  


      
  	deterministic_subsample() (in module msmbuilder.clustering)
  


      
  	die_if_path_exists() (in module msmbuilder.arglib)
  


  

  	
      
  	Dihedral (class in msmbuilder.metrics)
  


      
  	Dijkstra() (in module msmbuilder.tpt)
  


  





E


  	
      
  	empty_trajectory_like() (in module msmbuilder.clustering)
  


      
  	ensure_path_exists() (in module msmbuilder.arglib)
  


      
  	enum_chunks_from_hdf() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	enum_chunks_from_lhdf() (msmbuilder.Trajectory.Trajectory class method)
  


  

  	
      
  	ergodic_trim() (in module msmbuilder.MSMLib)
  


      
  	estimate_rate_matrix() (in module msmbuilder.MSMLib)
  


      
  	estimate_transition_matrix() (in module msmbuilder.MSMLib)
  


      
  	evaluate_partition_functions() (msmbuilder.cfep.CutCoordinate method)
  


  





F


  	
      
  	fast_cdist() (in module msmbuilder.metrics.core)
  


      
  	fast_pdist() (in module msmbuilder.metrics.core)
  


      
  	find_path_bottleneck() (in module msmbuilder.tpt)
  


      
  	find_top_paths() (in module msmbuilder.tpt)
  


  

  	
      
  	flatten() (in module msmbuilder.msm_analysis)
  


      
  	format_block() (in module msmbuilder.utils)
  


      
  	future_warning() (in module msmbuilder.utils)
  


  





G


  	
      
  	get_assignments() (msmbuilder.clustering.BaseFlatClusterer method)
  


      	
        
  	(msmbuilder.clustering.Clarans method)
  


        
  	(msmbuilder.clustering.Hierarchical method)
  


        
  	(msmbuilder.clustering.HybridKMedoids method)
  


        
  	(msmbuilder.clustering.KCenters method)
  


        
  	(msmbuilder.clustering.SubsampledClarans method)
  


      


      
  	get_count_matrix_from_assignments() (in module msmbuilder.MSMLib)
  


      
  	get_counts_from_traj() (in module msmbuilder.MSMLib)
  


      
  	get_distances() (msmbuilder.clustering.BaseFlatClusterer method)
  


      	
        
  	(msmbuilder.clustering.Clarans method)
  


        
  	(msmbuilder.clustering.HybridKMedoids method)
  


        
  	(msmbuilder.clustering.KCenters method)
  


        
  	(msmbuilder.clustering.SubsampledClarans method)
  


      


      
  	get_eigenvectors() (in module msmbuilder.msm_analysis)
  


      
  	get_generators_as_traj() (msmbuilder.clustering.BaseFlatClusterer method)
  


      	
        
  	(msmbuilder.clustering.Clarans method)
  


        
  	(msmbuilder.clustering.HybridKMedoids method)
  


        
  	(msmbuilder.clustering.KCenters method)
  


        
  	(msmbuilder.clustering.SubsampledClarans method)
  


      


  

  	
      
  	get_implied_timescales() (in module msmbuilder.msm_analysis)
  


      
  	GetEnumeratedAtomID() (msmbuilder.Trajectory.Trajectory method)
  


      
  	GetEnumeratedResidueID() (msmbuilder.Trajectory.Trajectory method)
  


      
  	GetNumberOfAtoms() (msmbuilder.Trajectory.Trajectory method)
  


      
  	GetNumberOfResidues() (msmbuilder.Trajectory.Trajectory method)
  


  





H


  	
      
  	Hierarchical (class in msmbuilder.clustering)
  


      
  	highlight() (in module msmbuilder.utils)
  


      
  	Hybrid (class in msmbuilder.metrics.hybrid)
  


  

  	
      
  	HybridKMedoids (class in msmbuilder.clustering)
  


      
  	HybridPNorm (class in msmbuilder.metrics.hybrid)
  


  





I


  	
      
  	invert_assignments() (in module msmbuilder.MSMLib)
  


  

  	
      
  	is_transition_matrix() (in module msmbuilder.msm_analysis)
  


  





K


  	
      
  	KCenters (class in msmbuilder.clustering)
  


  

  	
      
  	keynat() (in module msmbuilder.utils)
  


  





L


  	
      
  	load_from_dcd() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	load_from_disk() (msmbuilder.clustering.Hierarchical class method)
  


      
  	load_from_hdf() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	load_from_lhdf() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	load_from_pdb() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	load_from_pdbList() (msmbuilder.Trajectory.Trajectory class method)
  


  

  	
      
  	load_from_trr() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	load_from_xtc() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	load_trajectory_file() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	log_likelihood() (in module msmbuilder.MSMLib)
  


      
  	lru_cache() (in module msmbuilder.utils)
  


  





M


  	
      
  	make_methods_pickable() (in module msmbuilder.utils)
  


      
  	many_to_many() (msmbuilder.metrics.AtomPairs method)
  


      	
        
  	(msmbuilder.metrics.BooleanContact method)
  


        
  	(msmbuilder.metrics.ContinuousContact method)
  


        
  	(msmbuilder.metrics.Dihedral method)
  


        
  	(msmbuilder.metrics.baseclasses.Vectorized method)
  


      


      
  	mle_reversible_count_matrix() (in module msmbuilder.MSMLib)
  


      
  	msmbuilder.clustering (module)
  


  

  	
      
  	msmbuilder.MSMLib (module)
  


      
  	msmbuilder.tpt (module)
  


      
  	msmbuilder.utils (module)
  


  





O


  	
      
  	one_to_all() (msmbuilder.metrics.AtomPairs method)
  


      	
        
  	(msmbuilder.metrics.BooleanContact method)
  


        
  	(msmbuilder.metrics.ContinuousContact method)
  


        
  	(msmbuilder.metrics.Dihedral method)
  


        
  	(msmbuilder.metrics.RMSD method)
  


        
  	(msmbuilder.metrics.baseclasses.AbstractDistanceMetric method)
  


        
  	(msmbuilder.metrics.baseclasses.Vectorized method)
  


      


      
  	one_to_many() (msmbuilder.metrics.AtomPairs method)
  


      	
        
  	(msmbuilder.metrics.BooleanContact method)
  


        
  	(msmbuilder.metrics.ContinuousContact method)
  


        
  	(msmbuilder.metrics.Dihedral method)
  


        
  	(msmbuilder.metrics.RMSD method)
  


        
  	(msmbuilder.metrics.baseclasses.AbstractDistanceMetric method)
  


        
  	(msmbuilder.metrics.baseclasses.Vectorized method)
  


      


  

  	
      
  	optimize() (msmbuilder.cfep.VariableCoordinate method)
  


  





P


  	
      
  	p_norm() (in module msmbuilder.clustering)
  


      
  	parse_args() (msmbuilder.arglib.ArgumentParser method)
  


      
  	plot() (msmbuilder.cfep.CutCoordinate method)
  


  

  	
      
  	prepare_trajectory() (msmbuilder.metrics.AtomPairs method)
  


      	
        
  	(msmbuilder.metrics.BooleanContact method)
  


        
  	(msmbuilder.metrics.ContinuousContact method)
  


        
  	(msmbuilder.metrics.Dihedral method)
  


        
  	(msmbuilder.metrics.RMSD method)
  


        
  	(msmbuilder.metrics.baseclasses.AbstractDistanceMetric method)
  


        
  	(msmbuilder.metrics.baseclasses.Vectorized method)
  


      


      
  	project_observable_onto_transition_matrix() (in module msmbuilder.msm_analysis)
  


      
  	propagate_model() (in module msmbuilder.msm_analysis)
  


  





R


  	
      
  	reaction_mfpt() (msmbuilder.cfep.CutCoordinate method)
  


      
  	read_dcd_frame() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	read_frame() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	read_hdf_frame() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	read_lhdf_frame() (msmbuilder.Trajectory.Trajectory class method)
  


  

  	
      
  	read_xtc_frame() (msmbuilder.Trajectory.Trajectory class method)
  


      
  	renumber_states() (in module msmbuilder.MSMLib)
  


      
  	rescale_to_natural_coordinate() (msmbuilder.cfep.CutCoordinate method)
  


      
  	restrict_atom_indices() (msmbuilder.Trajectory.Trajectory method)
  


      
  	RMSD (class in msmbuilder.metrics)
  


  





S


  	
      
  	sample() (in module msmbuilder.msm_analysis)
  


      
  	save() (msmbuilder.Trajectory.Trajectory method)
  


      
  	save_to_disk() (msmbuilder.clustering.Hierarchical method)
  


      
  	save_to_lhdf() (msmbuilder.Trajectory.Trajectory method)
  


      
  	save_to_pdb() (msmbuilder.Trajectory.Trajectory method)
  


      
  	save_to_xtc() (msmbuilder.Trajectory.Trajectory method)
  


      
  	save_to_xyz() (msmbuilder.Trajectory.Trajectory method)
  


      
  	set_coordinate_as_committors() (msmbuilder.cfep.CutCoordinate method)
  


  

  	
      
  	set_coordinate_as_eigvector2() (msmbuilder.cfep.CutCoordinate method)
  


      
  	set_coordinate_values() (msmbuilder.cfep.CutCoordinate method)
  


      
  	split() (in module msmbuilder.clustering)
  


      
  	stochastic_subsample() (in module msmbuilder.clustering)
  


      
  	streaming_assign_with_checkpoint() (in module msmbuilder.assigning)
  


      
  	subsample() (msmbuilder.Trajectory.Trajectory method)
  


      
  	SubsampledClarans (class in msmbuilder.clustering)
  


  





T


  	
      
  	tarjan() (in module msmbuilder.MSMLib)
  


  

  	
      
  	Trajectory (class in msmbuilder.Trajectory)
  


  





U


  	
      
  	unconcatenate_trajectory() (in module msmbuilder.clustering)
  


  

  	
      
  	uneven_zip() (in module msmbuilder.utils)
  


  





V


  	
      
  	VariableCoordinate (class in msmbuilder.cfep)
  


  

  	
      
  	Vectorized (class in msmbuilder.metrics.baseclasses)
  


  







          

      

      

    


    
         Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  search.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          modules |


        		MSMBuilder 2.6.0 documentation »

 
      


    


    
      
          
            
  Search


  
  
  
    Please activate JavaScript to enable the search
    functionality.
  


  

  
    From here you can search these documents. Enter your search
    words into the box below and click "search". Note that the search
    function will automatically search for all of the words. Pages
    containing fewer words won't appear in the result list.
  


  
    
    
    
  

  
  
  
  


          

      

      

    


    
        © Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

_modules/msmbuilder/clustering.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          modules |


        		MSMBuilder 2.6.0 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for msmbuilder.clustering

import abc
import sys
import copy
import types
import random
import numpy as np
try:
    import fastcluster
except ImportError:
    pass
import scipy.cluster.hierarchy


from msmbuilder import metrics
from msmbuilder import Trajectory
from msmbuilder import io
from msmbuilder.utils import uneven_zip, deprecated

from multiprocessing import Pool
try:
    from deap import dtm  # has parallel map() implementation via mpi
except:
    pass

import logging
logger = logging.getLogger(__name__)

#####################################################################
#                                                                   #
#                       Begin Helper Functions                      #
#                                                                   #
#####################################################################


[docs]def concatenate_trajectories(trajectories):
    """Concatenate a list of trajectories into a single long trajectory

    Parameters
    ----------
    trajectories : list
        list of msmbuilder.Trajectory object

    Returns
    -------
    longtraj : msmbuilder.Trajectory

    """
    #traj_lengths = [len(traj) for traj in trajectories]
    num_atoms = np.array([traj['XYZList'].shape[1] for traj in trajectories])
    if not np.all(num_atoms == num_atoms[0]):
        raise Exception('Not all same # atoms')

    result = empty_trajectory_like(trajectories[0])

    #result['XYZList'] = np.empty((sum(traj_lengths), num_atoms, 3) dtype='float32')
    result['XYZList'] = np.vstack([traj['XYZList'] for traj in trajectories])
    return result



def concatenate_prep_trajectories(prep_trajectories, metric):
    """Concatenate a list of prepared trajectories and
    create a single prepared_trajectory.

    This is non-trivial because the RMSD and LPRMSD prepared
    trajectories are not np.ndarrays ...

    Parameters
    ----------
    prep_trajectories : list
        list of prepared trajectories
    metric : msmbuilder.metrics.AbstractDistance metric subclass instance
        metric used to prepare the trajectories. Needed for RMSD and LPRMSD
        since concatenation requires recreating the prepared trajectory

    Returns
    -------
    ptraj : prepared_trajectory
        prepared trajectory instance, like that returned from 
        metric.prepare_trajectory
    """
    if isinstance(prep_trajectories[0], np.ndarray):
        ptraj = np.concatenate(prep_trajectories)

    elif isinstance(prep_trajectories[0], RMSD.TheoData):
        
        xyz = np.concatenate([p.XYZData[:, :, :p.NumAtoms] for p in prep_trajectories])
        xyz = xyz.transpose((0, 2, 1))
        
        ptraj = metric.TheoData(xyz)

    else:
        raise Exception("unrecognized prepared trajectory." 
            "NOTE: LPRMSD currently unsupported. Email schwancr@stanford.edu")

    return ptraj


[docs]def unconcatenate_trajectory(trajectory, lengths):
    """Take a single trajectory that was created by concatenating seperate
    trajectories and unconcenatenate it, returning the original trajectories.

    You have to supply the lengths of the original trajectories.

    Parameters
    ----------
    trajectory : msmbuilder.Trajectory
        Long trajectory to be split
    lengths : array_like
        list of lengths to split the long trajectory into

    Returns
    -------
    A list of trajectories
    """
    assert sum(lengths) == len(trajectory)

    xyzlist = trajectory.pop('XYZList')
    empty = empty_trajectory_like(trajectory)
    output = [copy.deepcopy(empty) for length in lengths]
    xyzlists = split(xyzlist, lengths)
    for i, xyz in enumerate(xyzlists):
        output[i]['XYZList'] = xyz
    return output



[docs]def split(longlist, lengths):
    """Split a long list into segments

    Parameters
    ----------
    longlist : array_like
        Long trajectory to be split
    lengths : array_like
        list of lengths to split the long list into

    Returns
    -------
    A list of lists
    """

    if not sum(lengths) == len(longlist):
        raise Exception('sum(lengths)=%s, len(longlist)=%s' % (sum(lengths), len(longlist)))
    func = lambda (length, cumlength): longlist[cumlength - length: cumlength]
    iterable = zip(lengths, np.cumsum(lengths))
    output = map(func, iterable)
    return output



[docs]def stochastic_subsample(trajectories, shrink_multiple):
    """Randomly subsample from a trajectory

    Given a list of trajectories, return a single trajectory
    shrink_multiple times smaller than the total number of frames in
    trajectories taken by random sampling of frames from trajectories

    Parameters
    ----------
    trajectories : list of msmbuilder.Trajectory
        list of trajectories to sample from
    shrink_multiple : int
        fraction to shrint by

    Note that this method will modify the trajectory objects that you pass in

    @CHECK is the note above actually true?
    """
    shrink_multiple = int(shrink_multiple)
    if shrink_multiple < 1:
        raise ValueError('Shrink multiple should be an integer greater than 1. You supplied %s' % shrink_multiple)
    elif shrink_multiple == 1:
        #if isinstance(trajectories, Trajectory):
        #    return trajectories
        #return concatenate_trajectories(trajectories)
        return trajectories

    if isinstance(trajectories, Trajectory):
        traj = trajectories
        length = len(traj['XYZList'])
        new_length = int(length / shrink_multiple)
        if new_length <= 0:
            return None

        indices = np.array(random.sample(range(length), new_length))
        new_xyzlist = traj['XYZList'][indices, :, :]

        new_traj = empty_trajectory_like(traj)
        new_traj['XYZList'] = new_xyzlist
        return new_traj

    else:
        # assume we have a list of trajectories

        # check that all trajectories have the same number of atoms
        num_atoms = np.array([traj['XYZList'].shape[1] for traj in trajectories])
        if not np.all(num_atoms == num_atoms[0]):
            raise Exception('Not all same # atoms')

        # shrink each trajectory
        subsampled = [stochastic_subsample(traj, shrink_multiple) for traj in trajectories]
        # filter out failures
        subsampled = filter(lambda a: a is not None, subsampled)

        return concatenate_trajectories(subsampled)



[docs]def deterministic_subsample(trajectories, stride, start=0):
    """Given a list of trajectories, return a single trajectory
    shrink_multiple times smaller than the total number of frames in
    trajectories by taking every "stride"th frame, starting from "start"

    Note that this method will modify the trajectory objects that you pass in

    Parameters
    ----------
    trajectories : list of msmbuilder.Trajectory
        trajectories to subsample from
    stride : int
        freq to subsample at
    start : int
        first frame to pick

    Returns
    -------
    trajectory : msmbuilder.trajectory
        shortened trajectory
    """

    stride = int(stride)
    if stride < 1:
        raise ValueError('stride should be an integer greater than 1. You supplied %s' % stride)
    elif stride == 1:
        #if isinstance(trajectories, Trajectory):
        #    return trajectories
        #return concatenate_trajectories(trajectories)
        return trajectories

    if isinstance(trajectories, Trajectory):
        traj = trajectories
        traj['XYZList'] = traj['XYZList'][start::stride]
        return traj
    else:
        # assume we have a list of trajectories

        # check that all trajectories have the same number of atoms
        num_atoms = np.array([traj['XYZList'].shape[1] for traj in trajectories])
        if not np.all(num_atoms == num_atoms[0]):
            raise Exception('Not all same # atoms')

        # shrink each trajectory
        strided = [deterministic_subsample(traj, stride, start) for traj in trajectories]
        return concatenate_trajectories(strided)




[docs]def empty_trajectory_like(traj):
    """Get a trajectory with the right metadata, but no xyz coordinates

    The same residue ids and stuff as traj, but NO xyzlist

    Parameters
    ----------
    traj : msmbuilder.Trajectory
        trajectory you want to clone

    Returns
    -------
    empty_traj : msmbuilder.Trajectory
        new empty trajectory

    """
    xyzlist = traj.pop('XYZList')
    new_traj = copy.deepcopy(traj)
    new_traj['XYZList'] = None
    traj['XYZList'] = xyzlist
    return new_traj



[docs]def p_norm(data, p=2):
    """p_norm of an ndarray with XYZ coordinates

    Parameters
    ----------
    data : ndarray
        XYZ coordinates. TODO: Shape?
    p : {int, "max"}, optional
        power of p_norm

    Returns
    -------
    value : float
        the answer
    """

    if p == "max":
        return data.max()
    else:
        p = float(p)
        n = float(data.shape[0])
        return ((data**p).sum()/n)**(1.0/p)


#####################################################################
#                                                                   #
#                       End Helper Functions                        #
#                       Begin Clustering Function                   #
#                                                                   #
#####################################################################



[docs]def _assign(metric, ptraj, generator_indices):
    """Assign the frames in ptraj to the centers with indices *generator_indices*

    Parameters
    ----------
    metric : msmbuilder.metrics.AbstractDistanceMetric
        A metric capable of handling `ptraj`
    ptraj : prepared trajectory
        ptraj return by the action of the preceding metric on a msmbuilder trajectory
    generator_indices : array_like
        indices (with respect to ptraj) of the frames to be considered the
        cluster centers.

    Returns
    -------
    assignments : ndarray
        `assignments[i] = j` means that the `i`th frame in ptraj is assigned to
        `ptraj[j]`
    distances :  ndarray
        `distances[i] = j` means that the distance (according to `metric`) from
        `ptraj[i]` to `ptraj[assignments[i]]` is `j`
    """

    assignments = np.zeros(len(ptraj), dtype='int')
    distances = np.inf * np.ones(len(ptraj), dtype='float32')
    for m in generator_indices:
        d = metric.one_to_all(ptraj, ptraj, m)
        closer = np.where(d < distances)[0]
        distances[closer] = d[closer]
        assignments[closer] = m
    return assignments, distances



[docs]def _kcenters(metric, ptraj, k=None, distance_cutoff=None, seed=0, verbose=True):
    """Run kcenters clustering algorithm.

    Terminates either when `k` clusters have been identified, or when every data
    is clustered better than `distance_cutoff`.

    Parameters
    ----------
    metric : msmbuilder.metrics.AbstractDistanceMetric
        A metric capable of handling `ptraj`
    ptraj : prepared trajectory
        ptraj return by the action of the preceding metric on a msmbuilder trajectory
    k : {int, None}
        number of desired clusters, or None
    distance_cutoff : {float, None}
        Stop identifying new clusters once the distance of every data to its
        cluster center falls below this value. Supply either this or `k`
    seed : int, optional
        index of the frame to use as the first cluster center
    verbose : bool, optional
        print as each new generator is found

    Returns
    -------
    generator_indices : ndarray
        indices (with respect to ptraj) of the frames to be considered cluster centers
    assignments : ndarray
        the cluster center to which each frame is assigned to (1D)
    distances : ndarray
        distance from each of the frames to the cluster center it was assigned to

    See Also
    --------
    KCenters : wrapper around this implementation that provides more convenience

    Notes
    ------
    the assignments are numbered with respect to the position in ptraj of the
    generator, not the position in generator_indices. That is, assignments[10] =
    1020 means that the 10th simulation frame is assigned to the 1020th
    simulation frame, not to the 1020th generator.

    References
    ----------
    .. [1] Beauchamp, MSMBuilder2
    """


    if k is None and distance_cutoff is None:
        raise ValueError("I need some cutoff criterion! both k and distance_cutoff can't both be none")
    if k is None and distance_cutoff <= 0:
        raise ValueError("With k=None you need to supply a legit distance_cutoff")
    if distance_cutoff is None:
        # set it below anything that can ever be reached
        distance_cutoff = -1
    if k is None:
        # set k to be the highest 32bit integer
        k = sys.maxint

    distance_list = np.inf * np.ones(len(ptraj), dtype=np.float32)
    assignments = -1 * np.ones(len(ptraj), dtype=np.int32)

    generator_indices = []
    for i in xrange(k):
        new_ind = seed if i == 0 else np.argmax(distance_list)
        if k == sys.maxint:
            logger.info("K-centers: Finding generator %i. Will finish when % .4f drops below % .4f", i, distance_list[new_ind], distance_cutoff)
        else:
            logger.info("K-centers: Finding generator %i", i)

        if distance_list[new_ind] < distance_cutoff:
            break
        new_distance_list = metric.one_to_all(ptraj, ptraj, new_ind)
        updated_indices = np.where(new_distance_list < distance_list)[0]
        distance_list[updated_indices] = new_distance_list[updated_indices]
        assignments[updated_indices] = new_ind
        generator_indices.append(new_ind)

    if verbose:
        logger.info('KCenters found %d generators', i + 1)

    return np.array(generator_indices), assignments, distance_list



[docs]def _clarans(metric, ptraj, k, num_local_minima, max_neighbors, local_swap=True, initial_medoids='kcenters', initial_assignments=None, initial_distance=None, verbose=True):
    """Run the CLARANS clustering algorithm on the frames in a trajectory


    Reference
    ---------
    .. [1] Ng, R.T, Jan, Jiawei, 'CLARANS: A Method For Clustering Objects For
    Spatial Data Mining', IEEE Trans. on Knowledge and Data Engineering, vol. 14
    no.5 pp. 1003-1016 Sep/Oct 2002
    http://ieeexplore.ieee.org/xpls/abs_all.jsp?arnumber=1033770

    Parameters
    ----------
    metric : msmbuilder.metrics.AbstractDistanceMetric
        A metric capable of handling `ptraj`
    ptraj : prepared trajectory
        ptraj return by the action of the preceding metric on a msmbuilder trajectory
    k : int
        number of desired clusters
    num_local_minima : int
        number of local minima in the set of all possible clusterings to identify.
        Execution time will scale linearly with this parameter. The best of
        these local minima will be returned.
    max_neighbors : int
        number of rejected swaps in a row necessary to declare a proposed
        clustering a local minima
    local_swap : bool, optional
        If true, proposed swaps will be between a medoid and a data point
        currently assigned to that medoid. If false, the data point for
        the proposed swap is selected randomly.
    initial_medoids : {'kcenters', 'random', ndarray}, optional
        If 'kcenters', run kcenters clustering first to get the initial medoids,
        and then run the swaps to improve it. If 'random', select the medoids at
        random. Otherwise, initial_medoids should be a numpy array of the
        indices of the medoids.
    initial_assignments : {None, ndarray}, optional
        If None, initial_assignments will be computed based on the
        initial_medoids. If you pass in your own initial_medoids, you can also
        pass in initial_assignments to avoid recomputing them.
    initial_distances : {None, ndarray}, optional
        If None, initial_distances will be computed based on the initial_medoids.
        If you pass in your own initial_medoids, you can also pass in
        initial_distances to avoid recomputing them.
    verbose : bool, optional
        Print information about the swaps being attempted

    Returns
    -------
    generator_indices : ndarray
        indices (with respect to ptraj) of the frames to be considered cluster centers
    assignments : ndarray
        the cluster center to which each frame is assigned to (1D)
    distances : ndarray
        distance from each of the frames to the cluster center it was assigned to
    """
    num_frames = len(ptraj)

    if initial_medoids == 'kcenters':
        initial_medoids, initial_assignments, initial_distance = _kcenters(metric, ptraj, k)
    elif initial_medoids == 'random':
        initial_medoids = np.random.permutation(np.arange(num_frames))[0:k]
        initial_assignments, initial_distance = _assign(metric, ptraj, initial_medoids)
    else:
        if not isinstance(initial_medoids, np.ndarray):
            raise ValueError('Initial medoids should be a numpy array')
        if initial_assignments is None or initial_distance is None:
            initial_assignments, initial_distance = _assign(metric, ptraj, initial_medoids)

    if not len(initial_assignments) == num_frames:
        raise ValueError('Initial assignments is not the same length as ptraj')
    if not len(initial_distance) == num_frames:
        raise ValueError('Initial distance is not the same length as ptraj')
    if not k == len(initial_medoids):
        raise ValueError('Initial medoids not the same length as k')


    initial_pmedoids = ptraj[initial_medoids]
    initial_cost = np.sum(initial_distance)
    min_cost = initial_cost

    # these iterations could be parallelized
    for i in xrange(num_local_minima):
        logger.info('%s of %s local minima', i, num_local_minima)

        # the cannonical clarans approach is to initialize the medoids that you
        # start from randomly, but instead we use the kcenters medoids.

        medoids = initial_medoids
        pmedoids = initial_pmedoids
        assignments = initial_assignments
        distance_to_current = initial_distance
        current_cost = initial_cost

        optimal_medoids = initial_medoids
        optimal_assignments = initial_assignments
        optimal_distances = initial_distance

        #loop over neighbors
        j = 0
        while j < max_neighbors:
            medoid_i = np.random.randint(k)
            old_medoid = medoids[medoid_i]

            if local_swap is False:
                trial_medoid = np.random.randint(num_frames)
            else:
                trial_medoid = random.choice(np.where(assignments == medoids[medoid_i])[0])

            new_medoids = medoids.copy()
            new_medoids[medoid_i] = trial_medoid
            pmedoids = ptraj[new_medoids]
            if type(pmedoids) == np.ndarray:
                pmedoids = pmedoids.copy()

            new_distances = distance_to_current.copy()
            new_assignments = assignments.copy()

            logger.info('swapping %s for %s...', old_medoid, trial_medoid)

            distance_to_trial = metric.one_to_all(ptraj, ptraj, trial_medoid)
            assigned_to_trial = np.where(distance_to_trial < distance_to_current)[0]
            new_assignments[assigned_to_trial] = trial_medoid
            new_distances[assigned_to_trial] = distance_to_trial[assigned_to_trial]

            ambiguous = np.where((new_assignments == old_medoid) & \
                                 (distance_to_trial >= distance_to_current))[0]
            for l in ambiguous:
                if len(ptraj) <= l:
                    logger.error(len(ptraj))
                    logger.error(l)
                    logger.error(ptraj.dtype)
                    logger.error(l.dtype)

                d = metric.one_to_all(ptraj, pmedoids, l)
                argmin = np.argmin(d)
                new_assignments[l] = new_medoids[argmin]
                new_distances[l] = d[argmin]

            new_cost = np.sum(new_distances)
            if new_cost < current_cost:
                logger.info('Accept')
                medoids = new_medoids
                assignments = new_assignments
                distance_to_current = new_distances
                current_cost = new_cost

                j = 0
            else:
                j += 1
                logger.info('Reject')

        if current_cost < min_cost:
            min_cost = current_cost
            optimal_medoids = medoids.copy()
            optimal_assignments = assignments.copy()
            optimal_distances = distance_to_current.copy()


    return optimal_medoids, optimal_assignments, optimal_distances



def _clarans_helper(args):
    return _clarans(*args)


[docs]def _hybrid_kmedoids(metric, ptraj, k=None, distance_cutoff=None, num_iters=10, local_swap=True, norm_exponent=2.0, too_close_cutoff=0.0001, ignore_max_objective=False, initial_medoids='kcenters', initial_assignments=None, initial_distance=None):
    """Run the hybrid kmedoids clustering algorithm to cluster a trajectory

    References
    ----------
    .. [1] Beauchamp, K. MSMBuilder2

    Parameters
    ----------
    metric : msmbuilder.metrics.AbstractDistanceMetric
        A metric capable of handling `ptraj`
    ptraj : prepared trajectory
        ptraj return by the action of the preceding metric on a msmbuilder trajectory
    k : int
        number of desired clusters
    num_iters : int
        number of swaps to attempt per medoid
    local_swap : boolean, optional
        If true, proposed swaps will be between a medoid and a data point
        currently assigned to that medoid. If false, the data point for the
        proposed swap is selected randomly.
    norm_exponent : float, optional
        exponent to use in pnorm of the distance to generate objective function
    too_close_cutoff : float, optional
        Summarily reject proposed swaps if the distance of the medoid to the trial
        medoid is less than thus value
    ignore_max_objective : boolean, optional
        Ignore changes to the distance of the worst classified point, and only
        reject or accept swaps based on changes to the p norm of all the data
        points.
    initial_medoids : {'kcenters', ndarray}
        If 'kcenters', run kcenters clustering first to get the initial medoids,
        and then run the swaps to improve it. If 'random', select the medoids at
        random. Otherwise, initial_medoids should be a numpy array of the
        indices of the medoids.
    initial_assignments : {None, ndarray}, optional
        If None, initial_assignments will be computed based on the
        initial_medoids. If you pass in your own initial_medoids, you can also
        pass in initial_assignments to avoid recomputing them.
    initial_distances : {None, ndarray}, optional
        If None, initial_distances will be computed based on the initial_medoids.
        If you pass in your own initial_medoids, you can also pass in
        initial_distances to avoid recomputing them.

    """
    if k is None and distance_cutoff is None:
        raise ValueError("I need some cutoff criterion! both k and distance_cutoff can't both be none")
    if k is None and distance_cutoff <= 0:
        raise ValueError("With k=None you need to supply a legit distance_cutoff")
    if distance_cutoff is None:
        # set it below anything that can ever be reached
        distance_cutoff = -1

    num_frames = len(ptraj)
    if initial_medoids == 'kcenters':
        initial_medoids, initial_assignments, initial_distance = _kcenters(metric, ptraj, k, distance_cutoff)
    elif initial_medoids == 'random':
        if k is None:
            raise ValueError('You need to supply the number of clusters, k, you want')
        initial_medoids = np.random.permutation(np.arange(num_frames))[0:k]
        initial_assignments, initial_distance = _assign(metric, ptraj, initial_medoids)
    else:
        if not isinstance(initial_medoids, np.ndarray):
            raise ValueError('Initial medoids should be a numpy array')
        if initial_assignments is None or initial_distance is None:
            initial_assignments, initial_distance = _assign(metric, ptraj, initial_medoids)

    assignments = initial_assignments
    distance_to_current = initial_distance
    medoids = initial_medoids
    pgens = ptraj[medoids]
    k = len(initial_medoids)

    obj_func = p_norm(distance_to_current, p=norm_exponent)
    max_norm = p_norm(distance_to_current, p='max')

    for iteration in xrange(num_iters):
        for medoid_i in xrange(k):

            if local_swap is False:
                trial_medoid = np.random.randint(num_frames)
            else:
                trial_medoid = random.choice(np.where(assignments == medoids[medoid_i])[0])

            old_medoid = medoids[medoid_i]

            if old_medoid == trial_medoid:
                continue

            new_medoids = medoids.copy()
            new_medoids[medoid_i] = trial_medoid
            pmedoids = ptraj[new_medoids]

            new_distances = distance_to_current.copy()
            new_assignments = assignments.copy()

            logger.info('Sweep %d, swapping medoid %d (conf %d) for conf %d...', iteration, medoid_i, old_medoid, trial_medoid)

            distance_to_trial = metric.one_to_all(ptraj, ptraj, trial_medoid)
            if distance_to_trial[old_medoid] < too_close_cutoff:
                logger.info('Too close')
                continue

            assigned_to_trial = np.where(distance_to_trial < distance_to_current)[0]
            new_assignments[assigned_to_trial] = trial_medoid
            new_distances[assigned_to_trial] = distance_to_trial[assigned_to_trial]

            ambiguous = np.where((new_assignments == old_medoid) & \
                                 (distance_to_trial >= distance_to_current))[0]
            for l in ambiguous:
                d = metric.one_to_all(ptraj, pmedoids, l)
                argmin = np.argmin(d)
                new_assignments[l] = new_medoids[argmin]
                new_distances[l] = d[argmin]

            new_obj_func = p_norm(new_distances, p=norm_exponent)
            new_max_norm = p_norm(new_distances, p='max')

            if new_obj_func < obj_func and (new_max_norm <= max_norm or ignore_max_objective is True):
                logger.info("Accept. New f = %f, Old f = %f", new_obj_func, obj_func)
                medoids = new_medoids
                assignments = new_assignments
                distance_to_current = new_distances
                obj_func = new_obj_func
                max_norm = new_max_norm
            else:
                logger.info("Reject. New f = %f, Old f = %f", new_obj_func, obj_func)

    return medoids, assignments, distance_to_current


#####################################################################
#                                                                   #
#                       End Clustering Functions                    #
#                       Begin Clustering Classes                    #
#                                                                   #
#####################################################################


[docs]class Hierarchical(object):
    allowable_methods = ['single', 'complete', 'average', 'weighted',
                         'centroid', 'median', 'ward']

    def __init__(self, metric, trajectories, method='single', precomputed_values=None):
        """Initialize a hierarchical clusterer using the supplied distance
        metric and method.

        Method should be one of the fastcluster linkage methods,
        namely 'single', 'complete', 'average', 'weighted', 'centroid', 'median',
        or 'ward'.

        Parameters
        ----------
        metric : msmbuilder.metrics.AbstractDistanceMetric
            A metric capable of handling `ptraj`
        trajectory : Trajectory list of Trajectorys
            data to cluster
        method : {'single', 'complete', 'average', 'weighted', 'centroid',
                  'median', 'ward'}
        precomputed_values :
            used internally to implement load_from_disk()

        Notes
        -----
        This is implemenred with the fastcluster library, which can be downloaded
        from CRAN http://cran.r-project.org/web/packages/fastcluster/
        """

        if precomputed_values is not None:
            precomputed_z_matrix, traj_lengths = precomputed_values
            if isinstance(precomputed_z_matrix, np.ndarray) and precomputed_z_matrix.shape[1] == 4:
                self.Z = precomputed_z_matrix
                self.traj_lengths = traj_lengths
                return
            else:
                raise Exception('Something is wrong')

        if not isinstance(metric, metrics.AbstractDistanceMetric):
            raise TypeError('%s is not an abstract distance metric' % metric)
        if not method in self.allowable_methods:
            raise ValueError("%s not in %s" % (method, str(self.allowable_methods)))
        if 'XYZList' in trajectories:
            trajectories = [trajectories]
        elif isinstance(trajectories, types.GeneratorType):
            trajectories = list(trajectories)


        self.traj_lengths = np.array([len(traj['XYZList']) for traj in trajectories])
        #self.ptrajs = [self.metric.prepare_trajectory(traj) for traj in self.trajectories]

        logger.info('Preparing...')
        flat_trajectory = concatenate_trajectories(trajectories)
        pflat_trajectory = metric.prepare_trajectory(flat_trajectory)

        logger.info('Getting all to all pairwise distance matrix...')
        dmat = metric.all_pairwise(pflat_trajectory)
        logger.info('Done with all2all')
        self.Z = fastcluster.linkage(dmat, method=method, preserve_input=False)
        logger.info('Got Z matrix')
        #self.Z = scipy.cluster.hierarchy.linkage(dmat, method=method)

    def _oneD_assignments(self, k=None, cutoff_distance=None):
        """Assign the frames into clusters.

        Either supply k, the number of clusters desired, or cutoff_distance, a
        max diameteric of each cluster

        Parameters
        ----------
        k : int, optional
            number of clusters desired
        cutoff_distance : float, optional
            max diameter of each cluster, as a cutoff

        Returns
        -------
        assignments_1d : ndarray
            1D array with the assignments of the flattened trajectory (internal).

        See Also
        --------
        Hierarchical.get_assignments

        """
        # note that we subtract 1 from the results given by fcluster since
        # they start with 1-based numbering, but we want the lowest index cluster
        # to be number 0

        if k is not None and cutoff_distance is not None:
            raise Exception('You cant supply both a k and cutoff distance')
        elif k is not None:
            return scipy.cluster.hierarchy.fcluster(self.Z, k, criterion='maxclust') - 1
        elif cutoff_distance is not None:
            return scipy.cluster.hierarchy.fcluster(self.Z, cutoff_distance, criterion='distance') - 1
        else:
            raise Exception('You need to supply either k or a cutoff distance')

[docs]    def get_assignments(self, k=None, cutoff_distance=None):
        """Assign the frames into clusters.

        Either supply k, the number of clusters desired, or cutoff_distance, a
        max diameteric of each cluster

        Parameters
        ----------
        k : int, optional
            number of clusters desired
        cutoff_distance : float, optional
            max diameter of each cluster, as a cutoff

        Returns
        -------
        assignments : ndarray
            2D array of shape num_trajs x length of longest traj. Padded with -1s
            at the end if not all trajectories are the same length
        """
        assgn_list = split(self._oneD_assignments(k, cutoff_distance), self.traj_lengths)
        output = -1 * np.ones((len(self.traj_lengths), max(self.traj_lengths)), dtype='int')
        for i, traj_assign in enumerate(assgn_list):
            output[i][0:len(traj_assign)] = traj_assign
        return output


[docs]    def save_to_disk(self, filename):
        """Save this clusterer to disk.

        This is useful because computing the Z-matrix
        (done in __init__) is the most expensive part, and assigning is cheap

        Parameters
        ----------
        filename : str
            location to save to

        Raises
        ------
        Exception if something already exists at `filename`
        """
        io.saveh(filename, z_matrix=self.Z, traj_lengths=self.traj_lengths)
    

    @classmethod
[docs]    def load_from_disk(cls, filename):
        """Load up a clusterer from disk

        This is useful because computing the Z-matrix
        (done in __init__) is the most expensive part, and assigning is cheap

        Parameters
        ----------
        filename : str
            location to save to

        Raises
        ------
        TODO: Probablt raises something if filename doesn't exist?
        """
        data = io.loadh(filename, deferred=False)
        Z, traj_lengths = data['z_matrix'], data['traj_lengths']
        #Next two lines are a hack to fix Serializer bug. KAB
        if np.rank(traj_lengths)==0:
            traj_lengths = [traj_lengths]
        return cls(None, None, precomputed_values=(Z, traj_lengths))





[docs]class BaseFlatClusterer(object):
    """
    (Abstract) base class / mixin that Clusterers can extend. Provides convenience
    functions for the user.

    To implement a clusterer using this base class, subclass it and define your
    init method to do the clustering you want, and then set self._generator_indices,
    self._assignments, and self._distances with the result.

    For convenience (and to enable some of its functionality), let BaseFlatCluster
    prepare the trajectories for you by calling BaseFlatClusterer's __init__ method
    and then using the prepared, concatenated trajectory self.ptraj for your clustering.
    """

    def __init__(self, metric, trajectories=None, prep_trajectories=None):

        if not isinstance(metric, metrics.AbstractDistanceMetric):
            raise TypeError('%s is not an AbstractDistanceMetric' % metric)
        # if we got a single trajectory instead a list of trajectories, make it a
        # list
        if not trajectories is None:
            if 'XYZList' in trajectories:
                trajectories = [trajectories]
            elif isinstance(trajectories, types.GeneratorType):
                trajectories = list(trajectories)

            self._concatenated = concatenate_trajectories(trajectories)

            if prep_trajectories is None:
                self.ptraj = metric.prepare_trajectory(self._concatenated)

            self._traj_lengths = [len(traj) for traj in trajectories]

        if not prep_trajectories is None:  # If they also provide trajectories
            # that's fine, but we will use the prep_trajectories

            if isinstance(prep_trajectories, np.ndarray) or  \
                isinstance(prep_trajectories[0], np.ndarray):

                prep_trajectories = np.array(prep_trajectories)
                if len(prep_trajectories.shape) == 2: 
                    prep_trajectories = [prep_trajectories]
                else:
                    # 3D means a list of prep_trajectories was input
                    prep_trajectories = list(prep_trajectories)
            
            if trajectories is None:
                self._traj_lengths = [len(ptraj) for ptraj in prep_trajectories]

            self._concatenated = None
            self.ptraj = concatenate_prep_trajectories(prep_trajectories, metric)

        if trajectories is None and prep_trajectories is None:
            raise Exception("must provide at least one of trajectories and prep_trajectories")

        self._metric = metric
        

        self.num_frames = sum(self._traj_lengths)

        # All the actual Clusterer objects that subclass this base class
        # need to calculate these three parameters and store them here
        # self._generator_indices[i] = j means that the jth frame of self.ptraj is
        # considered a generator. self._assignments[i] = j should indicate that
        # self.ptraj[j] is the coordinates of the the cluster center corresponding to i
        # and self._distances[i] = f should indicate that the distance from self.ptraj[i]
        # to  self.ptraj[self._assignments[i]] is f.
        self._generator_indices = 'abstract'
        self._assignments = 'abstract'
        self._distances = 'abstract'

    def _ensure_generators_computed(self):
        if self._generator_indices == 'abstract':
            raise Exception('Your subclass of BaseFlatClusterer is implemented wrong and didnt compute self._generator_indicies.')

    def _ensure_assignments_and_distances_computed(self):
        if self._assignments == 'abstract' or self._distances == 'abstract':
            self._assignments, self._distances = _assign(self._metric, self.ptraj, self._generator_indices)

[docs]    def get_assignments(self):
        """Assign the trajectories you passed into the constructor based on
        generators that have been identified

        Returns
        -------
        assignments : ndarray
            2D array of assignments where k = assignments[i,j] means that the
            jth frame in the ith trajectory is assigned to the center whose
            coordinates are in the kth frame of the trajectory in
            get_generators_as_traj()
        """

        self._ensure_generators_computed()
        self._ensure_assignments_and_distances_computed()

        twoD = split(self._assignments, self._traj_lengths)

        # the numbers in self._assignments are indices with respect to self.ptraj,
        # but we want indices with respect to the number in the trajectory of generators
        # returned by get_generators_as_traj()
        ptraj_index_to_gens_traj_index = np.zeros(self.num_frames)
        for i, g in enumerate(self._generator_indices):
            ptraj_index_to_gens_traj_index[g] = i

        # put twoD into a rectangular array
        output = -1 * np.ones((len(self._traj_lengths), max(self._traj_lengths)), dtype=np.int32)
        for i, traj_assign in enumerate(twoD):
            output[i,0:len(traj_assign)] = ptraj_index_to_gens_traj_index[traj_assign]

        return output


[docs]    def get_distances(self):
        """Extract the distance from each frame to its assigned cluster kcenter

        Returns
        -------
        distances : ndarray
            2D array of size num_trajs x length of longest traj, such that
            distances[i,j] gives the distance from the ith trajectorys jth
            frame to its assigned cluster center
        """
        self._ensure_generators_computed()
        self._ensure_assignments_and_distances_computed()

        twoD = split(self._distances, self._traj_lengths)

        # put twoD into a rectangular array
        output = -1 * np.ones((len(self._traj_lengths), max(self._traj_lengths)), dtype='float32')
        for i, traj_distances in enumerate(twoD):
            output[i][0:len(traj_distances)] = traj_distances
        return output


[docs]    def get_generators_as_traj(self):
        """Get a trajectory containing the generators

        Returns
        -------
        traj or ptraj : msmbuilder.Trajectory or np.ndarray
            a trajectory object where each frame is one of the
            generators/medoids identified. If trajectories was
            not originally provided, then will only return the
            prepared generators
        
        """
        self._ensure_generators_computed()

        if self._concatenated is None:
            output = self.ptraj[self._generator_indices]
        else:
            output = empty_trajectory_like(self._concatenated)
            output['XYZList'] = self._concatenated['XYZList'][self._generator_indices]

        return output


    def get_generator_indices(self):
        """Get the generator indices corresponding to frames in
        self.ptraj.

        Returns
        -------
        gen_inds : np.ndarray
            generator indices corresponding to the generators in
            self.ptraj
        """

        return self._generator_indices



[docs]class KCenters(BaseFlatClusterer):
[docs]    def __init__(self, metric, trajectories=None, prep_trajectories=None, 
                 k=None, distance_cutoff=None, seed=0):
        """Run kcenters clustering algorithm.

        Terminates either when `k` clusters have been identified, or when every data
        is clustered better than `distance_cutoff`.

        Parameters
        ----------
        metric : msmbuilder.metrics.AbstractDistanceMetric
            A metric capable of handling `ptraj`
        trajectory : Trajectory or list of msmbuilder.Trajectory
            data to cluster
        k : {int, None}
            number of desired clusters, or None
        distance_cutoff : {float, None}
            Stop identifying new clusters once the distance of every data to its
            cluster center falls below this value. Supply either this or `k`
        seed : int, optional
            index of the frame to use as the first cluster center

        See Also
        --------
        _kcenters : implementation

        References
        ----------
        .. [1] Beauchamp, MSMBuilder2
        """

        super(KCenters, self).__init__(metric, trajectories, prep_trajectories)

        gi, asgn, dl = _kcenters(metric, self.ptraj, k, distance_cutoff, seed)

        # note that the assignments here are with respect to the numbering
        # in the trajectory -- they are not contiguous. Using the get_assignments()
        # method defined on the superclass (BaseFlatClusterer) will convert them
        # back into the contiguous numbering scheme (with respect to position in the
        # self._generator_indices).
        self._generator_indices = gi
        self._assignments = asgn
        self._distances = dl




[docs]class Clarans(BaseFlatClusterer):
[docs]    def __init__(self, metric, trajectories=None, prep_trajectories=None, k=None, 
                 num_local_minima=10, max_neighbors=20, local_swap=False):
        """Run the CLARANS clustering algorithm on the frames in a trajectory

        Reference
        ---------
        .. [1] Ng, R.T, Jan, Jiawei, 'CLARANS: A Method For Clustering Objects For
        Spatial Data Mining', IEEE Trans. on Knowledge and Data Engineering, vol. 14
        no.5 pp. 1003-1016 Sep/Oct 2002
        http://ieeexplore.ieee.org/xpls/abs_all.jsp?arnumber=1033770

        Parameters
        ----------
        metric : msmbuilder.metrics.AbstractDistanceMetric
            A metric capable of handling `ptraj`
        trajectory : Trajectory or list of msmbuilder.Trajectory
            data to cluster
        k : int
            number of desired clusters
        num_local_minima : int
            number of local minima in the set of all possible clusterings to identify.
            Execution time will scale linearly with this parameter. The best of
            these local minima will be returned.
        max_neighbors : int
            number of rejected swaps in a row necessary to declare a proposed
            clustering a local minima
        local_swap : bool, optional
            If true, proposed swaps will be between a medoid and a data point
            currently assigned to that medoid. If false, the data point for
            the proposed swap is selected randomly.

        See Also
        --------
        _kcenters : implementation
        SubsampledClarans : random subsampling version (faster)
        """

        super(Clarans, self).__init__(metric, trajectories, prep_trajectories)

        medoids, assignments, distances = _clarans(metric, self.ptraj, k, num_local_minima, max_neighbors, local_swap, initial_medoids='kcenters')

        self._generator_indices = medoids
        self._assignments = assignments
        self._distances = distances




[docs]class SubsampledClarans(BaseFlatClusterer):
[docs]    def __init__(self, metric, trajectories=None, prep_trajectories=None, k=None, 
                 num_samples=None, shrink_multiple=None, num_local_minima=10,
                 max_neighbors=20, local_swap=False, parallel=None):
        """ Run the CLARANS algorithm (see the Clarans class for more description) on
        multiple subsamples of the data drawn randomly.

        Parameters
        ----------
        metric : msmbuilder.metrics.AbstractDistanceMetric
            A metric capable of handling `ptraj`
        trajectories : Trajectory or list of msmbuilder.Trajectory
            data to cluster
        prep_trajectories : np.ndarray or None
            prepared trajectories instead of msmbuilder.Trajectory
        k : int
            number of desired clusters
        num_samples : int
            number of random subsamples to draw
        shrink_multiple : int
            Each of the subsamples drawn will be of size equal to the total
            number of frames divided by this number
        num_local_minima : int, optional
            number of local minima in the set of all possible clusterings
            to identify. Execution time will scale linearly with this
            parameter. The best of these local minima will be returned.
        max_neighbors : int, optional
            number of rejected swaps in a row necessary to declare a proposed
            clustering a local minima
        local_swap : bool, optional
            If true, proposed swaps will be between a medoid and a data point
            currently assigned to that medoid. If false, the data point for
            the proposed swap is selected randomly
        parallel : {None, 'multiprocessing', 'dtm}
            Which parallelization library to use. Each of the random subsamples
            are run independently
        """

        super(SubsampledClarans, self).__init__(metric, trajectories, prep_trajectories)

        if parallel is None:
            mymap = map
        elif parallel == 'multiprocessing':
            mymap = Pool().map
        elif parallel == 'dtm':
            mymap = dtm.map
        else:
            raise ValueError('Unrecognized parallelization')


        # function that returns a list of random indices
        gen_sub_indices = lambda: np.array(random.sample(range(self.num_frames), self.num_frames / shrink_multiple))
        #gen_sub_indices = lambda: np.arange(self.num_frames)

        sub_indices = [gen_sub_indices() for i in range(num_samples)]
        ptrajs = [self.ptraj[sub_indices[i]] for i in range(num_samples)]

        clarans_args = uneven_zip(metric, ptrajs, k, num_local_minima, max_neighbors, local_swap, ['kcenters'], None, None, False)

        results =  mymap(_clarans_helper, clarans_args)
        medoids_list, assignments_list, distances_list = zip(*results)
        best_i = np.argmin([np.sum(d) for d in distances_list])

        #print 'best i', best_i
        #print 'best medoids (relative to subindices)', medoids_list[best_i]
        #print 'sub indices', sub_indices[best_i]
        #print 'best_medoids', sub_indices[best_i][medoids_list[best_i]]
        self._generator_indices = sub_indices[best_i][medoids_list[best_i]]





[docs]class HybridKMedoids(BaseFlatClusterer):
[docs]    def __init__(self, metric, trajectories=None, prep_trajectories=None, k=None, 
                 distance_cutoff=None, local_num_iters=10, global_num_iters=0, 
                 norm_exponent=2.0, too_close_cutoff=.0001, ignore_max_objective=False):
        """Run the hybrid kmedoids clustering algorithm on a set of trajectories

        Parameters
        ----------
        metric : msmbuilder.metrics.AbstractDistanceMetric
            A metric capable of handling `ptraj`
        trajectory : Trajectory or list of msmbuilder.Trajectory
            data to cluster
        k : int
            number of desired clusters
        num_iters : int
            number of swaps to attempt per medoid
        local_swap : boolean, optional
            If true, proposed swaps will be between a medoid and a data point
            currently assigned to that medoid. If false, the data point for the
            proposed swap is selected randomly.
        norm_exponent : float, optional
            exponent to use in pnorm of the distance to generate objective function
        too_close_cutoff : float, optional
            Summarily reject proposed swaps if the distance of the medoid to the trial
            medoid is less than thus value
        ignore_max_objective : boolean, optional
            Ignore changes to the distance of the worst classified point, and only
            reject or accept swaps based on changes to the p norm of all the data
            points.

        References
        ----------
        .. [1] Beauchamp, K, et. al. MSMBuilder2

        See Also
        --------
        KCenters : faster, less accurate
        Clarans : slightly more clever termination criterion
        """

        super(HybridKMedoids, self).__init__(metric, trajectories, prep_trajectories)


        medoids, assignments, distances = _hybrid_kmedoids(metric, self.ptraj, k, distance_cutoff,
                                                           local_num_iters, True, norm_exponent,
                                                           too_close_cutoff, ignore_max_objective,
                                                           initial_medoids='kcenters')
        if global_num_iters != 0:
            medoids, assignments, distances = _hybrid_kmedoids(metric, self.ptraj, k, distance_cutoff,
                                                           global_num_iters, False, norm_exponent,
                                                           too_close_cutoff, ignore_max_objective,
                                                           medoids, assignments, distances)

        self._generator_indices = medoids
        self._assignments = assignments
        self._distances = distances

#class KMeans(object):
#    def __init__(self, metric, trajectories, k, num_iters=1):
#        if not isinstance(metric, metrics.Vectorized):
#            raise TypeError('KMeans can only be used with Vectorized metrics')
#        if not metric.metric in ['euclidean', 'cityblock']:
#            raise TypeError('KMeans can only be used with euclidean or cityblock.')
#
#        self._traj_lengths = [len(traj['XYZList']) for traj in trajectories]
#        self._concatenated = concatenate_trajectories(trajectories)
#        self.ptraj = metric.prepare_trajectory(self._concatenated)
#
#        if metric.metric == 'euclidean':
#            d = 'e'
#        elif metric.metric == 'cityblock':
#            d = 'b'
#        else:
#            raise Exception('!')
#
#        # seed with kcenters
#        indices, assignments, distances, = _kcenters(metric, self.ptraj, k=k, verbose=False)
#        ptraj_index_to_gens_traj_index = np.zeros(len(self.ptraj))
#        for i, g in enumerate(indices):
#            ptraj_index_to_gens_traj_index[g] = i
#        assignments = ptraj_index_to_gens_traj_index[assignments]
#
#        # now run kmeans
#        import Pycluster
#        assignments, error, nfound = Pycluster.kcluster(self.ptraj, nclusters=k, npass=num_iters, dist=d, initialid=assignments)
#
#        self._assignments = assignments
#
#
#    def get_assignments(self):
#        assgn_list = split(self._assignments, self._traj_lengths)
#        output = -1 * np.ones((len(self._traj_lengths), max(self._traj_lengths)), dtype='int')
#        for i, traj_assign in enumerate(assgn_list):
#            output[i][0:len(traj_assign)] = traj_assign
#        return output
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  Source code for msmbuilder.metrics

"""
This should be documented better somewhere, because it will cause cryptic
errors if you don't do it. Whatever data structure you return from
prepare_trajectory() needs to support slice sytax. If you return an array or
something, then this is no problem, but if you create your own object to hold
the data that prepare_trajectory() returns, you need to add a __getitem__(),
__setitem__() and __len__() methods. See the RMSD.TheoData object for an
example. Also, if you're not familiar with this side of python these docs
(http://docs.python.org/reference/datamodel.html#emulating-container-types)
are pretty good. Only __getitem__, __setitem__ and __len__ are necessary.
"""

from baseclasses import AbstractDistanceMetric
from baseclasses import Vectorized
from rmsd import RMSD
from dihedral import Dihedral
from contact import BooleanContact, AtomPairs, ContinuousContact
from projection import RedDimPNorm
from hybrid import Hybrid, HybridPNorm
from projection import RedDimPNorm
from positions import Positions
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  Source code for msmbuilder.utils

import numpy as np
import re
import copy_reg
import types
import warnings
import functools
import collections
from itertools import ifilterfalse
warnings.simplefilter('always')

[docs]def uneven_zip(*args):
    '''Zip the arguments together like the builtin function, except that
    when one argument runs out (because its shorter), you keep filling it in
    with its last value
    
    i.e.
    
    uneven_zip([1,2,3], 'a', [10,11]) = [[1, 'a', 10], [2, 'a', 11], [3, 'a', 11]]
    '''
    num_args = len(args)
    args = list(args)
    for i in xrange(num_args):
        if not hasattr(args[i], '__len__'):
            args[i] = (args[i],)
    lengths = [len(arg) for arg in args]
    def get(i):
        result = [None] * num_args
        for j in range(num_args):
            try:
                result[j] = args[j][i]
            except:
                result[j] = args[j][lengths[j]-1]
        return result
    zipped = map(get, range(max(lengths)))
    return zipped




[docs]def format_block(block):
    '''Format the given block of text, trimming leading/trailing
    empty lines and any leading whitespace that is common to all lines.
    The purpose is to let us list a code block as a multiline,
    triple-quoted Python string, taking care of indentation concerns.'''
    # separate block into lines
    lines = str(block).split('\n')
    # remove leading/trailing empty lines
    while lines and not lines[0]:
        del lines[0]
    while lines and not lines[-1]:
        del lines[-1]
    # look at first line to see how much indentation to trim
    ws = re.match(r'\s*', lines[0]).group(0)
    if ws:
            lines = map( lambda x: x.replace(ws,'',1), lines )
    # remove leading/trailing blank lines (after leading ws removal)
    # we do this again in case there were pure-whitespace lines
    while lines and not lines[0]:
        del lines[0]
    while lines and not lines[-1]:
        del lines[-1]
    
    return '\n'.join(lines)+'\n'



[docs]def keynat(string):
    '''A natural sort helper function for sort() and sorted()
    without using regular expression.

    >>> items = ('Z', 'a', '10', '1', '9')
    >>> sorted(items)
    ['1', '10', '9', 'Z', 'a']
    >>> sorted(items, key=keynat)
    ['1', '9', '10', 'Z', 'a']
    '''
    r = []
    for c in string:
        try:
            c = int(c)
            try:
                r[-1] = r[-1] * 10 + c
            except:
                r.append(c)
        except:
            r.append(c)
    return r



def _pickle_method(method):
    func_name = method.im_func.__name__
    obj = method.im_self
    cls = method.im_class
    return _unpickle_method, (func_name, obj, cls)

def _unpickle_method(func_name, obj, cls):
    for cls in cls.mro():
        try:
            func = cls.__dict__[func_name]
        except KeyError:
            pass
        else:
            break
    return func.__get__(obj, cls)

[docs]def make_methods_pickable():
    "Run this at the top of a script to register pickable methods"
    copy_reg.pickle(types.MethodType, _pickle_method, _unpickle_method)



[docs]def deprecated(replacement=None, removal_version=None):
    """A decorator which can be used to mark functions as deprecated.
    replacement is a callable that will be called with the same args
    as the decorated function.
    
    Code adapted from http://code.activestate.com/recipes/577819-deprecated-decorator/,
    MIT license

    >>> @deprecated()
    ... def foo(x):
    ...     return x
    ...
    >>> ret = foo(1)
    DeprecationWarning: foo is deprecated
    >>> ret
    1
    >>>
    >>>
    >>> def newfun(x):
    ...     return 0
    ...
    >>> @deprecated(newfun)
    ... def foo(x):
    ...     return x
    ...
    >>> ret = foo(1)
    DeprecationWarning: foo is deprecated; use newfun instead
    >>> ret
    0
    >>>
    """
    def outer(oldfun):
        def inner(*args, **kwargs):
            msg = "%s is deprecated use %s instead. " % (oldfun.__name__, replacement.__name__)

            if removal_version is not None:
                msg += '%s will be removed in version %s' % (oldfun.__name__, removal_version)
                
            warnings.warn(msg, DeprecationWarning, stacklevel=2)
            
            return replacement(*args, **kwargs)

        return inner
    return outer


[docs]def future_warning(func):
    '''This is a decorator which can be used to mark functions
    as to-be deprecated. It will result in a warning being emitted
    when the function is used.'''

    @functools.wraps(func)
    def new_func(*args, **kwargs):
        warnings.warn_explicit(
            "Call to future function {}.".format(func.__name__),
            category=FutureWarning,
            filename=func.func_code.co_filename,
            lineno=func.func_code.co_firstlineno + 1
        )
        return func(*args, **kwargs)
    return new_func


[docs]def highlight(text,color='Red',bold=False):
    """Return a highlighted string using color or bold.

    @param[in] text The string that the printout is based upon.  This function
    will return the highlighted string.
    
    @param[in] color String or number corresponding to the color.
    1 red\n
    2 green\n
    3 yellow\n
    4 blue\n
    5 magenta\n
    6 cyan\n
    7 white

    @param[in] bold Whether to use bold print
    """
    
    colordict = {'red' : 1,
                 'green' : 2,
                 'yellow' : 3,
                 'blue' : 4,
                 'magenta' : 5,
                 'cyan' : 6,
                 'white' : 7}

    if color.lower() in colordict:
        color = colordict[color.lower()]
    elif color in ['1', '2', '3', '4', '5', '6', '7']:
        color = int(color)
    elif color in range(1, 8):
        pass
    else:
        raise ValueError('Invalid argument given for color (use integer 1-7 or case-insensitive word: red, green, yellow, blue, magenta, cyan, or white)')
    

    return "\x1b[%s9%im" % (bold and "1;" or "", color) + text + "\x1b[0m"


# http://code.activestate.com/recipes/498245-lru-and-lfu-cache-decorators/

[docs]class Counter(dict):
    'Mapping where default values are zero'
    def __missing__(self, key):
        return 0


[docs]def lru_cache(maxsize=100):
    '''Least-recently-used cache decorator.

    Arguments to the cached function must be hashable.
    Cache performance statistics stored in f.hits and f.misses.
    Clear the cache with f.clear().
    http://en.wikipedia.org/wiki/Cache_algorithms#Least_Recently_Used

    '''
    maxqueue = maxsize * 10
    def decorating_function(user_function,
            len=len, iter=iter, tuple=tuple, sorted=sorted, KeyError=KeyError):
        cache = {}                  # mapping of args to results
        queue = collections.deque() # order that keys have been used
        refcount = Counter()        # times each key is in the queue
        sentinel = object()         # marker for looping around the queue
        kwd_mark = object()         # separate positional and keyword args

        # lookup optimizations (ugly but fast)
        queue_append, queue_popleft = queue.append, queue.popleft
        queue_appendleft, queue_pop = queue.appendleft, queue.pop

        @functools.wraps(user_function)
        def wrapper(*args, **kwds):
            # cache key records both positional and keyword args
            key = args
            if kwds:
                key += (kwd_mark,) + tuple(sorted(kwds.items()))

            # record recent use of this key
            queue_append(key)
            refcount[key] += 1

            # get cache entry or compute if not found
            try:
                result = cache[key]
                wrapper.hits += 1
            except KeyError:
                result = user_function(*args, **kwds)
                cache[key] = result
                wrapper.misses += 1

                # purge least recently used cache entry
                if len(cache) > maxsize:
                    key = queue_popleft()
                    refcount[key] -= 1
                    while refcount[key]:
                        key = queue_popleft()
                        refcount[key] -= 1
                    del cache[key], refcount[key]

            # periodically compact the queue by eliminating duplicate keys
            # while preserving order of most recent access
            if len(queue) > maxqueue:
                refcount.clear()
                queue_appendleft(sentinel)
                for key in ifilterfalse(refcount.__contains__,
                                        iter(queue_pop, sentinel)):
                    queue_appendleft(key)
                    refcount[key] = 1


            return result

        def clear():
            cache.clear()
            queue.clear()
            refcount.clear()
            wrapper.hits = wrapper.misses = 0

        wrapper.hits = wrapper.misses = 0
        wrapper.clear = clear
        return wrapper
    return decorating_function



[docs]def check_assignment_array_input(assignments, check_ndarray=True, check_integer=True, ndim=2):
    """Check if input is an appropriate data type for assignments.

    Parameters
    ----------
    assignments : ndarray
        Assignment data whose format will be checked.
    check_ndarray : bool, optional
        Default True; set False to skip checking for ndarray type
    check_integer : bool, optional
        Default True; set False to skip checking for integer dtype
    ndim : int, optional
        Default is 2, which is the correct value for an assignment array.

    Notes
    -----
    Checks if type is Numpy array, if dtype is int-like,
    and if ndim is ndim (2 by default).
    """

    if check_ndarray and not isinstance(assignments, np.ndarray):
        raise TypeError("Input assignments must be numpy array type.")

    if check_integer and assignments.dtype.kind != "i":
        raise TypeError("Input assignments must be integer type.")

    if assignments.ndim != ndim:
        raise TypeError("Input assignments must have ndim = %d; found %d." % (ndim, assignments.ndim))
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  Source code for msmbuilder.cfep

import time

import numpy as np
import scipy
import scipy.optimize
import scipy.weave
import matplotlib.pyplot as plt

from msmbuilder import MSMLib
from msmbuilder import tpt
from msmbuilder.msm_analysis import get_eigenvectors
from msmbuilder.geometry.contact import atom_distances

"""
Code for computing cut-based free energy profiles, and optimal reaction coordinates
within that framework.

This code employs scipy's weave, so C/OMP compatability is required. Most machines
should have this functionality by default.


To Do
-----
> Choose best search method in `optimize`
> Add functionality for saving/loading the state of VariableCoordinate
"""

TIME = False


def contact_reaction_coordinate(trajectory, weights):
[docs]    """
    Computes a residue-contact based reaction coordinate.

    Specifically, the reaction coordinate is a weighted linear combination
    of the alpha carbon distances for each residue. Weights can take any
    value, including negative and zero values.

    Parameters
    ----------
    trajectory : msmbuilder trajectory
        The trajectory along which to compute the reaction coordinate value

    weights : nd_array, float
        The weights to apply to all the inter-residue (Ca-Ca) distances

    Returns
    -------
    rc_value : nd_array, float
        The reaction coordinate value for each snapshot of `trajectory`
    """

    if TIME: starttime = time.clock()

    # make an array of all pairwise C-alpha indices
    C_alphas = np.where( trajectory['AtomNames'] == 'CA' )[0] # indices of the Ca atoms
    n_residues = len(C_alphas)
    atom_contacts = np.zeros(( n_residues**2, 2 ))
    atom_contacts[:,0] = np.repeat( C_alphas, n_residues )
    atom_contacts[:,1] = np.tile( C_alphas, n_residues )

    # calculate the distance between all of those pairs
    distance_array = atom_distances(trajectory['XYZList'], atom_contacts)
    rc_value = np.sum( distance_array * weights.T, axis=1 )

    if TIME:
        endtime = time.clock()
        print "Time spent in RC eval", endtime - starttime

    return rc_value


class CutCoordinate(object):

[docs]    """
    Object containing methods for computing the cut-based free energy profiles
    of reaction coordinates.
    """

    def __init__(self, counts, generators, reactant, product):
        """
        Parameters
        ----------
        counts : matrixs
            A matrix of the transition counts observed in the MSM

        generators : msmbuilder trajectory
            The generators (or a trajectory containing an exemplar structure)
            for each state.

        reactant : int
            Index of the state to use to represent the reactant (unfolded) well

        product : int
            Index of the state to use to represent the product (folded) well
        """

        # store the basic values
        self.counts     = counts
        self.generators = generators
        self.reactant   = reactant
        self.product    = product
        self.N = counts.shape[0]
        self.reaction_coordinate_values = None


    def _check_coordinate_values(self):
        """
        Function that checks if we have self.reaction_coordinate_values on hand,
        and complains if we don't.
        """
        if self.reaction_coordinate_values == None:
            raise Exception("Error: No `reaction_coordinate_values` found. "
                            "Either pass in these manually or calculate them "
                            "with a class method. See the methods:"
                            "\n-- set_coordinate_values"
                            "\n-- set_coordinate_as_committors"
                            "\n-- set_coordinate_as_eigvector2")
        return


    def set_coordinate_values(self, coordinate_values):
[docs]        """
        Set the reaction coordinate manually, by providing coordinate values
        that come from some external calculation.

        Parameters
        ----------
        coordinate_values : nd_array, float
            The values of the reaction coordinate, evaluated for each state.
        """
        self.reaction_coordinate_values = coordinate_values
        self.evaluate_partition_functions()
        return


    def set_coordinate_as_committors(self, lag_time=1, symmetrize='transpose'):

[docs]        """
        Set the reaction coordinate to be the committors (pfolds).

        Employs the reactant, product states provided as the sources, sinks
        respectively for the committor calculation.

        Parameters
        ----------
        lag_time : int
            The MSM lag time to use (in units of frames) in the estimation
            of the MSM transition probability matrix from the `counts` matrix.

        symmetrize : str {'mle', 'transpose', 'none'}
            Which symmetrization method to employ in the estimation of the
            MSM transition probability matrix from the `counts` matrix.
        """

        t_matrix = MSMLib.build_msm(self.counts, symmetrize)
        self.reaction_coordinate_values = tpt.calculate_committors([self.reactant],
                                                                   [self.product], 
                                                                   t_matrix)
        return


    def set_coordinate_as_eigvector2(self, lag_time=1, symmetrize='transpose'):

[docs]        """
        Set the reaction coordinate to be the second eigenvector of the MSM generated
        by counts, the provided lag_time, and the provided symmetrization method.

        Parameters
        ----------
        lag_time : int
            The MSM lag time to use (in units of frames) in the estimation
            of the MSM transition probability matrix from the `counts` matrix.

        symmetrize : str {'mle', 'transpose', 'none'}
            Which symmetrization method to employ in the estimation of the
            MSM transition probability matrix from the `counts` matrix.
        """

        t_matrix = MSMLib.build_msm_from_counts(self.counts, lag_time, symmetrize)
        v, w = get_eigenvectors(t_matrix, 5)
        self.reaction_coordinate_values = w[:,1].flatten()

        return


    def reaction_mfpt(self, lag_time=1.0):

[docs]        """
        Calculate the MFPT between the `reactant` and `product` states, as given by
        the reaction coordinate.

        Parameters
        ----------
        lag_time : float
            The units of time for the MSM lag time.

        Returns
        -------
        mfpt : float
            The mean first passage time between the `reactant` and `product`
        """

        if TIME: starttime = time.clock()

        self._check_coordinate_values()

        const = lag_time / np.pi

        A = self.reaction_coordinate_values[self.reactant]
        B = self.reaction_coordinate_values[self.product]

        # perform the following integral over the rxn coord numerically
        # \int_A^B dx ( zh[x] / zc^2[x] ) * \int_A^x dy zh[y]

        perm = np.argsort(self.reaction_coordinate_values)
        start = np.where(self.reaction_coordinate_values[perm] == A)[0]
        end = np.where(self.reaction_coordinate_values[perm] == B)[0]
        intermediate_states = np.arange(self.N)[perm][start:end]

        # use weave & OMP to do the integral
        tau_parallel = 0.0
        N = len(intermediate_states)
        zc = self.zc
        zh = self.zh
        rc = self.reaction_coordinate_values

        scipy.weave.inline(r"""
        // Loop over all `intermediate_states` to perform the integral
        // Employ a trapezoid approximation to evaluate the integral
        Py_BEGIN_ALLOW_THREADS
        int i, x, y;
        double secondint, incr, h;

        #pragma omp parallel for private(x, y, secondint, incr, h) shared(zh, zc, rc)
        // loop to perform the outer integral
        for (i = 0; i < N; i++) {

            x = intermediate_states[i];

            // loop to perform the inner/second integral (over dy)
            secondint = 0;
            for (y = 0; y < x-1; y++) {
                h = rc[y+1] - rc[y];
                secondint += h * (1.0/2.0) * (zh[y] + zh[y+1]);
            }

            // calculate the integral (over dx)
            h = rc[x+1] - rc[x];
            incr = (1.0/2.0) * h * ( ( zh[x+1] / (zc[x+1] * zc[x+1]) ) - ( zh[x] / (zc[x] * zc[x]) ) ) * secondint;

            #pragma omp critical(tau_update)
            tau_parallel += incr;
        }
        Py_END_ALLOW_THREADS
        """, ['tau_parallel', 'N', 'intermediate_states', 'zc', 'zh', 'rc'],
        extra_link_args = ['-lgomp'], extra_compile_args = ["-O3", "-fopenmp"])

        mfpt = const * tau_parallel

        if TIME:
            endtime = time.clock()
            print "Time spent in MFPT:", endtime - starttime

        return mfpt


    def evaluate_partition_functions(self):

[docs]        """
        Computes the partition function of the cut-based free energy profile based
        on transition network and reaction coordinate.

        Employs an MSM to do so, thus taking input in the form of a discrete state
        space and the observed dynamics in that space (assignments). Further, one
        can provide a "reaction coordiante" who's values will be employed to
        find the min-cut/max-flow coordinate describing dynamics on that space.

        Generously contributed by Sergei Krivov
        Optimizations and modifications due to TJL

        Stores
        ------
        zc : nd_array, float
            The cut-based free energy profile along the reaction coordinate. The
            negative log of this function gives the free energy profile along the
            coordinate.
        zh : nd_array, float
            The histogram-based free energy profile.

        See Also
        --------
        optimize_cut_based_coordinate : function
            Optimize a flexible reaction coordinate to maximize the free energy
            barrier along that coordinate.
        """

        if TIME: starttime = time.clock()
        self._check_coordinate_values()

        # permute the counts matrix to order it with the rxn coordinate
        state_order_along_RC = np.argsort(self.reaction_coordinate_values)
        perm_counts = MSMLib.permute_mat(self.counts, state_order_along_RC)

        # set up the three variables for weave -- need to be locals
        data = perm_counts.data
        indices = perm_counts.indices
        indptr = perm_counts.indptr

        zc = np.zeros(self.N)
        N = self.N

        scipy.weave.inline(r"""
        Py_BEGIN_ALLOW_THREADS
        int i, j, k;
        double nij, incr;

        #pragma omp parallel for private(nij, incr, j, k) shared(N, indptr, indices, data, zc)
        for (i = 0; i < N; i++) {
            for (k = indptr[i]; k < indptr[i+1]; k++) {
                j = indices[k];
                if (i == j) { continue; }

                nij = data[k];

                // iterate through all values in the matrix in csr format
                // i, j are the row and column indices
                // nij is the entry

                incr = j < i ? nij : -nij;

                #pragma omp critical(zc_update)
                {
                    zc[j] += incr;
                    zc[i] -= incr;
                }
            }
        }
        Py_END_ALLOW_THREADS
        """, ['N', 'data', 'indices', 'indptr', 'zc'], extra_link_args = ['-lgomp'],
        extra_compile_args = ["-O3", "-fopenmp"])

        zc /= 2.0 # we overcounted in the above - fix that

        # put stuff back in the original order
        inv_ordering = np.argsort(state_order_along_RC)
        zc = zc[inv_ordering]

        # calculate the histogram-based partition function
        zh = np.array(self.counts.sum(axis=0)).flatten()

        self.zc = zc
        self.zh = zh

        if TIME:
            endtime = time.clock()
            print "Time spent in zc:", endtime - starttime

        return


    def rescale_to_natural_coordinate(self):

[docs]        """
        Rescale a cut-based free energy profile along a reaction coordinate
        such that the diffusion constant is unity for the entire coordinate.

        Parameters
        ----------
        zc : ndarray, float
            The cut-based partition function from `calc_cFEP`
        zh : ndarray, float
            The histogram-based parition function from `calc_cFEP`
        rxn_coordinate : ndarray, float
            The reaction coordinate used.

        Updates
        -------
        zc, zh <- natural_coordinate : ndarray, float
            The reaction coordinate values along the rescaled coordinate
        reaction_coordinate_values <- scaled_z : ndarray, float
            The partition function value for each point of `natural_coordinate`
        """

        self._check_coordinate_values()

        state_order_along_RC = np.argsort(self.reaction_coordinate_values)
        zc = self.zc[state_order_along_RC]
        zh = self.zh[state_order_along_RC]

        scaled_z = np.cumsum(zc)
        positive_inds = np.where(scaled_z > 0.0)
        scaled_z = scaled_z[positive_inds]
        natural_coordinate = np.cumsum( zh[positive_inds] / (scaled_z * np.sqrt(np.pi)) )

        self.zc = natural_coordinate
        self.zh = natural_coordinate
        self.reaction_coordinate_values = scaled_z

        return


    def plot(self, num_bins=15, filename=None):

[docs]        """
        Plot the current cut-based free energy profile.

        Can either display this on screen (filename=None), or save to a file
        if the kwarg `filename` is provided.

        The plot does a smoothing average over the reaction coordinate.
        Increasing `bins` makes the average finer, and the resulting coordinate
        rougher. Fewer `bins` means a coarser, smoother coordinate.

        Parameters
        ----------
        num_bins : int
            The number of bins to employ in a sliding average.
        filename : str
            The name of the file to save the rendered image to. If None is
            passed, attempts to display the image on screen.
        """

        self._check_coordinate_values()

        perm = np.argsort(self.reaction_coordinate_values)

        # performing a sliding average
        h = self.reaction_coordinate_values.max() / float(num_bins)
        bins = [ i*h for i in range(num_bins) ]

        inds = np.digitize( self.reaction_coordinate_values, bins )
        pops = [ np.sum( self.zc[np.where( inds == i )] ) for i in range(num_bins) ]

        fig = plt.figure()
        plt.plot(bins, -1.0 * np.log( pops ), lw=2)
        plt.xlabel('Reaction Coordinate')
        plt.ylabel('Free Energy Profile (kT)')

        if not filename:
            plt.show()
        else:
            plt.savefig(filename)
            print "Saved reaction coordinate plot to: %s" % filename

        return



class VariableCoordinate(CutCoordinate):


[docs]    """
    Class that contains methods for calculating cut-based free energy profiles
    based on a reaction coordinate mapping that takes variable parameters.

    Specifically, a reaction coodinate is formally a map from phase space to
    the reals. Consider such a map that is dependent on some auxillary parameters
    `alphas`. Then we might hope to optimize that reaction coordinate by wisely
    choosing those weights.
    """


    def __init__(self, rxn_coordinate_function, initial_alphas, counts,
                 generators, reactant, product):
        """
        Parameters
        ----------
        rxn_coordinate_function : function
            This is a function that represents the reaction coordinate. It
            takes the arguments of an msm trajectory and an array of weights
            (floats). It should return an array of floats, specifically the
            reaction coordinate scalar evaluated for each conformation in the
            trajectory. Graphically:

            rxn_coordinate_function(msm_traj, weights) --> array( [float, float, ...] )

            An example function of this form is provided, for contact-map based
            reaction coordinates.

        initial_alphas : nd_array, float
            An array representing an initial guess at the optimal alphas.

        counts : matrixs
            A matrix of the transition counts observed in the MSM

        generators : msmbuilder trajectory
            The generators (or a trajectory containing an exemplar structure)
            for each state.

        reactant : int
            Index of the state to use to represent the reactant (unfolded) well

        product : int
            Index of the state to use to represent the product (folded) well
        """

        CutCoordinate.__init__(self, counts, generators, reactant, product)
        self.rxn_coordinate_function = rxn_coordinate_function
        self.rc_alphas = initial_alphas
        self._evaluate_reaction_coordinate()


    def _evaluate_reaction_coordinate(self):
        """
        Evaluates `rxn_coordinate_function` and stores the values obtained in a
        local variable.
        """
        self.reaction_coordinate_values = self.rxn_coordinate_function(self.generators, self.rc_alphas)
        return


    def optimize(self, maxiter=1000):
[docs]        """
        Compute an optimized reaction coordinate, where optimized means the
        coordinate the maximizes the barrier between two metastable basins.

        Parameters
        ----------
        maxiter : int (optional)
            The maximum number of iterations to run the optimization algorithm
            for. Note that you can always do a little, check the answer, then 
            come back and optimize more later.

        Stores
        ------
        optimal_weights : nd_array, float
            An array of the optimal weights, which maximize the barrier in the
            cut-based free energy profile.
        """

        self.i = 1

        def objective(weights, generators):
            """ returns the negative of the MFPT """

            starttime = time.clock()

            self._evaluate_reaction_coordinate()
            self.evaluate_partition_functions()
            mfpt = self.reaction_mfpt(lag_time=1.0)

            endtime = time.clock()
            if TIME: "Iteration %d, time: %f" % (self.i, endtime-starttime)
            self.i += 1

            return -1.0 * mfpt

        optimal_alphas = scipy.optimize.fmin_cg( objective, self.rc_alphas,
                                                 args=(self.generators,),
                                                 maxiter=maxiter )

        self.rc_alphas = optimal_alphas
        self._evaluate_reaction_coordinate()

        return


def test():



    from msmbuilder import Trajectory
    from scipy import io

    print "Testing cfep code...."

    test_dir = '/Users/TJ/Programs/msmbuilder.sandbox/tjlane/cfep/'
    
    generators = Trajectory.load_trajectory_file(test_dir + 'Gens.lh5')
    counts = io.mmread(test_dir + 'tCounts.mtx')
    reactant = 0    # generator w/max RMSD
    product = 10598 # generator w/min RMSD
    pfolds = np.loadtxt(test_dir + 'FCommittors.dat')

    # test the usual coordinate
    #pfold_cfep = CutCoordinate(counts, generators, reactant, product)
    #pfold_cfep.set_coordinate_values(pfolds)
    #pfold_cfep.plot()

    #pfold_cfep.set_coordinate_as_eigvector2()
    #print pfold_cfep.reaction_coordinate_values
    #pfold_cfep.plot()

    #pfold_cfep.set_coordinate_as_committors()
    #print pfold_cfep.reaction_coordinate_values
    #pfold_cfep.plot()

    # test the Variable Coordinate
    initial_weights = np.ones( (1225,26104) )

    contact_cfep = VariableCoordinate(contact_reaction_coordinate, initial_weights,
                                      counts, generators, reactant, product)

    contact_cfep.evaluate_partition_functions()
    print contact_cfep.zh
    print contact_cfep.zc

    contact_cfep.optimize()
    print "Finished optimization"

    contact_cfep.plot()


    return

if __name__ == '__main__':
    test()
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  Source code for msmbuilder.assigning

import os
import numpy as np
import tables
import warnings
from msmbuilder import io
from msmbuilder import Trajectory
import logging
logger = logging.getLogger(__name__)

def _setup_containers(project, assignments_fn, distances_fn):
    """
    Setup the files on disk (Assignments.h5 and Assignments.h5.distances) that
    results will be sent to.

    Check to ensure that if they exist (and contain partial results), the
    containers are not corrupted

    Parameters
    ----------
    project : msmbuilder.Project
        The msmbuilder project file. Only the n_trajs and traj_lengths are
        actully used.
    assignments_fn : string

    distances_fn : string

    Returns
    -------
    f_assignments : tables.File
        pytables handle to the assignments file, open in 'append' mode
    f_distances : tables.File
        pytables handle to the assignments file, open in 'append' mode
    """

    def save_container(filename, dtype):
        io.saveh(filename, arr_0=-1*np.ones((project.n_trajs, np.max(project.traj_lengths)), dtype=dtype),
                 completed_trajs=np.zeros((project.n_trajs), dtype=np.bool))

    def check_container(filename):
        fh = tables.openFile(filename, 'r')
        if  fh.root.arr_0.shape != (project.n_trajs, np.max(project.traj_lengths)):
            raise ValueError('Shape error 1')
        if fh.root.completed_trajs.shape != (project.n_trajs,):
            raise ValueError('Shape error 2')
        fh.close()

    # save assignments container
    if (not os.path.exists(assignments_fn)) \
            and (not os.path.exists(distances_fn)):
        save_container(assignments_fn, np.int)
        save_container(distances_fn, np.float32)
    elif os.path.exists(assignments_fn) and os.path.exists(distances_fn):
        check_container(assignments_fn)
        check_container(distances_fn)
    else:
        raise ValueError("You're missing one of the containers")

    # append mode is read and write
    f_assignments = tables.openFile(assignments_fn, mode='a')
    f_distances = tables.openFile(distances_fn, mode='a')

    return f_assignments, f_distances


[docs]def assign_in_memory(metric, generators, project, atom_indices_to_load=None):
    """
    Assign every frame to its closest generator

    This code does everything in memory, and does not checkpoint. It also does
    not save any results to disk.

    Parameters
    ----------
    metric : msmbuilder.metrics.AbstractDistanceMetric
        A distance metric used to define "closest"
    project : msmbuilder.Project
        Used to load the trajectories
    generators : msmbuilder.Trajectory
        A trajectory containing the structures of all of the cluster centers
    atom_indices_to_load : {None, list}
        The indices of the atoms to load for each trajectory chunk. Note that
        this method is responsible for loading up atoms from the project, but
        does NOT load up the generators. Those are passed in as a trajectory
        object (above). So if the generators are already subsampled to a restricted
        set of atom indices, but the trajectories on disk are NOT, you'll
        need to pass in a set of indices here to resolve the difference.

    See Also
    --------
    assign_with_checkpoint
    """

    n_trajs, max_traj_length = project.n_trajs, np.max(project.traj_lengths)
    assignments = -1 * np.ones((n_trajs, max_traj_length), dtype='int')
    distances = -1 * np.ones((n_trajs, max_traj_length), dtype='float32')

    pgens = metric.prepare_trajectory(generators)

    for i in xrange(n_trajs):
        traj = project.load_traj(i, atom_indices=atom_indices_to_load)

        if traj['XYZList'].shape[1] != generators['XYZList'].shape[1]:
            raise ValueError('Number of atoms in generators does not match '
                             'traj we\'re trying to assign! Maybe check atom indices?')

        ptraj = metric.prepare_trajectory(traj)

        for j in xrange(len(traj)):
            d = metric.one_to_all(ptraj, pgens, j)
            assignments[i,j] = np.argmin(d)
            distances[i,j] = d[assignments[i,j]]

    return assignments, distances



[docs]def assign_with_checkpoint(metric, project, generators, assignments_path,
                           distances_path, chunk_size=10000, atom_indices_to_load=None):
    """
    Assign every frame to its closest generator

    The results will be checkpointed along the way, trajectory by trajectory.
    If the process is killed, it should be able to roughly pick up where it
    left off.

    Parameters
    ----------
    metric : msmbuilder.metrics.AbstractDistanceMetric
        A distance metric used to define "closest"
    project : msmbuilder.Project
        Used to load the trajectories
    generators : msmbuilder.Trajectory
        A trajectory containing the structures of all of the cluster centers
    assignments_path : str
        Path to a file that contains/will contain the assignments, as a 2D array
        of integers in hdf5 format
    distances_path : str
        Path to a file that contains/will contain the assignments, as a 2D array
        of integers in hdf5 format
    chunk_size : int
        The number of frames to load and process per step. The optimal number
        here depends on your system memory -- it should probably be roughly
        the number of frames you can fit in memory at any one time. Note, this
        is only important if your trajectories are long, as the effective chunk_size
        is really `min(traj_length, chunk_size)`
    atom_indices_to_load : {None, list}
        The indices of the atoms to load for each trajectory chunk. Note that
        this method is responsible for loading up atoms from the project, but
        does NOT load up the generators. Those are passed in as a trajectory
        object (above). So if the generators are already subsampled to a restricted
        set of atom indices, but the trajectories on disk are NOT, you'll
        need to pass in a set of indices here to resolve the difference.

    See Also
    --------
    assign_in_memory
    """

    pgens = metric.prepare_trajectory(generators)

    # setup the file handles
    fh_a, fh_d = _setup_containers(project, assignments_path, distances_path)

    for i in xrange(project.n_trajs):
        if fh_a.root.completed_trajs[i] and fh_d.root.completed_trajs[i]:
            logger.info('Skipping trajectory %s -- already assigned', i)
            continue
        if fh_a.root.completed_trajs[i] or fh_d.root.completed_trajs[i]:
            logger.warn("Re-assigning trajectory even though some data is"
                        " available...")
            fh_a.root.completed_trajs[i] = False
            fh_d.root.completed_trajs[i] = False
        logger.info('Assigning trajectory %s', i)

        # pointer to the position in the total trajectory where
        # the current chunk starts, so we know where in the Assignments
        # array to put each batch of data
        start_index = 0

        filename = project.traj_filename(i)
        chunkiter = Trajectory.enum_chunks_from_lhdf(filename,
                ChunkSize=chunk_size, AtomIndices=atom_indices_to_load)
        for tchunk in chunkiter:
            if tchunk['XYZList'].shape[1] != generators['XYZList'].shape[1]:
                msg = ("Number of atoms in generators does not match "
                       "traj we're trying to assign! Maybe check atom indices?")
                raise ValueError(msg)

            ptchunk = metric.prepare_trajectory(tchunk)

            this_length = len(ptchunk)

            distances = np.empty(this_length, dtype=np.float32)
            assignments = np.empty(this_length, dtype=np.int)

            for j in xrange(this_length):
                d = metric.one_to_all(ptchunk, pgens, j)
                ind = np.argmin(d)
                assignments[j] = ind
                distances[j] = d[ind]

            end_index = start_index+this_length
            fh_a.root.arr_0[i, start_index:end_index] = assignments
            fh_d.root.arr_0[i, start_index:end_index] = distances

            # i'm not sure exactly what the optimal flush frequency is
            fh_a.flush()
            fh_d.flush()
            start_index = end_index

        # we're going to keep duplicates of this record -- i.e. writing
        # it to both files

        # completed chunks are not checkpointed -- only completed trajectories
        # this means that if the process dies after completing 10/20 of the
        # chunks in trajectory i -- those chunks are going to have to be recomputed
        # (put trajectory i-1 is saved)

        # this could be changed, but the implementation is a little tricky -- you
        # have to watch out for the fact that the person might call this function
        # with chunk_size=N, let it run for a while, kill it, and then call it
        # again with chunk_size != N. Dealing with that appropriately is tricky
        # since the chunks wont line up in the two cases
        fh_a.root.completed_trajs[i] = True
        fh_d.root.completed_trajs[i] = True


    fh_a.close()
    fh_d.close()


[docs]def streaming_assign_with_checkpoint(metric, project, generators, assignments_path,
    distances_path, checkpoint=1,chunk_size=10000, atom_indices_to_load=None):
    warnings.warn(("assign_with_checkpoint now uses the steaming engine "
        "-- this function is deprecated"), DeprecationWarning)
    assign_with_checkpoint(metric, project, generators, assignments_path,
        distances_path, chunk_size, atom_indices_to_load)
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  Source code for msmbuilder.Trajectory

# This file is part of MSMBuilder.
#
# Copyright 2011 Stanford University
#
# MSMBuilder is free software; you can redistribute it and/or modify
# it under the terms of the GNU General Public License as published by
# the Free Software Foundation; either version 2 of the License, or
# (at your option) any later version.
#
# This program is distributed in the hope that it will be useful,
# but WITHOUT ANY WARRANTY; without even the implied warranty of
# MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
# GNU General Public License for more details.
#
# You should have received a copy of the GNU General Public License
# along with this program; if not, write to the Free Software
# Foundation, Inc., 59 Temple Place, Suite 330, Boston, MA  02111-1307  USA

"""Trajectory stores a sequence of conformations.
"""

import copy
import os
import tables
import numpy as np

from msmbuilder import PDB
from msmbuilder import io
from msmbuilder.Conformation import ConformationBaseClass, Conformation
from msmbuilder import xtc
from msmbuilder import dcd

import logging
logger = logging.getLogger(__name__)

MAXINT16 = np.iinfo(np.int16).max
MAXINT32 = np.iinfo(np.int32).max
DEFAULT_PRECISION = 1000


def _convert_to_lossy_integers(X, precision):
    """Implementation of the lossy compression used in Gromacs XTC using the pytables library.  Convert 32 bit floats into 16 bit integers.  These conversion functions have been optimized for memory use.  Further memory reduction would require an in-place astype() operation, which one could create using ctypes."""
    if np.max(X) * float(precision) < MAXINT16 and np.min(X) * float(precision) > -MAXINT16:
        X *= float(precision)
        Rounded = X.astype("int16")
        X /= float(precision)
    else:
        X *= float(precision)
        Rounded = X.astype("int32")
        X /= float(precision)
        logger.error("Data range too large for int16: try removing center of mass motion, check for 'blowing up, or just use .h5 or .xtc format.'")
    return(Rounded)


def _convert_from_lossy_integers(X, precision):
    """Implementation of the lossy compression used in Gromacs XTC using the pytables library.  Convert 16 bit integers into 32 bit floats."""
    X2 = X.astype("float32")
    X2 /= float(precision)
    return(X2)


[docs]class Trajectory(ConformationBaseClass):
    """This is the representation of a sequence of  conformations.

    Notes:
    Use classmethod load_from_pdb to create an instance of this class from a PDB filename.
    The Trajectory is a dictionary-like object.
    The dictionary key 'XYZList' contains a numpy array of XYZ coordinates, stored such that
    X[i,j,k] gives Frame i, Atom j, Coordinate k.
    """
    def __init__(self, S):
        """Create a Trajectory from a single conformation.

        Leaves the XYZList key as an empty list for easy appending.

        Parameters
        ----------
        S: Conformation
            The single conformation to build a trajectory from

        Notes
        -----
        You probably want to use something else to load trajectories

        See Also
        --------
        load_from_pdb
        load_from_hdf
        load_from_lhdf
        """

        ConformationBaseClass.__init__(self, S)
        self["XYZList"] = []
        if "XYZList" in S:
            self["XYZList"] = S["XYZList"].copy()

[docs]    def subsample(self, stride):
        """Keep only the frames at some interval

        Shorten trajectory by taking every `stride`th frame. Note that this is
        an inplace operation!

        Parameters
        ----------
        stride: int
            interval

        Notes
        -----
        Trajectory supports fancy indexing, so you can do this by yourself

        Example
        -------
        >> mytrajectory.subsample(10)

        >> mytrajectory[::10]

        These do the same thing except that one is inplace and one is not

        """
        if stride == 1:
            return
        self["XYZList"] = self["XYZList"][::stride].copy()


    def __getitem__(self, key):
        if isinstance(key, int) or isinstance(key, slice) or isinstance(key, np.ndarray):
            if isinstance(key, int):
                key = [key]
            newtraj = copy.copy(self)
            newtraj['XYZList'] = self['XYZList'][key]
            return newtraj
        return super(Trajectory, self).__getitem__(key)

    def __len__(self):
        return len(self['XYZList'])

    def __add__(self, other):
        # Check type of other
        if not isinstance(other, Trajectory):
            raise TypeError('You can only add two Trajectory instances')
        Sum = copy.deepcopy(self)
        # Simply copy the XYZList in here if the Trajectory is Empty.
        if self['XYZList'] is None and other['XYZList'] is None:
            pass
        elif self['XYZList'] is None:
            Sum['XYZList'] = copy.deepcopy(other['XYZList'])
        elif other['XYZList'] is None:
            Sum['XYZList'] = copy.deepcopy(self['XYZList'])
        else:
            if not self['XYZList'].shape[1] == other['XYZList'].shape[1]:
                raise TypeError('The two trajectories don\'t have the same number of atoms')
            Sum['XYZList'] = np.vstack((self['XYZList'], other['XYZList']))
        return Sum

    def __iadd__(self, other):
        # Check type of other
        if not isinstance(other, Trajectory):
            raise TypeError('You can only add two Trajectory instances')
        # Simply copy the XYZList in here if the Trajectory is Empty.
        if self['XYZList'] is None:
            self['XYZList'] = copy.deepcopy(other['XYZList'])
        else:
            # Check number of atoms.
            if not self['XYZList'].shape[1] == other['XYZList'].shape[1]:
                raise TypeError('The two trajectories don\'t have the same number of atoms')
            self['XYZList'] = np.vstack((self['XYZList'], other['XYZList']))
        return self

[docs]    def restrict_atom_indices(self, AtomIndices):
        ConformationBaseClass.restrict_atom_indices(self, AtomIndices)

        self['XYZList'] = copy.copy(self['XYZList'][:, AtomIndices])


[docs]    def save_to_lhdf(self, filename, precision=DEFAULT_PRECISION):
        """Save a Trajectory instance to a Lossy HDF File.

        First, remove the XYZList key because it should be written using the
        special CArray operation.  This file format is roughly equivalent to
        an XTC and should comparable file sizes but with better IO performance.

        Parameters
        ----------
        Filename: str
            location to save to
        Precision : float, optional
            Precision to save xyzlist
        """
        indexlist = self.pop('IndexList', None)

        xyzlist = self.pop('XYZList')
        rounded = _convert_to_lossy_integers(xyzlist, precision)
        self['XYZList'] = rounded
        io.saveh(filename, **self)

        self['XYZList'] = xyzlist
        self['IndexList'] = indexlist



    def save_to_hdf(self, filename):
        """Save a Trajectory instance to a HDF File.

        First, remove the XYZList key because it should be written using the
        special CArray operation.  This file format is roughly equivalent to
        an XTC and should comparable file sizes but with better IO performance.

        Parameters
        ----------
        Filename: str
            location to save to
        Precision : float, optional
            Precision to save xyzlist
        """
        indexlist = self.pop('IndexList', None)
        io.saveh(filename, **self)
        self['IndexList'] = indexlist


[docs]    def save_to_xtc(self, filename, precision=DEFAULT_PRECISION):
        """Dump the coordinates to XTC

        Parameters
        ----------
        Filename: str
            location to save to
        precision: float, optional
            I'm not really sure what this does (RTM 6/27).
        """

        if os.path.exists(filename):
            raise IOError("%s already exists" % filename)
        XTCFile=xtc.XTCWriter(filename)
        for i in range(len(self["XYZList"])):
            XTCFile.write(self["XYZList"][i], 1, i, np.eye(3, 3, dtype='float32'), precision)


[docs]    def save_to_pdb(self, Filename):
        """Dump the coordinates to PDB

        Parameters
        ----------
        Filename: str
            location to save to

        Notes
        -----
        Don't use this for a very big trajectory. PDB is plaintext and takes a lot
        of memory
        """

        for i in range(len(self["XYZList"])):
            PDB.WritePDBConformation(Filename, self["AtomID"], self["AtomNames"], self["ResidueNames"], self["ResidueID"], self["XYZList"][i], self["ChainID"])


[docs]    def save_to_xyz(self, Filename):
        """Dump the coordinates to XYZ format

        Parameters
        ----------
        Filename: str
            location to save to

        Notes
        -----
        TODO: What exactly is the XYZ format? (RTM 6/27)
        """

        Answer = []
        Title = 'From MSMBuilder save_to_xyz funktion'
        for i in range(len(self["XYZList"])):
            xyz = self["XYZList"][i]
            na = xyz.shape[0]
            Answer.append('%i' % na)
            Answer.append(Title)
            for j in range(xyz.shape[0]):
                Answer.append("%-5s% 12.6f% 12.6f% 12.6f" % (self["AtomNames"][j], xyz[j, 0], xyz[j, 1], xyz[j, 2]))
        for i in range(len(Answer)):
            Answer[i] += "\n"
        with open(Filename, 'w') as f:
            f.writelines(Answer)


[docs]    def save(self, Filename, precision=DEFAULT_PRECISION):
        """Dump the coordinates to disk in format auto-detected by filename

        Parameters
        ----------
        Filename: str
            location to save to

        Notes
        -----
        Formats supported are h5, xtc, pdb, lh5 and xyz
        """

        extension = os.path.splitext(Filename)[1]

        if extension == '.h5':
            self.save_to_hdf(Filename)
        elif extension == '.xtc':
            self.save_to_xtc(Filename)
        elif extension == '.pdb':
            self.save_to_pdb(Filename)
        elif extension == '.lh5':
            self.save_to_lhdf(Filename, precision=precision)
        elif extension == '.xyz':
            self.save_to_xyz(Filename)
        else:
            raise IOError("File: %s. I don't understand the extension '%s'" % (Filename, extension))


[docs]    def AppendPDB(self, Filename):
        """Add on to a pdb file

        Parameters
        ----------
        Filename: str
            location to save to

        """
        try:
            self["XYZList"] = self["XYZList"].tolist()
        except:
            pass
        C1 = Conformation.load_from_pdb(Filename)
        Temp = C1["XYZ"]
        if len(Temp) != len(self["XYZList"][0]):
            raise NameError("Tried to add wrong number of coordinates.")
        else:
            self["XYZList"].append(Temp)


    @classmethod
[docs]    def load_from_pdb(cls, Filename):
        """Create a Trajectory from a PDB Filename

        Parameters
        ----------
        Filename: str
            location to load from
        """
        return(Trajectory(PDB.LoadPDB(Filename, AllFrames=True)))


    @classmethod
[docs]    def load_from_xtc(cls, XTCFilenameList, PDBFilename=None, Conf=None, PreAllocate=True,
                    JustInspect=False, discard_overlapping_frames=True):
        """Create a Trajectory from a collection of XTC files

        Parameters
        ----------
        XTCFilenameList: list
            list of files to load from
        PDBFilename: str, optional
            XTC format doesnt have the connectivity information, which needs to be
            supplied. You can either supply it by giving a path to the PDB file (here)
            or by suppling a Conf or Traj object containing the right connectivity
            (next arg)
        Conf: Conformation, optional
            A conformation (actually passing another trajectory will work) that has
            the right atom labeling
        PreAlloc: bool, optional
            This doesnt do anything
        JustInspect: bool, optional
            Dont actually load, just return dimensions
        discard_overallping_frames: bool, optional
            Check for redundant frames and discard them. (RTM 6/27 should this be default True?)

        Returns
        -------
        Trajectory: Trajectory
            Trajectory loaded from disk. OR, if you supplied `just_inspect`=True,
            then just the shape
        """
        if PDBFilename != None:
            A = Trajectory.load_from_pdb(PDBFilename)
        elif Conf != None:
            A = Trajectory(Conf)
        else:
            raise Exception("ERROR: Need a conformation to construct a trajectory.")

        if not JustInspect:

            A["XYZList"] = []
            num_redundant = 0

            for i, c in enumerate(xtc.XTCReader(XTCFilenameList, skipcont=False)):
                # skipcont=False means the xtc reader does NOT skip the first frame of 
                # successive XTC files
                # check to see if we have redundant frames as we load them up
                add_frame = True
                if discard_overlapping_frames:
                    if i > 0:
                        if np.sum(np.abs(c.coords - A["XYZList"][-1])) < 1E-8:
                            num_redundant += 1
                            add_frame = False

                if add_frame:
                    A["XYZList"].append(np.array(c.coords).copy())

            A["XYZList"] = np.array(A["XYZList"])
            if num_redundant != 0:
                logger.warning("Found and discarded %d redundant snapshots in loaded traj", num_redundant)

            if A["XYZList"].shape[1] != A['AtomNames'].shape[0]:
                raise ValueError('The coordinate data contains %d atoms, but the topology contains %d atoms. Did you supply the wrong topology perhaps?' % (A["XYZList"].shape[1], A['AtomNames'].shape[0]))

        # in inspection mode
        else:
            i = 0
            for c in xtc.XTCReader(XTCFilenameList):
                if i == 0:
                    ConfShape = np.shape(c.coords)
                i += 1
            Shape = np.array((i, ConfShape[0], ConfShape[1]))
            return(Shape)

        return(A)


    @classmethod
[docs]    def load_from_dcd(cls, FilenameList, PDBFilename=None, Conf=None, 
        PreAllocate=True, JustInspect=False, discard_overlapping_frames=True):
        """Create a Trajectory from a Filename."""

        if PDBFilename != None:
            A = Trajectory.load_from_pdb(PDBFilename)
        elif Conf != None:
            A = Trajectory(Conf)
        else:
            raise Exception("ERROR: Need a conformation to construct a trajectory.")

        if not JustInspect:
            A["XYZList"] = []
            num_redundant = 0
            for i, coords in enumerate(dcd.DCDReader(FilenameList, skipcont=False)):
                # skipcont=False means the xtc reader does NOT skip the first frame of 
                # successive XTC files
                # check to see if we have redundant frames as we load them up
                add_frame = True
                if discard_overlapping_frames:
                    if i > 0:
                        if np.sum(np.abs(coords - A["XYZList"][-1])) < 1E-8:
                            num_redundant += 1
                            add_frame = False

                if add_frame:
                    A["XYZList"].append(np.array(coords).copy())

            A["XYZList"] = np.array(A["XYZList"])

            if A["XYZList"].shape[1] != A['AtomNames'].shape[0]:
                raise ValueError('The coordinate data contains %d atoms, but the topology contains %d atoms. Did you supply the wrong topology perhaps?' % (A["XYZList"].shape[1], A['AtomNames'].shape[0]))

        else:  # This is wasteful to read everything in just to get the length
            XYZ = []
            for c in dcd.DCDReader(FilenameList):
                XYZ.append(c.copy())
            XYZ = np.array(XYZ)
            return(XYZ.shape)

        return(A)


    @classmethod
[docs]    def load_from_trr(cls, TRRFilenameList, PDBFilename=None, Conf=None, PreAllocate=True, JustInspect=False):
        """Create a Trajectory with title Title from a Filename."""
        if PDBFilename != None:
            A = Trajectory.load_from_pdb(PDBFilename)
        elif Conf != None:
            A = Trajectory(Conf)
        else:
            raise Exception("ERROR: Need a conformation to construct a trajectory.")
        if not JustInspect:
            A["XYZList"] = []
            A["Velocities"] = []
            A["Forces"] = []
            for c in xtc.TRRReader(TRRFilenameList):
                A["XYZList"].append(np.array(c.coords).copy())
                A["Velocities"].append(np.array(c.velocities).copy())
                A["Forces"].append(np.array(c.forces).copy())
            A["XYZList"] = np.array(A["XYZList"])
            A["Velocities"] = np.array(A["Velocities"])
            A["Forces"] = np.array(A["Forces"])

            if A["XYZList"].shape[1] != A['AtomNames'].shape[0]:
                raise ValueError('The coordinate data contains %d atoms, but the topology contains %d atoms. Did you supply the wrong topology perhaps?' % (A["XYZList"].shape[1], A['AtomNames'].shape[0]))

        else:
            i = 0
            for c in xtc.TRRReader(TRRFilenameList):
                if i == 0:
                    ConfShape = np.shape(c.coords)
                i += 1
            Shape = np.array((i, ConfShape[0], ConfShape[1]))
            return(Shape)
        return(A)


    @classmethod
[docs]    def load_from_pdbList(cls, Filenames):
        """Create a Trajectory with title Title from a Filename."""
        A = Trajectory.load_from_pdb(Filenames[0])
        for f in Filenames[1:]:
            A.AppendPDB(f)
        A["XYZList"] = np.array(A["XYZList"])
        return(A)


    @classmethod
[docs]    def enum_chunks_from_hdf(cls, TrajFilename, Stride=None, AtomIndices=None, ChunkSize=50000):
        """
        Function to read trajectory files which have been saved as HDF.

        This function is an iterable, so should be used like:

        from msmbuilder import Trajectory
        for trajectory_chunk in Trajectory.enum_chunks_from_hdf(
            ... # Do something with each chunk. The chunk looks like a regular Trajectory instance

        Inputs:
        - TrajFilename: Filename to find the trajectory
        - Stride [None]: Integer number of frames to subsample the trajectory
        - AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)
        - ChunkSize [100000]: Integer number of frames to read in a chunk
            NOTE: ChunkSize will change in order to be a multiple of the input Stride
                This is necessary in order to make sure the Stride and chunks line up

        Outputs:
        - Nothing. This is an iterable function, so it yields Trajectory instances
        """
        RestrictAtoms = False
        if AtomIndices != None:
            RestrictAtoms = True
        if Stride != None:
            while ChunkSize % Stride != 0:  # Need to do this in order to make sure we stride correctly.
                                            # since we read in chunks, and then we need the strides
                                            # to line up
                ChunkSize -= 1

        A={}
        F=tables.File(TrajFilename,'r')
        # load all the data other than XYZList

        if RestrictAtoms:
            A['AtomID'] = np.array(F.root.AtomID[AtomIndices], dtype=np.int32)
            A['AtomNames'] = np.array(F.root.AtomNames[AtomIndices])
            A['ChainID'] = np.array(F.root.ChainID[AtomIndices])
            A['ResidueID'] = np.array(F.root.ResidueID[AtomIndices], dtype=np.int32)
            A['ResidueNames'] = np.array(F.root.ResidueNames[AtomIndices])

            # IndexList is a VLArray, so we need to read the whole list with node.read() (same as node[:]) and then loop through each
                # row (residue) and remove the atom indices that are not wanted
            #A['IndexList'] = [ [ i for i in row if (i in AtomIndices) ] for row in F.root.IndexList[:] ]

        else:
            A['AtomID'] = np.array( F.root.AtomID[:], dtype=np.int32 )
            A['AtomNames'] = np.array( F.root.AtomNames[:] )
            A['ChainID'] = np.array( F.root.ChainID[:])
            A['ResidueID'] = np.array( F.root.ResidueID[:], dtype=np.int32 )
            A['ResidueNames'] = np.array( F.root.ResidueNames[:] )

            #A['IndexList'] = F.root.IndexList[:]

        #A['SerializerFilename'] = os.path.abspath(TrajFilename)

        # Loaded everything except XYZList

        Shape = F.root.XYZList.shape
        begin_range_list = np.arange(0, Shape[0], ChunkSize)
        end_range_list = np.concatenate((begin_range_list[1:], [Shape[0]]))

        for r0, r1 in zip(begin_range_list, end_range_list):

            if RestrictAtoms:
                A['XYZList'] = np.array(F.root.XYZList[r0: r1: Stride, AtomIndices])
            else:
                A['XYZList'] = np.array(F.root.XYZList[r0: r1: Stride])

            yield cls(A)

        F.close()

        return


    @classmethod
[docs]    def enum_chunks_from_lhdf(cls, TrajFilename, precision=DEFAULT_PRECISION, Stride=None, AtomIndices=None, ChunkSize=50000):
        """
        Method to read trajectory files which have been saved as LHDF.
        Note that this method simply calls the enum_chunks_from_hdf method.

        This function is an iterable, so should be used like:

        from msmbuilder import Trajectory
        for trajectory_chunk in Trajectory.enum_chunks_from_lhdf(
            ... # Do something with each chunk. The chunk looks like a regular Trajectory instance

        Inputs:
        - TrajFilename: Filename to find the trajectory
        - precision [1000]: precision used when saving as lossy integers
        - Stride [None]: Integer number of frames to subsample the trajectory
        - AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)
        - ChunkSize [100000]: Integer number of frames to read in a chunk
            NOTE: ChunkSize will change in order to be a multiple of the input Stride
                This is necessary in order to make sure the Stride and chunks line up

        Outputs:
        - Nothing. This is an iterable function, so it yields Trajectory instances
        """
        for A in cls.enum_chunks_from_hdf(TrajFilename, Stride, AtomIndices, ChunkSize):
            A['XYZList'] = _convert_from_lossy_integers(A['XYZList'], precision)
            yield A

        return


    @classmethod
[docs]    def load_from_hdf(cls, TrajFilename, JustInspect=False, Stride=None, AtomIndices=None, ChunkSize=50000):
        """
        Method to load a trajectory which was saved as HDF

        Inputs:
        - TrajFilename: Filename to find the trajectory
        - JustInspect [False]: If True, then the method returns the shape of the
            XYZList stored on disk
        - Stride [None]: Integer number of frames to subsample the trajectory
        - AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)
        - ChunkSize [100000]: Integer number of frames to read in a chunk
            NOTE: ChunkSize will change in order to be a multiple of the input Stride
                This is necessary in order to make sure the Stride and chunks line up

        Outputs:
        - A: Trajectory instance read from disk
        """
        if not JustInspect:
            chunk_list = list(cls.enum_chunks_from_hdf(TrajFilename, Stride=Stride, AtomIndices=AtomIndices, ChunkSize=ChunkSize))
            A = chunk_list[0]
            A['XYZList'] = np.concatenate([t['XYZList'] for t in chunk_list])
            return A

        else:
            F1 = tables.File(TrajFilename)
            Shape = F1.root.XYZList.shape
            F1.close()
            return(Shape)


    @classmethod
[docs]    def load_from_lhdf(cls, TrajFilename, JustInspect=False, precision=DEFAULT_PRECISION, Stride=None, AtomIndices=None, ChunkSize=50000):
        """
        Method to load a trajectory which was saved as LHDF

        Inputs:
        - TrajFilename: Filename to find the trajectory
        - JustInspect [False]: If True, then the method returns the shape of the
            XYZList stored on disk
        - Stride [None]: Integer number of frames to subsample the trajectory
        - precision [1000]: precision used when saving as lossy integers
        - AtomIndices [None]: np.ndarray of atom indices to read in (0-indexed)
        - ChunkSize [100000]: Integer number of frames to read in a chunk
            NOTE: ChunkSize will change in order to be a multiple of the input Stride
                This is necessary in order to make sure the Stride and chunks line up

        Outputs:
        - A: Trajectory instance read from disk
        """
        if not JustInspect:
            A = cls.load_from_hdf(TrajFilename, Stride=Stride, AtomIndices=AtomIndices)
            A['XYZList'] = _convert_from_lossy_integers(A['XYZList'], precision)
            return A

        else:
            F1 = tables.File(TrajFilename)
            Shape = F1.root.XYZList.shape
            F1.close()
            return(Shape)


    @classmethod
[docs]    def read_xtc_frame(cls, TrajFilename, WhichFrame):
        """Read a single frame from XTC trajectory file without loading file into memory."""
        i = 0
        for c in xtc.XTCReader(TrajFilename):
            if i == WhichFrame:
                return(np.array(c.coords))
            i += 1
        raise Exception("Frame %d not found in file %s; last frame found was %d" % (WhichFrame, TrajFilename, i))


    @classmethod
[docs]    def read_dcd_frame(cls, TrajFilename, WhichFrame):
        """Read a single frame from DCD trajectory without loading file into memory."""
        reader = dcd.DCDReader(TrajFilename, firstframe=WhichFrame, lastframe=WhichFrame)
        xyz = None
        for c in reader:
            xyz = c.copy()
        if xyz == None:
            raise Exception("Frame %s not found in file %s." % (WhichFrame, TrajFilename))

        return xyz


    @classmethod
[docs]    def read_hdf_frame(cls, TrajFilename, WhichFrame):
        """Read a single frame from HDF5 trajectory file without loading file into memory."""
        F1 = tables.File(TrajFilename)
        XYZ = F1.root.XYZList[WhichFrame]
        F1.close()
        return(XYZ)


    @classmethod
[docs]    def read_lhdf_frame(cls, TrajFilename, WhichFrame, precision=DEFAULT_PRECISION):
        """Read a single frame from Lossy LHDF5 trajectory file without loading file into memory."""
        F1 = tables.File(TrajFilename)
        XYZ = F1.root.XYZList[WhichFrame]
        F1.close()
        XYZ = _convert_from_lossy_integers(XYZ, precision)
        return(XYZ)


    @classmethod
[docs]    def read_frame(cls, TrajFilename, WhichFrame, Conf=None):
        extension = os.path.splitext(TrajFilename)[1]

        if extension == '.xtc':
            return(Trajectory.read_xtc_frame(TrajFilename, WhichFrame))
        elif extension == '.h5':
            return(Trajectory.read_hdf_frame(TrajFilename, WhichFrame))
        elif extension == '.lh5':
            return(Trajectory.read_lhdf_frame(TrajFilename, WhichFrame))
        elif extension == '.dcd':
            return(Trajectory.read_dcd_frame(TrajFilename, WhichFrame))
        else:
            raise IOError("Incorrect file type--cannot get conformation %s" % TrajFilename)


    @classmethod
[docs]    def load_trajectory_file(cls, Filename, JustInspect=False, Conf=None,
                             Stride=1, AtomIndices=None):
        """Loads a trajectory into memory, automatically deciding which methods to call based on filetype.  For XTC files, this method uses a pre-registered Conformation filename as a pdb."""

        extension = os.path.splitext(Filename)[1]

        # check to see if we're supposed to load only a subset of the atoms
        if AtomIndices != None:
            if (extension == '.lh5') or (extension == '.h5'):
                pass # we deal with this below
            else:
                raise NotImplementedError('AtomIndices kwarg option only'
                                          'available for .lh5 & .h5 format')


        # if we're not going to load a subset of the atoms, then proceed
        if extension == '.h5':
            return Trajectory.load_from_hdf(Filename, JustInspect=JustInspect, Stride=Stride, AtomIndices=AtomIndices)

        elif extension == '.xtc':
            if Conf == None:
                raise Exception("Need to register a Conformation to use XTC Reader.")
            return Trajectory.load_from_xtc(Filename, Conf=Conf, JustInspect=JustInspect)[::Stride]

        elif extension == '.dcd':
            if Conf == None:
                raise Exception("Need to register a Conformation to use DCD Reader.")
            return Trajectory.load_from_dcd(Filename, Conf=Conf, JustInspect=JustInspect)[::Stride]

        elif extension == '.lh5':
            return Trajectory.load_from_lhdf(Filename, JustInspect=JustInspect, Stride=Stride, AtomIndices=AtomIndices)

        elif extension == '.pdb':
            return Trajectory.load_from_pdb(Filename)[::Stride]

        else:
            raise IOError("File: %s. I don't understand the extension '%s'" % (Filename, extension))


    @classmethod
[docs]    def append_frames_to_file(cls, filename, XYZList, precision=DEFAULT_PRECISION,
                           discard_overlapping_frames=False):
        """Append an array of XYZ data to an existing .h5 or .lh5 file.
        """

        extension = os.path.splitext(filename)[1]

        if extension in [".h5", ".lh5"]:
            File = tables.File(filename, "a")
        else:
            raise Exception("File must be .h5 or .lh5")

        if not File.root.XYZList.shape[1:] == XYZList.shape[1:]:
            raise Exception("Error: data cannot be appended to trajectory due to incorrect shape.")

        if extension == ".h5":
            z = XYZList
        elif extension == ".lh5":
            z = _convert_to_lossy_integers(XYZList, precision)

        # right now this only checks for the last written frame
        if discard_overlapping_frames:
            while (File.root.XYZList[-1, :, :] == z[0, :, :]).all():
                z = z[1:, :, :]

        File.root.XYZList.append(z)

        File.flush()
        File.close()


    @classmethod
    def _reduce_redundant_snapshots(cls, trajectory):
        """ Takes a trajectory object, and removes data from the 'XYZList' entry
            that are duplicated snapshots. Does this by checking if two contiguous
            snapshots are binary equivalent.
        """

        not_done = True
        i = 0  # index for the snapshot we're working on
        n = 0  # counts the number of corrections

        while not_done:

            # check to see if we are done
            if i == trajectory["XYZList"].shape[0] - 1:
                break

            if (trajectory["XYZList"][i, :, :] == trajectory["XYZList"][i + 1, :, :]).all():
                trajectory = trajectory[:i] + trajectory[i + 1:]
                n += 1
            else:
                i += 1

        if n != 0:
            logger.warning("Found and eliminated %d redundant snapshots in trajectory", n)

        return trajectory






          

      

      

    


    
        © Copyright 2012, MSMBuilder Team.
      Created using Sphinx 1.2.
    

  

_modules/msmbuilder/tpt.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          modules |


        		MSMBuilder 2.6.0 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for msmbuilder.tpt

# This file is part of MSMBuilder.
#
# Copyright 2011 Stanford University
#
# MSMBuilder is free software; you can redistribute it and/or modify
# it under the terms of the GNU General Public License as published by
# the Free Software Foundation; either version 2 of the License, or
# (at your option) any later version.
#
# This program is distributed in the hope that it will be useful,
# but WITHOUT ANY WARRANTY; without even the implied warranty of
# MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
# GNU General Public License for more details.
#
# You should have received a copy of the GNU General Public License
# along with this program; if not, write to the Free Software
# Foundation, Inc., 59 Temple Place, Suite 330, Boston, MA  02111-1307  USA

"""
Functions for performing Transition Path Theory calculations.

Written and maintained by TJ Lane <tjlane@stanford.edu>
Contributions from Kyle Beauchamp, Robert McGibbon, Vince Voelz

To Do:
-- Get stuff passing unit tests
"""

import numpy as np
import scipy.sparse

from msmbuilder import MSMLib
from msmbuilder import msm_analysis
from msmbuilder.utils import deprecated

import logging
logger = logging.getLogger(__name__)

# turn on debugging printout
# logger.setLogLevel(logging.DEBUG)

###############################################################################
# Typechecking/Utility Functions
#


def _ensure_iterable(arg):
    if not hasattr(arg, '__iter__'):
        arg = list([int(arg)])
        logger.debug("Passed object was not iterable,"
                     " converted it to: %s" % str(arg))
    assert hasattr(arg, '__iter__')
    return arg


def _check_sources_sinks(sources, sinks):
    sources = _ensure_iterable(sources)
    sinks = _ensure_iterable(sinks)
    if np.any(sources == sinks):
        raise ValueError("Sets `sources` and `sinks` must be disjoint "
                         "to find paths between them")
    return sources, sinks


###############################################################################
# Path Finding Functions
#

[docs]def find_top_paths(sources, sinks, tprob, num_paths=10, node_wipe=False, net_flux=None):
    r"""
    Calls the Dijkstra algorithm to find the top 'NumPaths'.

    Does this recursively by first finding the top flux path, then cutting that
    path and relaxing to find the second top path. Continues until NumPaths
    have been found.

    Parameters
    ----------
    sources : array_like, int
        The indices of the source states
    sinks : array_like, int
        Indices of sink states
    num_paths : int
        The number of paths to find

    Returns
    -------
    Paths : list of lists
        The nodes transversed in each path
    Bottlenecks : list of tuples
        The nodes between which exists the path bottleneck
    Fluxes : list of floats
        The flux through each path

    Optional Parameters
    -------------------
    node_wipe : bool
        If true, removes the bottleneck-generating node from the graph, instead
        of just the bottleneck (not recommended, a debugging functionality)
    net_flux : sparse matrix
        Matrix of the net flux from `sources` to `sinks`, see function `net_flux`.
        If not provided, is calculated from scratch. If provided, `tprob` is
        ignored.

    To Do
    -----
    -- Add periodic flow check
    """

    # first, do some checking on the input, esp. `sources` and `sinks`
    # we want to make sure all objects are iterable and the sets are disjoint
    sources, sinks = _check_sources_sinks(sources, sinks)
    msm_analysis.check_transition(tprob)

    # check to see if we get net_flux for free, otherwise calculate it
    if not net_flux:
        net_flux = calculate_net_fluxes(sources, sinks, tprob)

    # initialize objects
    paths = []
    fluxes = []
    bottlenecks = []

    if scipy.sparse.issparse(net_flux):
        net_flux = net_flux.tolil()

    # run the initial Dijkstra pass
    pi, b = Dijkstra(sources, sinks, net_flux)

    logger.info("Path Num | Path | Bottleneck | Flux")

    i = 1
    done = False
    while not done:

        # First find the highest flux pathway
        (path, (b1, b2), flux) = _backtrack(sinks, b, pi, net_flux)

        # Add each result to a Paths, Bottlenecks, Fluxes list
        if flux == 0:
            logger.info("Only %d possible pathways found. Stopping backtrack.", i)
            break
        paths.append(path)
        bottlenecks.append((b1, b2))
        fluxes.append(flux)
        logger.info("%s | %s | %s | %s ", i, path, (b1, b2), flux)

        # Cut the bottleneck, start relaxing from B side of the cut
        if node_wipe:
            net_flux[:, b2] = 0
            logger.info("Wiped node: %s", b2)
        else:
            net_flux[b1, b2] = 0

        G = scipy.sparse.find(net_flux)
        Q = [b2]
        b, pi, net_flux = _back_relax(b2, b, pi, net_flux)

        # Then relax the graph and repeat
        # But only if we still need to
        if i != num_paths - 1:
            while len(Q) > 0:
                w = Q.pop()
                for v in G[1][np.where(G[0] == w)]:
                    if pi[v] == w:
                        b, pi, net_flux = _back_relax(v, b, pi, net_flux)
                        Q.append(v)
                Q = sorted(Q, key=lambda v: b[v])

        i += 1
        if i == num_paths + 1:
            done = True
        if flux == 0:
            logger.info("Only %d possible pathways found. Stopping backtrack.", i)
            done = True

    return paths, bottlenecks, fluxes



[docs]def Dijkstra(sources, sinks, net_flux):
    r""" A modified Dijkstra algorithm that dynamically computes the cost
    of all paths from A to B, weighted by NFlux.

    Parameters
    ----------
    sources : array_like, int
        The indices of the source states (i.e. for state A in rxn A -> B)
    sinks : array_like, int
        Indices of sink states (state B)
    NFlux : sparse matrix
        Matrix of the net flux from A to B, see function GetFlux

    Returns
    -------
    pi : array_like
        The paths from A->B, pi[i] = node preceeding i
    b : array_like
        The flux passing through each node

    See Also
    --------
    DijkstraTopPaths : child function
        `DijkstraTopPaths` is probably the function you want to call to find
         paths through an MSM network. This is a utility function called by
         `DijkstraTopPaths`, but may be useful in some specific cases
    """

    sources, sinks = _check_sources_sinks(sources, sinks)

    # initialize data structures
    if scipy.sparse.issparse(net_flux):
        net_flux = net_flux.tolil()
    else:
        net_flux = scipy.sparse.lil_matrix(net_flux)

    G = scipy.sparse.find(net_flux)
    N = net_flux.shape[0]
    b = np.zeros(N)
    b[sources] = 1000
    pi = np.zeros(N, dtype=int)
    pi[sources] = -1
    U = []

    Q = sorted(range(N), key=lambda v: b[v])
    for v in sinks:
        Q.remove(v)

    # run the Dijkstra algorithm
    while len(Q) > 0:
        w = Q.pop()
        U.append(w)

        # relax
        for v in G[1][np.where(G[0] == w)]:
            if b[v] < min(b[w], net_flux[w, v]):
                b[v] = min(b[w], net_flux[w, v])
                pi[v] = w

        Q = sorted(Q, key=lambda v: b[v])

    logger.info("Searched %s nodes", len(U) + len(sinks))

    return pi, b



def _back_relax(s, b, pi, NFlux):
    r"""
    Updates a Djikstra calculation once a bottleneck is cut, quickly
    recalculating only cost of nodes that change due to the cut.

    Cuts & relaxes the B-side (sink side) of a cut edge (b2) to source from the
    adjacent node with the most flux flowing to it. If there are no
    adjacent source nodes, cuts the node out of the graph and relaxes the
    nodes that were getting fed by b2 (the cut node).

    Parameters
    ----------
    s : int
        the node b2
    b : array_like
        the cost function
    pi : array_like
        the backtrack array, a list such that pi[i] = source node of node i
    NFlux : sparse matrix
        Net flux matrix

    Returns
    -------
    b : array_like
        updated cost function
    pi : array_like
        updated backtrack array
    NFlux : sparse matrix
        net flux matrix

    See Also
    --------
    DijkstraTopPaths : child function
        `DijkstraTopPaths` is probably the function you want to call to find
         paths through an MSM network. This is a utility function called by
         `DijkstraTopPaths`, but may be useful in some specific cases
    """

    G = scipy.sparse.find(NFlux)
    if len(G[0][np.where(G[1] == s)]) > 0:

        # For all nodes connected upstream to the node `s` in question,
        # Re-source that node from the best option (lowest cost) one level lower
        # Notation: j is node one level below, s is the one being considered

        b[s] = 0                                 # set the cost to zero
        for j in G[0][np.where(G[1] == s)]:    # for each upstream node
            if b[s] < min(b[j], NFlux[j, s]):   # if that node has a lower cost
                b[s] = min(b[j], NFlux[j, s])   # then set the cost to that node
                pi[s] = j                        # and the source comes from there

    # if there are no nodes connected to this one, then we need to go one
    # level up and work there first
    else:
        for sprime in G[1][np.where(G[0] == s)]:
            NFlux[s, sprime] = 0
            b, pi, NFlux = _back_relax(sprime, b, pi, NFlux)

    return b, pi, NFlux


def _backtrack(B, b, pi, NFlux):
    """
    Works backwards to pull out a path from pi, where pi is a list such that
    pi[i] = source node of node i. Begins at the largest staring incoming flux
    point in B.

    Parameters
    ----------
    B : array_like, int
        Indices of sink states (state B)
    b : array_like
        the cost function
    pi : array_like
        the backtrack array, a list such that pi[i] = source node of node i
    NFlux : sparse matrix
        net flux matrix

    Returns
    -------
    bestpath : list
        the list of nodes forming the highest flux path
    bottleneck : tuple
        a tupe of nodes, between which is the bottleneck
    bestflux : float
        the flux through `bestpath`

    See Also
    --------
    DijkstraTopPaths : child function
        `DijkstraTopPaths` is probably the function you want to call to find
        paths through an MSM network. This is a utility function called by
        `DijkstraTopPaths`, but may be useful in some specific cases
    """

    # Select starting location
    bestflux = 0
    for Bnode in B:
        path = [Bnode]
        NotDone = True
        while NotDone:
            if pi[path[-1]] == -1:
                break
            else:
                path.append(pi[path[-1]])
        path.reverse()

        bottleneck, flux = find_path_bottleneck(path, NFlux)

        logger.debug('In Backtrack: Flux %s, bestflux %s', flux, bestflux)

        if flux > bestflux:
            bestpath = path
            bestbottleneck = bottleneck
            bestflux = flux

    if flux == 0:
        bestpath = []
        bottleneck = (np.nan, np.nan)
        bestflux = 0

    return (bestpath, bestbottleneck, bestflux)


[docs]def find_path_bottleneck(path, net_flux):
    """
    Simply finds the bottleneck along a path.

    This is the point at which the cost function first goes up along the path,
    backtracking from B to A.

    Parameters
    ----------
    path : list
        a list of nodes along the path of interest
    net_flux : matrix
        the net flux matrix

    Returns
    -------
    bottleneck : tuple
        a tuple of the nodes on either end of the bottleneck
    flux : float
        the flux at the bottleneck

    See Also
    --------
    find_top_paths : child function
        `find_top_paths` is probably the function you want to call to find
         paths through an MSM network. This is a utility function called by
         `find_top_paths`, but may be useful in some specific cases
    """

    if scipy.sparse.issparse(net_flux):
        net_flux = net_flux.tolil()

    flux = 100000.  # initialize as large value

    for i in range(len(path) - 1):
        if net_flux[path[i], path[i + 1]] < flux:
            flux = net_flux[path[i], path[i + 1]]
            b1 = path[i]
            b2 = path[i + 1]

    return (b1, b2), flux



[docs]def calculate_fluxes(sources, sinks, tprob, populations=None, committors=None):
    """
    Compute the transition path theory flux matrix.

    Parameters
    ----------
    sources : array_like, int
        The set of unfolded/reactant states.
    sinks : array_like, int
        The set of folded/product states.
    tprob : mm_matrix
        The transition matrix.

    Returns
    ------
    fluxes : mm_matrix
        The flux matrix

    Optional Parameters
    -------------------
    populations : nd_array, float
        The equilibrium populations, if not provided is re-calculated
    committors : nd_array, float
        The committors associated with `sources`, `sinks`, and `tprob`.
        If not provided, is calculated from scratch. If provided, `sources`
        and `sinks` are ignored.
    """

    sources, sinks = _check_sources_sinks(sources, sinks)
    msm_analysis.check_transition(tprob)

    if scipy.sparse.issparse(tprob):
        dense = False
    else:
        dense = True

    # check if we got the populations
    if populations is None:
        eigens = msm_analysis.get_eigenvectors(tprob, 1)
        if np.count_nonzero(np.imag(eigens[1][:, 0])) != 0:
            raise ValueError('First eigenvector has imaginary components')
        populations = np.real(eigens[1][:, 0])

    # check if we got the committors
    if committors is None:
        committors = calculate_committors(sources, sinks, tprob)

    # perform the flux computation
    Indx, Indy = tprob.nonzero()

    n = tprob.shape[0]

    if dense:
        X = np.zeros((n, n))
        Y = np.zeros((n, n))
        X[(np.arange(n), np.arange(n))] = populations * (1.0 - committors)
        Y[(np.arange(n), np.arange(n))] = committors
    else:
        X = scipy.sparse.lil_matrix((n, n))
        Y = scipy.sparse.lil_matrix((n, n))
        X.setdiag(populations * (1.0 - committors))
        Y.setdiag(committors)

    if dense:
        fluxes = np.dot(np.dot(X, tprob), Y)
        fluxes[(np.arange(n), np.arange(n))] = np.zeros(n)
    else:
        fluxes = (X.tocsr().dot(tprob.tocsr())).dot(Y.tocsr())
        # This should be the same as below, but it's a bit messy...
        #fluxes = np.dot(np.dot(X.tocsr(), tprob.tocsr()), Y.tocsr())
        fluxes = fluxes.tolil()
        fluxes.setdiag(np.zeros(n))

    return fluxes



[docs]def calculate_net_fluxes(sources, sinks, tprob, populations=None, committors=None):
    """
    Computes the transition path theory net flux matrix.

    Parameters
    ----------
    sources : array_like, int
        The set of unfolded/reactant states.
    sinks : array_like, int
        The set of folded/product states.
    tprob : mm_matrix
        The transition matrix.

    Returns
    ------
    net_fluxes : mm_matrix
        The net flux matrix

    Optional Parameters
    -------------------
    populations : nd_array, float
        The equilibrium populations, if not provided is re-calculated
    committors : nd_array, float
        The committors associated with `sources`, `sinks`, and `tprob`.
        If not provided, is calculated from scratch. If provided, `sources`
        and `sinks` are ignored.
    """

    sources, sinks = _check_sources_sinks(sources, sinks)
    msm_analysis.check_transition(tprob)

    if scipy.sparse.issparse(tprob):
        dense = False
    else:
        dense = True

    n = tprob.shape[0]

    flux = calculate_fluxes(sources, sinks, tprob, populations, committors)
    ind = flux.nonzero()

    if dense:
        net_flux = np.zeros((n, n))
    else:
        net_flux = scipy.sparse.lil_matrix((n, n))

    for k in range(len(ind[0])):
        i, j = ind[0][k], ind[1][k]
        forward = flux[i, j]
        reverse = flux[j, i]
        net_flux[i, j] = max(0, forward - reverse)

    return net_flux


###############################################################################
# MFPT & Committor Finding Functions
#


[docs]def calculate_ensemble_mfpt(sources, sinks, tprob, lag_time):
    """
    Calculates the average 'Folding Time' of an MSM defined by T and a LagTime.
    The Folding Time is the average of the MFPTs (to F) of all the states in U.

    Note here 'Folding Time' is defined as the avg MFPT of {U}, to {F}.
    Consider this carefully. This is probably NOT the experimental folding time!

    Parameters
    ----------
    sources : array, int
        indices of the source states
    sinks : array, int
        indices of the sink states
    tprob : matrix
        transition probability matrix
    lag_time : float
        the lag time used to create T (dictates units of the answer)

    Returns
    -------
    avg : float
        the average of the MFPTs
    std : float
        the standard deviation of the MFPTs
    """

    sources, sinks = _check_sources_sinks(sources, sinks)
    msm_analysis.check_transition(tprob)

    X = calculate_mfpt(sinks, tprob, lag_time)
    times = np.zeros(len(sources))
    for i in range(len(sources)):
        times[i] = X[sources[i]]

    return np.average(times), np.std(times)



[docs]def calculate_avg_TP_time(sources, sinks, tprob, lag_time):
    """
    Calculates the Average Transition Path Time for MSM with: T, LagTime.
    The TPTime is the average of the MFPTs (to F) of all the states
    immediately adjacent to U, with the U states effectively deleted.

    Note here 'TP Time' is defined as the avg MFPT of all adjacent states to {U},
    to {F}, ignoring {U}.

    Consider this carefully.

    Parameters
    ----------
    sources : array, int
        indices of the unfolded states
    sinks : array, int
        indices of the folded states
    tprob : matrix
        transition probability matrix
    lag_time : float
        the lag time used to create T (dictates units of the answer)

    Returns
    -------
    avg : float
        the average of the MFPTs
    std : float
        the standard deviation of the MFPTs
    """

    sources, sinks = _check_sources_sinks(sources, sinks)
    msm_analysis.check_transition(tprob)

    n = tprob.shape[0]
    if scipy.sparse.issparse(tprob):
        T = tprob.tolil()
        P = scipy.sparse.lil_matrix((n, n))
    else:
        P = np.zeros((n, n))

    for u in sources:
        for i in range(n):
            if i not in sources:
                P[u, i] = T[u, i]

    for u in sources:
        T[u, :] = np.zeros(n)
        T[:, u] = 0

    for i in sources:
        N = T[i, :].sum()
        T[i, :] = T[i, :] / N

    X = calculate_mfpt(sinks, tprob, lag_time)
    TP = P * X.T
    TPtimes = []

    for time in TP:
        if time != 0:
            TPtimes.append(time)

    return np.average(TPtimes), np.std(TPtimes)



[docs]def calculate_mfpt(sinks, tprob, lag_time=1.):
    """
    Gets the Mean First Passage Time (MFPT) for all states to a *set*
    of sinks.

    Parameters
    ----------
    sinks : array, int
        indices of the sink states
    tprob : matrix
        transition probability matrix
    LagTime : float
        the lag time used to create T (dictates units of the answer)

    Returns
    -------
    MFPT : array, float
        MFPT in time units of LagTime, for each state (in order of state index)

    See Also
    --------
    calculate_all_to_all_mfpt : function
        A more efficient way to calculate all the MFPTs in a network
    """

    sinks = _ensure_iterable(sinks)
    msm_analysis.check_transition(tprob)

    n = tprob.shape[0]

    if scipy.sparse.isspmatrix(tprob):
        tprob = tprob.tolil()

    for state in sinks:
        tprob[state, :] = 0.0
        tprob[state, state] = 2.0

    if scipy.sparse.isspmatrix(tprob):
        tprob = tprob - scipy.sparse.eye(n, n)
        tprob = tprob.tocsr()
    else:
        tprob = tprob - np.eye(n)

    RHS = -1 * np.ones(n)
    for state in sinks:
        RHS[state] = 0.0

    if scipy.sparse.isspmatrix(tprob):
        MFPT = lag_time * scipy.sparse.linalg.spsolve(tprob, RHS)
    else:
        MFPT = lag_time * np.linalg.solve(tprob, RHS)

    return MFPT



[docs]def calculate_all_to_all_mfpt(tprob, populations=None):
    """
    Calculate the all-states by all-state matrix of mean first passage
    times.

    This uses the fundamental matrix formalism, and should be much faster
    than GetMFPT for calculating many MFPTs.

    Parameters
    ----------
    tprob : matrix
        transition probability matrix
    populations : array_like, float
        optional argument, the populations of each state. If  not supplied,
        it will be computed from scratch

    Returns
    -------
    MFPT : array, float
        MFPT in time units of LagTime, square array for MFPT from i -> j

    See Also
    --------
    GetMFPT : function
        for calculating a subset of the MFPTs, with functionality for including
        a set of sinks
    """

    msm_analysis.check_transition(tprob)

    if scipy.sparse.issparse(tprob):
        tprob = tprob.toarray()
        logger.warning('calculate_all_to_all_mfpt does not support sparse linear algebra')

    if populations is None:
        eigens = msm_analysis.get_eigenvectors(tprob, 1)
        if np.count_nonzero(np.imag(eigens[1][:, 0])) != 0:
            raise ValueError('First eigenvector has imaginary parts')
        populations = np.real(eigens[1][:, 0])

    # ensure that tprob is a transition matrix
    msm_analysis.check_transition(tprob)
    num_states = len(populations)
    if tprob.shape[0] != num_states:
        raise ValueError("Shape of tprob and populations vector don't match")

    eye = np.transpose(np.matrix(np.ones(num_states)))
    limiting_matrix = eye * populations
    #z = scipy.linalg.inv(scipy.sparse.eye(num_states, num_states) - (tprob - limiting_matrix))
    z = scipy.linalg.inv(np.eye(num_states) - (tprob - limiting_matrix))

    # mfpt[i,j] = z[j,j] - z[i,j] / pi[j]
    mfpt = -z
    for j in range(num_states):
        mfpt[:, j] += z[j, j]
        mfpt[:, j] /= populations[j]

    return mfpt



[docs]def calculate_committors(sources, sinks, tprob):
    """
    Get the forward committors of the reaction sources -> sinks.

    Parameters
    ----------
    sources : array_like, int
        The set of unfolded/reactant states.
    sinks : array_like, int
        The set of folded/product states.
    tprob : mm_matrix
        The transition matrix.

    Returns
    -------
    Q : array_like
        The forward committors for the reaction U -> F.
    """

    sources, sinks = _check_sources_sinks(sources, sinks)
    msm_analysis.check_transition(tprob)

    if scipy.sparse.issparse(tprob):
        dense = False
        tprob = tprob.tolil()
    else:
        dense = True

    # construct the committor problem
    n = tprob.shape[0]

    if dense:
        T = np.eye(n) - tprob
    else:
        T = scipy.sparse.eye(n, n, 0, format='lil') - tprob
        T = T.tolil()

    for a in sources:
        T[a, :] = 0.0  # np.zeros(n)
        T[:, a] = 0.0
        T[a, a] = 1.0

    for b in sinks:
        T[b, :] = 0.0  # np.zeros(n)
        T[:, b] = 0.0
        T[b, b] = 1.0

    IdB = np.zeros(n)
    IdB[sinks] = 1.0

    if dense:
        RHS = np.dot(tprob, IdB)
    else:
        RHS = tprob.dot(IdB)
        # This should be the same as below
        #RHS = tprob * IdB

    RHS[sources] = 0.0
    RHS[sinks] = 1.0

    # solve for the committors
    if dense == False:
        Q = scipy.sparse.linalg.spsolve(T.tocsr(), RHS)
    else:
        Q = np.linalg.solve(T, RHS)

    epsilon = 0.001
    assert np.all(Q <= 1.0 + epsilon)
    assert np.all(Q >= 0.0 - epsilon)

    return Q


######################################################################
# Functions for computing hub scores, conditional committors, and
# related quantities
#



[docs]def calculate_fraction_visits(tprob, waypoint, source, sink, return_cond_Q=False):
    """
    Calculate the fraction of times a walker on `tprob` going from `sources`
    to `sinks` will travel through the set of states `waypoints` en route.

    Computes the conditional committors q^{ABC^+} and uses them to find the
    fraction of paths mentioned above. The conditional committors can be

    Note that in the notation of Dickson et. al. this computes h_c(A,B), with
        sources   = A
        sinks     = B
        waypoint  = C

    Parameters
    ----------
    tprob : matrix
        The transition probability matrix
    waypoint : int
        The index of the intermediate state
    sources : nd_array, int or int
        The indices of the source state(s)
    sinks : nd_array, int or int
        The indices of the sink state(s)
    return_cond_Q : bool
        Whether or not to return the conditional committors

    Returns
    -------
    fraction_paths : float
        The fraction of times a walker going from `sources` -> `sinks` stops
        by `waypoints` on its way.
    cond_Q : nd_array, float (optional)
        Optionally returned (`return_cond_Q`)

    See Also
    --------
    calculate_hub_score : function
        Compute the 'hub score', the weighted fraction of visits for an
        entire network.
    calculate_all_hub_scores : function
        Wrapper to compute all the hub scores in a network.

    Notes
    -----
    Employs dense linear algebra,
      memory use scales as N^2
      cycle use scales as N^3

    References
    ----------
    ..[1] Dickson & Brooks (2012), J. Chem. Theory Comput.,
          Article ASAP DOI: 10.1021/ct300537s
    """

    # do some typechecking - we need to be sure that the lumped sources are in
    # the second to last row, and the lumped sinks are in the last row
    # check `tprob`
    msm_analysis.check_transition(tprob)
    if type(tprob) != np.ndarray:
        try:
            tprob = tprob.todense()
        except AttributeError as e:
            raise TypeError('Argument `tprob` must be convertable to a dense'
                            'numpy array. \n%s' % e)

    # typecheck
    for data in [source, sink, waypoint]:
        if type(data) == int:
            pass
        elif hasattr(data, 'len'):
            if len(data) == 1:
                data = data[0]
        else:
            raise TypeError('Arguments source/sink/waypoint must be an int')

    if (source == waypoint) or (sink == waypoint) or (sink == source):
        raise ValueError('source, sink, waypoint must all be disjoint!')

    N = tprob.shape[0]
    Q = calculate_committors([source], [sink], tprob)

    # permute the transition matrix into cannonical form - send waypoint the the
    # last row, and source + sink to the end after that
    Bsink_indices = [source, sink, waypoint]
    perm = np.arange(N)
    perm = np.delete(perm, Bsink_indices)
    perm = np.append(perm, Bsink_indices)
    T = MSMLib.permute_mat(tprob, perm)

    # extract P, R
    n = N - len(Bsink_indices)
    P = T[:n, :n]
    R = T[:n, n:]

    # calculate the conditional committors ( B = N*R ), B[i,j] is the prob
    # state i ends in j, where j runs over the source + sink + waypoint
    # (waypoint is position -1)
    B = np.dot(np.linalg.inv(np.eye(n) - P), R)
    # Not sure if this is sparse or not...

    # add probs for the sinks, waypoint / b[i] is P( i --> {C & not A, B} )
    b = np.append(B[:, -1].flatten(), [0.0] * (len(Bsink_indices) - 1) + [1.0])
    cond_Q = b * Q[waypoint]

    epsilon = 1e-6  # some numerical give, hard-coded
    assert cond_Q.shape == (N,)
    assert np.all(cond_Q <= 1.0 + epsilon)
    assert np.all(cond_Q >= 0.0 - epsilon)
    assert np.all(cond_Q <= Q[perm] + epsilon)

    # finally, calculate the fraction of paths h_C(A,B) (eq. 7 in [1])
    fraction_paths = np.sum(T[-3, :] * cond_Q) / np.sum(T[-3, :] * Q[perm])

    assert fraction_paths <= 1.0
    assert fraction_paths >= 0.0

    if return_cond_Q:
        cond_Q = cond_Q[np.argsort(perm)]  # put back in orig. order
        return fraction_paths, cond_Q
    else:
        return fraction_paths



[docs]def calculate_hub_score(tprob, waypoint):
    """
    Calculate the hub score for the states `waypoint`.

    The "hub score" is a measure of how well traveled a certain state or
    set of states is in a network. Specifically, it is the fraction of
    times that a walker visits a state en route from some state A to another
    state B, averaged over all combinations of A and B.


    Parameters
    ----------
    tprob : matrix
        The transition probability matrix
    waypoints : int
        The indices of the intermediate state(s)

    Returns
    -------
    Hc : float
        The hub score for the state composed of `waypoints`

    See Also
    --------
    calculate_fraction_visits : function
        Calculate the fraction of times a state is visited on pathways going
        from a set of "sources" to a set of "sinks".
    calculate_all_hub_scores : function
        A more efficient way to compute the hub score for every state in a
        network.

    Notes
    -----
    Employs dense linear algebra,
      memory use scales as N^2
      cycle use scales as N^5

    References
    ----------
    ..[1] Dickson & Brooks (2012), J. Chem. Theory Comput.,
        Article ASAP DOI: 10.1021/ct300537s
    """

    msm_analysis.check_transition(tprob)

    # typecheck
    if type(waypoint) != int:
        if hasattr(waypoint, '__len__'):
            if len(waypoint) == 1:
                waypoint = waypoint[0]
            else:
                raise ValueError('Must pass waypoints as int or list/array of ints')
        else:
            raise ValueError('Must pass waypoints as int or list/array of ints')

    # find out which states to include in A, B (i.e. everything but C)
    N = tprob.shape[0]
    states_to_include = range(N)
    states_to_include.remove(waypoint)

    # calculate the hub score
    Hc = 0.0
    for s1 in states_to_include:
        for s2 in states_to_include:
            if (s1 != s2) and (s1 != waypoint) and (s2 != waypoint):
                Hc += calculate_fraction_visits(tprob, waypoint,
                                                s1, s2, return_cond_Q=False)

    Hc /= ((N - 1) * (N - 2))

    return Hc



[docs]def calculate_all_hub_scores(tprob):
    """
    Calculate the hub scores for all states in a network defined by `tprob`.

    The "hub score" is a measure of how well traveled a certain state or
    set of states is in a network. Specifically, it is the fraction of
    times that a walker visits a state en route from some state A to another
    state B, averaged over all combinations of A and B.

    Parameters
    ----------
    tprob : matrix
        The transition probability matrix

    Returns
    -------
    Hc_array : nd_array, float
        The hub score for each state in `tprob`

    See Also
    --------
    calculate_fraction_visits : function
        Calculate the fraction of times a state is visited on pathways going
        from a set of "sources" to a set of "sinks".
    calculate_hub_score : function
        A function that computes just one hub score, can compute the hub score
        for a set of states.

    Notes
    -----
    Employs dense linear algebra,
      memory use scales as N^2
      cycle use scales as N^6

    References
    ----------
    ..[1] Dickson & Brooks (2012), J. Chem. Theory Comput.,
        Article ASAP DOI: 10.1021/ct300537s
    """

    N = tprob.shape[0]
    states = range(N)

    # calculate the hub score
    Hc_array = np.zeros(N)

    # loop over each state and compute it's hub score
    for i, waypoint in enumerate(states):

        Hc = 0.0

        # now loop over all combinations of sources/sinks and average
        for s1 in states:
            if waypoint != s1:
                for s2 in states:
                    if s1 != s2:
                        if waypoint != s2:
                            Hc += calculate_fraction_visits(tprob, waypoint, s1, s2)

        # store the hub score in an array
        Hc_array[i] = Hc / ((N - 1) * (N - 2))

    return Hc_array


######################################################################
#  ALIASES FOR DEPRECATED FUNCTION NAMES
#  THESE FUNCTIONS WERE ADDED FOR VERSION 2.6 AND
#  CAN BE REMOVED IN VERSION 2.7
######################################################################


@deprecated(calculate_committors, '2.7')
def GetBCommittorsEqn(U, F, T0, EquilibriumPopulations):
    pass


@deprecated(calculate_committors, '2.7')
def GetFCommittorsEqn(A, B, T0, dense=False):
    pass


# TJL: We don't need a "get backwards committors", since they are just
# 1 minus the forward committors
@deprecated(calculate_committors, '2.7')
def GetBCommittors(U, F, T0, EquilibriumPopulations, X0=None, Dense=False):
    pass


@deprecated(calculate_mfpt, '2.7')
def MFPT():
    pass


@deprecated(calculate_committors, '2.7')
def GetFCommittors():
    pass


@deprecated(calculate_fluxes, '2.7')
def GetFlux():
    print "WARNING: The call signature for the new function has changed."
    pass


@deprecated(calculate_net_fluxes, '2.7')
def GetNetFlux():
    print "WARNING: The call signature for the new function has changed."
    pass


@deprecated(calculate_avg_TP_time, '2.7')
def CalcAvgTPTime():
    pass


@deprecated(calculate_ensemble_mfpt, '2.7')
def CalcAvgFoldingTime():
    pass
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  Source code for msmbuilder.arglib

import sys, os
import argparse
from msmbuilder.License import LicenseString
from msmbuilder.Citation import CiteString
from msmbuilder.metrics import parsers as metric_parsers
from pprint import pprint
import warnings
import logging
logger = logging.getLogger(__name__)

def _iter_both_cases(string):
    """Iterate over the chars in a strings in both cases

    >>> [e for e in _iter_both_cases("string")]
    ['s', 'S', 't', 'T', 'r', 'R', 'i', 'I', 'n', 'N', 'g', 'G']
    """
    for c in string:
        yield c
        yield c.swapcase()


[docs]def die_if_path_exists(path):
    if isinstance(path, list):
        map(die_if_path_exists, path)
        return None

    directory = os.path.split(path)[0]
    if len(directory) > 0 and not os.path.exists(directory):
        logger.info('Creating directory %s', directory)
        os.makedirs(directory)
    if os.path.exists(path):
        name = os.path.split(sys.argv[0])[1]
        logger.error('%s: Error: %s already exists!. Exiting.', name, path)
        sys.exit(1)

    return None



[docs]def ensure_path_exists(path):
    name = os.path.split(sys.argv[0])[1]
    if not os.path.exists(path):
        logger.error("%s: Error: Can't find %s", name, path)
        sys.exit(1)


RESERVED = {'assignments': ('-a', 'Path to assignments file.', 'Data/Assignments.h5', str),
            'project': ('-p', 'Path to ProjectInfo file.', 'ProjectInfo.yaml', str),
            'tProb': ('-t', 'Path to transition matrix.', 'Data/tProb.mtx', str),
            'output_dir': ('-o', 'Location to save results.', 'Data/', str),
            'pdb': ('-s', 'Path to PDB structure file.', None, str)}


[docs]def add_argument(group, dest, help=None, type=None, choices=None, nargs=None, default=None, action=None):
    """
    Wrapper around arglib.ArgumentParser.add_argument. Gives you a short name
    directly from your longname
    """
    if dest in RESERVED:
        short = RESERVED[dest][0]
        if help is None:
            help = RESERVED[dest][1]
        if default is None:
            default = RESERVED[dest][2]
        if type is None:
            type = RESERVED[dest][3]

    kwargs = {}
    if action == 'store_true' or action == 'store_false':
        type = None
    if type != None:
        kwargs['type'] = type
    if action is not None:
        kwargs['action'] = action
    if nargs is not None:
        kwargs['nargs'] = nargs
    if choices is not None:
        kwargs['choices'] = choices
        if type != None:
            kwargs['choices'] = [type(c) for c in choices]

    long = '--{name}'.format(name=dest)
    found_short = False

    for char in _iter_both_cases(dest):
        if not dest in RESERVED:
            short = '-%s' % char

        args = (short, long)

        if default is None:
            kwargs['required'] = True
            kwargs['help'] = help
        else:
            if help is None:
                helptext = 'Default: {default}'.format(default=default)
            else:
                if help[-1] != '.':
                    help += '.'
                helptext = '{help} Default: {default}'.format(help=help, default=default)
            kwargs['help'] = helptext
            kwargs['default'] = default
        try:
            group.add_argument(*args, **kwargs)
            found_short = True
            break
        except argparse.ArgumentError:
            pass
    if not found_short:
        raise ValueError('Could not find short name')

    return dest, type



[docs]class ArgumentParser(object):
    "MSMBuilder specific wrapper around argparse.ArgumentParser"

    def __init__(self, *args, **kwargs):
        """Create an ArgumentParser

        Parameters
        ----------
        description: (str, optional)
        get_metric: (bool, optional) - Pass true if you want to use the metric parser and get a metric instance returned

        """

        self.extra_groups = []
        self.metric_parser_list = []

        self.print_argparse_bug_warning = False

        if 'description' in kwargs:
            kwargs['description'] += ('\n' + '-' * 80)
        kwargs['formatter_class'] = argparse.RawDescriptionHelpFormatter

        if 'get_metric' in kwargs:
            self.get_metric = bool(kwargs.pop('get_metric'))  # pop gets the value plus removes the entry
        else:
            self.get_metric = False

        if 'get_basic_metric' in kwargs:
            self.get_basic_metric = bool(kwargs.pop('get_basic_metric'))
        else:
            self.get_basic_metric = False

        if self.get_metric and self.get_basic_metric:
            warnings.warn('You should only pass one of get_metric and get_basic_metric. See arglib.py for details.')
            self.get_basic_metric = False

        self.parser = argparse.ArgumentParser(*args, **kwargs)

        self.parser.add_argument('-q', '--quiet', dest='quiet', help='Pass this flag to run in quiet mode.',
                                 default=False, action='store_true')

        if self.get_metric:
            self.metric_parser_list = metric_parsers.add_metric_parsers( self, add_layer_metrics=True )
        elif self.get_basic_metric:
            self.metric_parser_list = metric_parsers.add_metric_parsers( self, add_layer_metrics=False )

        self.parser.prog = os.path.split(sys.argv[0])[1]
        self.required = self.parser.add_argument_group(title='required arguments')
        self.wdefaults = self.parser.add_argument_group(title='arguments with defaults')

        self.short_strings = set(['-h'])
        self.name_to_type = {}

        for v in RESERVED.values():
            self.short_strings.add(v[0])


[docs]    def add_argument_group(self, title):
        self.extra_groups.append(self.parser.add_argument_group(title=title))


[docs]    def add_argument(self, dest, help=None, type=None, choices=None, nargs=None, default=None, action=None):
        if dest in RESERVED and default is None:
            default = RESERVED[dest][2]

        if action == 'store_true':
            default = False
        elif action == 'store_false':
            default = True

        if (nargs in ['+', '*', '?']) and (self.get_metric):
            self.print_argparse_bug_warning = True

        if choices:
            for choice in choices:
                if not isinstance(choice, str):
                    warnings.warn('arglib bug: choices should all be str')

        if default is None:
            group = self.required
        else:
            group = self.wdefaults

        if len(self.extra_groups) > 0:
            group = self.extra_groups[-1]

        name, type = add_argument(group, dest, help, type, choices, nargs, default, action)

        self.name_to_type[name] = type


[docs]    def add_subparsers(self, *args, **kwargs):
        return self.parser.add_subparsers(*args, **kwargs)


[docs]    def parse_args(self, args=None, namespace=None, print_banner=True):
        if print_banner:
            print LicenseString
            print CiteString

        if self.print_argparse_bug_warning:
            print "#" * 80
            print "\n"
            warnings.warn('Known bug in argparse regarding subparsers and optional arguments with nargs=[+*?] (http://bugs.python.org/issue9571)')
            print "\n"
            print "#" * 80

        namespace = self.parser.parse_args(args=args, namespace=namespace)

        if print_banner:
            pprint(namespace.__dict__)

        if namespace.quiet:
            # set the level of the root logger
            logging.getLogger().setLevel(logging.WARNING)

        if self.get_metric or self.get_basic_metric: # if we want to get the metric, then we have to construct it
            metric = metric_parsers.construct_metric(namespace)
            return namespace, metric

        return namespace


    def _typecast(self, namespace):
        """Work around for the argparse bug with respect to defaults and FileType not
        playing together nicely -- http://stackoverflow.com/questions/8236954/specifying-default-filenames-with-argparse-but-not-opening-them-on-help"""
        for name, type in self.name_to_type.iteritems():
            setattr(namespace, name, type(getattr(namespace, name)))

        return namespace
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  Source code for msmbuilder.msm_analysis

# This file is part of MSMBuilder.
#
# Copyright 2011 Stanford University
#
# MSMBuilder is free software; you can redistribute it and/or modify
# it under the terms of the GNU General Public License as published by
# the Free Software Foundation; either version 2 of the License, or
# (at your option) any later version.
#
# This program is distributed in the hope that it will be useful,
# but WITHOUT ANY WARRANTY; without even the implied warranty of
# MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
# GNU General Public License for more details.
#
# You should have received a copy of the GNU General Public License
# along with this program; if not, write to the Free Software
# Foundation, Inc., 59 Temple Place, Suite 330, Boston, MA  02111-1307  USA

import sys
import scipy.sparse
import scipy.linalg
import scipy
import numpy as np
import multiprocessing
import warnings
from msmbuilder import io
from msmbuilder.utils import uneven_zip
import logging
logger = logging.getLogger(__name__)

# Set this value to true (msm_analysis.DisableErrorChecking=True) to ignore
# Eigenvector calculation errors.  Useful if you need to process disconnected data.
DisableErrorChecking = False

eig = scipy.linalg.eig


def import_sparse_eig():
    """try to import scipy sparse methods correctly, accounting for different
    namespaces in different version"""
    try:
        import scipy.sparse.linalg
        sparse_eigensolver = scipy.sparse.linalg.eigs
    except ImportError:
        pass
    else:
        return sparse_eigensolver

    try:
        import scipy.sparse.linalg.eigen.arpack as arpack
        sparse_eigensolver = arpack.eigen
    except ImportError:
        pass
    else:
        return sparse_eigensolver

    try:
        import scipy.sparse.linalg.eigen
        sparse_eigensolver = scipy.sparse.linalg.eigen.eigs
    except ImportError:
        try:
            import scipy.sparse.linalg.eigen
            sparse_eigensolver = scipy.sparse.linalg.eigen
        except ImportError:
            pass
    else:
        return sparse_eigensolver

    raise ImportError
sparse_eigen = import_sparse_eig()


[docs]def get_eigenvectors(t_matrix, n_eigs, epsilon=.001, dense_cutoff=50, right=False, tol=1E-30):
    """Get the left eigenvectors of a transition matrix, sorted by eigenvalue
    magnitude

    Parameters
    ----------
    t_matrix : sparse or dense matrix
        transition matrix. if `T` is sparse, the sparse eigensolver will be used
    n_eigs : int
        How many eigenvalues to calculate
    epsilon : float, optional
        Throw error if `T` is not a stochastic matrix, with tolerance given by `Epsilon`
    dense_cutoff : int, optional
        use dense eigensolver if dimensionality is below this
    right : bool, optional
        if true, compute the right eigenvectors instead of the left
    tol : float, optional
        Convergence criterion for sparse eigenvalue solver.


    Returns
    -------
    eigenvalues : ndarray
        1D array of eigenvalues
    eigenvectors : ndarray
        2D array of eigenvectors

    Notes
    -----
    Left eigenvectors satisfy the relation :math:`V \mathbf{T} = \lambda V`
    Vectors are returned in columns of matrix.  
    Too large a value of tol may lead to unstable results.  See GitHub issue #174.
    """

    check_transition(t_matrix, epsilon)
    check_dimensions(t_matrix)
    n = t_matrix.shape[0]
    if n_eigs > n:
        logger.warning("You cannot calculate %d Eigenvectors from a %d x %d matrix." % (n_eigs, n, n))
        n_eigs = n
        logger.warning("Instead, calculating %d Eigenvectors." % n_eigs)
    if n < dense_cutoff and scipy.sparse.issparse(t_matrix):
        t_matrix = t_matrix.toarray()
    elif n_eigs >= n - 1  and scipy.sparse.issparse(t_matrix):
        logger.warning("ARPACK cannot calculate %d Eigenvectors from a %d x %d matrix." % (n_eigs, n, n))
        n_eigs = n - 2
        logger.warning("Instead, calculating %d Eigenvectors." % n_eigs)

    # if we want the left eigenvectors, take the transpose
    if not right:
        t_matrix = t_matrix.transpose()

    if scipy.sparse.issparse(t_matrix):
        values, vectors = sparse_eigen(t_matrix.tocsr(), n_eigs, which="LR", maxiter=100000,tol=tol)
    else:
        values, vectors = eig(t_matrix)

    order = np.argsort(-np.real(values))
    e_lambda = values[order]
    e_vectors = vectors[:, order]

    check_for_bad_eigenvalues(e_lambda, cutoff_value=1 - epsilon)  # this is bad IMO --TJL

    # normalize the first eigenvector (populations)
    e_vectors[:, 0] /= sum(e_vectors[:, 0])

    e_lambda = np.real(e_lambda[0: n_eigs])
    e_vectors = np.real(e_vectors[:, 0: n_eigs])

    return e_lambda, e_vectors



[docs]def get_implied_timescales(assignments_fn, lag_times, n_implied_times=100, sliding_window=True, trimming=True, symmetrize=None, n_procs=1):
    """Calculate implied timescales in parallel using multiprocessing library.  Does not work in interactive mode.

    Parameters
    ----------
    AssignmentsFn : str
        Path to Assignments.h5 file on disk
    LagTimes : list
        List of lag times to calculate the timescales at
    NumImpledTimes : int, optional
        Number of implied timescales to calculate at each lag time
    Slide : bool, optional
        Use sliding window
    Trim : bool, optional
        Use ergodic trimming
    Symmetrize : {'MLE', 'Transpose', None}
        Symmetrization method
    nProc : int
        number of processes to use in parallel (multiprocessing

    Returns
    -------
    formatedLags : ndarray
        RTM 6/27 I'm not quite sure what the semantics of the output is. It's not
        trivial and undocummented.

    See Also
    --------
    MSMLib.mle_reversible_count_matrix : (MLE symmetrization)
    MSMLib.build_msm
    get_eigenvectors

    """
    pool = multiprocessing.Pool(processes=n_procs)

    # subtle bug possibility; uneven_zip will let strings be iterable, whicj
    # we dont want
    inputs = uneven_zip([assignments_fn], lag_times, n_implied_times,
        sliding_window, trimming, [symmetrize])
    result = pool.map_async(get_implied_timescales_helper, inputs)
    lags = result.get(999999)

    # reformat
    formatted_lags = []
    for i, (lag_time_array, implied_timescale_array) in enumerate(lags):
        for j, lag_time in enumerate(lag_time_array):
            implied_timescale = implied_timescale_array[j]
            formatted_lags.append([lag_time, implied_timescale])

    formatted_lags = np.array(formatted_lags)

    pool.close()

    return formatted_lags



def get_implied_timescales_helper(args):
    """Helper function to compute implied timescales with multiprocessing

    Does not work in interactive mode

    Parameters
    ----------
    assignments_fn : str
        Path to Assignments.h5 file on disk
    n_states : int
        Number of states
    lag_time : list
        List of lag times to calculate the timescales at
    n_implied_times : int, optional
        Number of implied timescales to calculate at each lag time
    sliding_window : bool, optional
        Use sliding window
    trimming : bool, optional
        Use ergodic trimming
    symmetrize : {'MLE', 'Transpose', None}
        Symmetrization method

    Returns
    -------
    lagTimes : ndarray
        vector of lag times
    impTimes : ndarray
        vector of implied timescales

    See Also
    --------
    MSMLib.build_msm
    get_eigenvectors
    """
    assignments_fn, lag_time, n_implied_times, sliding_window, trimming, symmetrize = args
    logger.info("Calculating implied timescales at lagtime %d" % lag_time)

    try:
        assignments = io.loadh(assignments_fn, 'arr_0')
    except KeyError:
        assignments = io.loadh(assignments_fn, 'Data')

    try:
        from msmbuilder import MSMLib

        counts = MSMLib.get_count_matrix_from_assignments(assignments, lag_time=lag_time,
                                                          sliding_window=sliding_window)
        rev_counts, t_matrix, populations, mapping = MSMLib.build_msm(counts, symmetrize, trimming)

    except ValueError as e:
        logger.critical(e)
        sys.exit(1)

    #TJL: set Epsilon high, should not raise err here
    n_eigenvectors = n_implied_times + 1
    e_values = get_eigenvectors(t_matrix, n_eigenvectors, epsilon=1)[0]

    # Correct for possible change in n_eigenvectors from trimming
    n_eigenvectors = len(e_values)
    n_implied_times = n_eigenvectors - 1

    # make sure to leave off equilibrium distribution
    lag_times = lag_time * np.ones((n_implied_times))
    imp_times = -lag_times / np.log(e_values[1: n_eigenvectors])

    return (lag_times, imp_times)


[docs]def check_for_bad_eigenvalues(eigenvalues, decimal=5, cutoff_value=0.999999):
    """Ensure that all eigenvalues are less than or equal to one

    Having multiple eigenvalues of lambda>=1 suggests either non-ergodicity or
    numerical error.


    Parameters
    ----------
    Eigenvalues : ndarray
        1D array of eigenvalues to check
    decimal : deprecated (marked 6/27)
        this doesn't do anything
    CutoffValue: float, optional
        Tolerance used

    Notes
    ------
    Checks that the first eigenvalue is within `CutoffValue` of 1, and that the second
    eigenvalue is not greater than `CutoffValue`

    """

    if abs(eigenvalues[0] - 1) > 1 - cutoff_value:
        warnings.warn(("WARNING: the largest eigenvalue is not 1, "
            "suggesting numerical error.  Try using 64 or 128 bit precision."))

        if eigenvalues[1] > cutoff_value:
            warnings.warn(("WARNING: the second largest eigenvalue (x) is close "
            " to 1, suggesting numerical error or nonergodicity.  Try using 64 "
            "or 128 bit precision.  Your data may also be disconnected, in "
            "which case you cannot simultaneously model both disconnected "
            "components.  Try collecting more data or trimming the "
            " disconnected pieces."))



[docs]def project_observable_onto_transition_matrix(observable, tprob, num_modes=25):
    """
    Projects an observable vector onto a probability transition matrix's
    eigenmodes.

    The function first decomposes the matrix `tprob` into `num_modes`
    different eigenvectors, sorted by eigenvalue. Then, it returns the
    amplitude of the projection of the observable onto each of those
    eigenmodes.

    This projection gives an estimate of how strong an
    experimental signal will be see at each timescale - though the actual
    experimental response will also be modulated by the populations of
    states at play.

    Parameters
    ----------
    observable : array_like, float
        a one-dimensional array of the values of a given observable for
        each state in the MSM
    tprob : matrix
        the transition probability matrix
    num_modes : int
        the number of eigenmodes to calculate (the top ones, sorted by mag.)

    Returns
    -------
    timescales : array_like, float
        the timescales of each eigenmode, in units of the lagtime of `tprob`
    amplitudes : array_like, float
        the amplitudes of the projection of `observable` onto each mode

    Notes
    -----
    The stationary mode is always discarded
    The eigenvalues/vectors are calculated from scratch, so this function
        may take a little while to run
    """

    if num_modes + 1 > tprob.shape[0]:
        logger.warning("cannot get %d eigenmodes from a rank %d matrix", num_modes + 1, tprob.shape[0])
        logger.warning("Getting as many modes as possible...")
        num_modes = tprob.shape[0] - 1

    eigenvalues, eigenvectors = get_eigenvectors(tprob, num_modes + 1, right=True)

    # discard the stationary eigenmode
    eigenvalues = np.real(eigenvalues[1:])
    eigenvectors = np.real(eigenvectors[:, 1:])

    timescales = - 1.0 / np.log(eigenvalues)

    amplitudes = np.zeros(num_modes)
    for mode in range(num_modes):
        amplitudes[mode] = np.dot(observable, eigenvectors[:, mode])

    return timescales, amplitudes



[docs]def sample(transition_matrix, state, steps, traj=None, force_dense=False):
    """Generate a random sequence of states by propogating a transition matrix.

    Parameters
    ----------
    transition_matrix : sparse or dense matrix
        A transition matrix
    State : {int, None, ndarray}
        Starting state for trajectory. If State is an integer, it will be used
        as the initial state. If State is None, an initial state will be
        randomly chosen from an uniform distribution. If State is an array, it
        represents a probability distribution from which the initial
        state will be drawn. If a trajectory is specified (see Traj keyword),
        this variable will be ignored, and the last state of that trajectory
        will be used.
    Steps : int
        How many steps to generate.
    Traj : list, optional
        An existing trajectory (python list) can be input; results will be
        appended to it
    ForceDense : bool, deprecated
        Force dense arithmatic.  Can speed up results for small models (OBSOLETE).

    Returns
    -------
    Traj : list
        Sequence of states as a python list
    """

    check_transition(transition_matrix)
    check_dimensions(transition_matrix)
    n_states = transition_matrix.shape[0]

    if scipy.sparse.isspmatrix(transition_matrix):
        transition_matrix = transition_matrix.tocsr()

    # reserve room for the new trajectory (will be appended to an existing trajectory at the end if necessary)
    newtraj = [-1] * steps

    # determine initial state
    if traj is None or len(traj) == 0:
        if state is None:
            state = np.random.randint(n_states)
        elif isinstance(state, np.ndarray):
            state = np.where(scipy.random.multinomial(1, state / sum(state)) == 1)[0][0]
        newtraj[0] = state
        start = 1
    else:
        state = traj[-1]
        start = 0
    if not state < n_states:
        raise ValueError("Intial state is %s, but should be between 0 and %s." % (state, n_states - 1))

    # sample the Markov chain
    if isinstance(transition_matrix, np.ndarray):
        for i in xrange(start, steps):
            p = transition_matrix[state, :]
            state = np.where(scipy.random.multinomial(1, p) == 1)[0][0]
            newtraj[i] = state

    elif isinstance(transition_matrix, scipy.sparse.csr_matrix):
        if force_dense:
            # Lutz: this is the old code path that converts the row of transition probabilities to a dense array at each step.
            # With the optimized handling of sparse matrices below, this can probably be deleted altogether.
            for i in xrange(start, steps):
                p = transition_matrix[state, :].toarray().flatten()
                state = np.where(scipy.random.multinomial(1, p) == 1)[0][0]
                newtraj[i] = state
        else:
            for i in xrange(start, steps):
                # Lutz: slicing sparse matrices is very slow (compared to slicing ndarrays)
                # To avoid slicing, use the underlying data structures of the CSR format directly
                T = transition_matrix
                vals = T.indices[T.indptr[state]:T.indptr[state + 1]]   # the column indices of the non-zero entries are the possible target states
                p = T.data[T.indptr[state]:T.indptr[state + 1]]         # the data values of the non-zero entries are the corresponding probabilities
                state = vals[np.where(scipy.random.multinomial(1, p) == 1)[0][0]]
                newtraj[i] = state
    else:
        raise RuntimeError("Unknown matrix type: %s" % type(T))

    # return the new trajectory, or the concatenation of the old trajectory with the new one
    if traj is None:
        return newtraj

    traj.extend(newtraj)
    return traj



[docs]def propagate_model(transition_matrix, n_steps, initial_populations, observable_vector=None):
    """Propogate the time evolution of a population vector.

    Parameters
    ----------
    T : ndarray or sparse matrix
        A transition matrix
    NumSteps : int
        How many timesteps to iterate
    initial_populations : ndarray
        The initial population vector
    observable_vector : ndarray
        Vector containing the state-wise averaged property of some observable.
        Can be used to propagate properties such as fraction folded, ensemble
        average RMSD, etc.  Default: None

    Returns
    -------
    X : ndarray
        Final population vector, after propagation
    obslist : list
        list of floats of length equal to the number of steps, giving the mean value
        of the observable (dot product of `ObservableVector` and populations) at
        each timestep

    See Also
    --------
    sample
    scipy.sparse.linalg.aslinearoperator

    """
    check_transition(transition_matrix)

    if observable_vector == None:
        check_dimensions(transition_matrix, initial_populations)
    else:
        check_dimensions(transition_matrix, initial_populations, observable_vector)

    X = initial_populations.copy()
    obslist = []
    if scipy.sparse.issparse(transition_matrix):
        TC = transition_matrix.tocsr()
    else:
        TC = transition_matrix

    Tl = scipy.sparse.linalg.aslinearoperator(TC)

    for i in xrange(n_steps):
        X = Tl.rmatvec(X)
        if observable_vector is not None:
            obslist.append(sum(observable_vector * X))

    return X, obslist



[docs]def calc_expectation_timeseries(tprob, observable, init_pop=None, timepoints=10 ** 6, n_modes=100, lagtime=15.0):
    """
    Calculates the expectation value over time <A(t)> for some `observable`
    in an MSM. Does this by eigenvalue decomposition, according to the eq

    math :: \langle A \rangle (t) = \sum_{i=0}^N \langle p(0), \psi^L_i
            \rangle e^{ - \lambda_i t } \langle \psi^R_i, A \rangle

    Parameters
    ----------
    tprob : matrix
        The transition probability matrix (of size N) for the MSM.

    observable : array_like, float
        A len N array of the values A of the observable for each state.

    init_pop : array_like, float
        A len N array of the initial populations of each state. If None
        is passed, then the function will start from even populations in
        each state.

    timepoints : int
        The number of timepoints to calculate - the final timeseries will
        be in length LagTime x `timepoints`

    n_modes : int
        The number of eigenmodes to include in the calculation. This
        number will depend on the timescales involved in the relatation
        of the observable.

    Returns
    -------
    timeseries : array_like, float
        A timeseries of the observable over time, in units of the lag time
        of the transition matrix.
    """

    # first, perform the eigendecomposition
    lambd, psi_L = get_eigenvectors(tprob, n_modes, right=False)
    psi_L = np.real(psi_L)
    lambd = np.real(lambd)

    pos_ind = np.where(lambd > 0)[0]
    lambd = lambd[pos_ind]
    psi_L = psi_L[:, pos_ind]
    n_modes = len(lambd)
    logger.info("Found %d non-negative eigenvalues" % n_modes)

    # normalize eigenvectors
    pi = psi_L[:, 0]
    pi /= pi.sum()

    np.savetxt('calculated_populations.dat', pi)
    psi_R = np.zeros(psi_L.shape)
    for i in range(n_modes):
        psi_L[:, i] /= np.sqrt(np.sum(np.square(psi_L[:, i]) / pi))
        psi_R[:, i] = psi_L[:, i] / pi

    if lagtime:
        logger.info("Shortest timescale process included: %s", -lagtime / np.log(np.min(lambd)))

    # figure out the initial populations
    if init_pop == None:
        init_pop = np.ones(tprob.shape[0])
        init_pop /= init_pop.sum()
    assert np.abs(init_pop.sum() - 1.0) < 0.0001

    # generate the timeseries
    timeseries = np.zeros(timepoints)
    for i in range(n_modes):
        front = np.dot(init_pop, psi_R[:, i])
        back = np.dot(observable, psi_L[:, i])
        mode_decay = front * np.power(lambd[i], np.arange(timepoints)) * back
        timeseries += np.real(mode_decay)

    logger.info('The equilibrium value is %f, while the last time point calculated is %f', np.dot(pi, observable), timeseries[-1])

    return timeseries



def msm_acf(tprob, observable, timepoints, num_modes=10):
    """
    Calculate an autocorrelation function from an MSM.

    Rapid calculation of the autocorrelation of an MSM is
    performed via an eigenmode decomposition.

    Parameters
    ----------
    tprob : matrix
        Transition probability matrix
    observable : ndarray, float
        Vector representing the observable value for each state
    timepoints : ndarray, int
        The timepoints at which to calculate the decay, in units of lag
        times.
    num_modes : int (num_modes)
        The number of eigenmodes to employ. More modes, more accurate,
        but slower.

    Returns
    -------
    acf : ndarray, float
        The autocorrelation function.

    Notes
    -----
    Use statsmodels.tsa.stattools.acf if you want to calculate an ACF from a
    raw observable such as an RMSD trace.

    See Docs/ACF/acf.pdf for a derivation of this calculation.
    """

    eigenvalues, eigenvectors = get_eigenvectors(tprob, num_modes + 1)
    num_modes = len(eigenvalues) - 1

    populations = eigenvectors[:, 0]
    D = np.diag(populations ** -1.)

    # discard the stationary eigenmode
    eigenvalues = np.real(eigenvalues[1:])
    eigenvectors = np.real(eigenvectors[:, 1:])
    right_eigenvectors = D.dot(eigenvectors)

    eigenvector_normalizer = np.diag(right_eigenvectors.T.dot(eigenvectors))
    eigenvectors /= eigenvector_normalizer

    S = eigenvectors.T.dot(observable)  # Project observable onto left eigenvectors

    acf = np.array([(eigenvalues ** t).dot(S**2) for t in timepoints])

    acf /= (eigenvalues ** 0.).dot(S**2)  # Divide by the ACF at time zero.

    return acf

# ======================================================== #
# SOME UTILITY FUNCTIONS FOR CHECKING TRANSITION MATRICES
# ======================================================== #


[docs]def flatten(*args):
    """Return a generator for a flattened form of all arguments"""

    for x in args:
        if hasattr(x, '__iter__'):
            for y in flatten(*x):
                yield y
        else:
            yield x



[docs]def is_transition_matrix(t_matrix, epsilon=.00001):
    """Check for row normalization of a matrix

    Parameters
    ----------
    t_matrix : densee or sparse matrix
    epsilon : float, optional
        threshold for how close the row sums need to be to 1

    Returns
    -------
    truth : bool
        True if the 2-norm of error in the row sums is less than Epsilon.
    """

    n = t_matrix.shape[0]
    row_sums = np.array(t_matrix.sum(1)).flatten()
    if scipy.linalg.norm(row_sums - np.ones(n)) < epsilon:
        return True
    return False



[docs]def are_all_dimensions_same(*args):
    """Are all the supplied arguments the same size

    Find the shape of every input.

    Returns
    -------
    truth : boolean
        True if every matrix and vector is the same size.
    """

    m = len(args)
    dim_list = []
    for i in range(m):
        dims = scipy.shape(args[i])
        dim_list.append(dims)

    return len(np.unique(flatten(dim_list))) == 1



[docs]def check_transition(t_matrix, epsilon=0.00001):
    """Ensure that matrix is a row normalized stochastic matrix

    Parameters
    ----------
    t_matrix : dense or sparse matrix
    epsilon : float, optional
        Threshold for how close the row sums need to be to one


    Other Parameters
    ----------------
    DisableErrorChecking : bool
        If this flag (module scope variable) is set tot True, this function just
        passes.

    Raises
    ------
    NormalizationError
        If T is not a row normalized stochastic matrix

    See Also
    --------
    check_dimensions : ensures dimensionality
    is_transition_matrix : does the actual checking
    """

    if not DisableErrorChecking and not is_transition_matrix(t_matrix, epsilon):
        logger.critical(t_matrix)
        logger.critical("Transition matrix is not a row normalized"
                        " stocastic matrix. This is often caused by "
                        "either numerical inaccuracies or by having "
                        "states with zero counts.")



[docs]def check_dimensions(*args):
    """Ensure that all the dimensions of the inputs are identical

    Raises
    ------
    DimensionError
        If some of the supplied arguments have different dimensions from one
        another
    """

    if are_all_dimensions_same(*args) == False:
        raise RuntimeError("All dimensions are not the same")
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  Source code for msmbuilder.MSMLib

# This file is part of MSMBuilder.
#
# Copyright 2011 Stanford University
#
# MSMBuilder is free software; you can redistribute it and/or modify
# it under the terms of the GNU General Public License as published by
# the Free Software Foundation; either version 2 of the License, or
# (at your option) any later version.
#
# This program is distributed in the hope that it will be useful,
# but WITHOUT ANY WARRANTY; without even the implied warranty of
# MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
# GNU General Public License for more details.
#
# You should have received a copy of the GNU General Public License
# along with this program; if not, write to the Free Software
# Foundation, Inc., 59 Temple Place, Suite 330, Boston, MA  02111-1307  USA

"""Classes and functions for working with Transition and Count Matrices.

Notes

* Assignments typically refer to a numpy array of integers such that Assignments[i,j] gives the state of trajectory i, frame j.
* Transition and Count matrices are typically stored in scipy.sparse.csr_matrix format.

MSMLib functions generally relate to one of the following

* Counting the number of transitions observed in Assignment data--e.g., constructing a Count matrix.
* Constructing a transition matrix from a count matrix.
* Performing calculations with Assignments, Counts matrices, or transition matrices.

"""
import warnings
import scipy.sparse
import scipy.linalg
import scipy
import numpy as np
import scipy.optimize
from collections import defaultdict
from msmbuilder.utils import deprecated, check_assignment_array_input
from msmbuilder import msm_analysis
import logging
logger = logging.getLogger(__name__)


[docs]def estimate_rate_matrix(count_matrix, assignments):
    """MLE Rate Matrix given transition counts and *dwell times*

    Parameters
    ----------
    count_matrix : sparse or dense matrix
        transition counts
    assignments : ndarray
        2D assignments array used to compute average dwell times

    Returns
    -------
    K : csr_matrix
        Rate matrix

    Notes
    -----
    The *correct* likelihood function to use for estimating the rate matrix when
    the data is sampled at a discrete frequency is open for debate. This
    likelihood function doesn't take into account the error in the lifetime estimates
    from the discrete sampling. Other methods are currently under development (RTM 6/27)

    See Also
    --------
    estimate_transition_matrix

    References
    ----------
    .. [1] Buchete NV, Hummer G. "Coarse master equaions for peptide folding
        dynamics." J Phys Chem B 112:6057-6069.
    """

    # Find the estimated dwell times (need to deal w negative ones)
    neg_ind = np.where(assignments == -1)
    n = np.max(assignments.flatten()) + 1
    assignments[neg_ind] = n
    R = np.bincount(assignments.flatten())
    R = R[:n]
    assert count_matrix.shape[0] == R.shape[0]

    # Most Likely Estimator ( Kij(hat) = Nij / Ri )
    if scipy.sparse.isspmatrix(count_matrix):
        C = scipy.sparse.csr_matrix(count_matrix).asfptype()
        D = scipy.sparse.dia_matrix((1.0 / R, 0), C.shape).tocsr()
        K = D * C  # if all is sparse is matrix multiply, formerly: D.dot( C )
    else:
        # deprecated due to laziness --TJL
        raise ValueError("ERROR! Pass sparse matrix to me")

    # Now get the diagonals right. They should be negative row sums
    row_sums = np.asarray(C.sum(axis=1)).flatten()
    current = K.diagonal()
    S = scipy.sparse.dia_matrix(((row_sums + (2.0 * current)), 0), C.shape).tocsr()
    K = K - S
    if not K.shape == count_matrix.shape:
        raise RuntimeError('Bad news bears')
    # assert K.sum(0).all() == np.zeros(K.shape[0]).all(), K.sum(0).all()

    return K



[docs]def estimate_transition_matrix(count_matrix):
    """
    Simple Maximum Likelihood estimator of transition matrix.

    Parameters
    ----------
    count_matrix : array or sparse matrix
        A square matrix of transition counts

    Returns
    -------
    tProb : array or sparse matrix
         Most likely transition matrix given `tCount`
    """
    # 1.  Make sure you don't modify tCounts.
    # 2.  Make sure you handle both floats and ints
    if scipy.sparse.isspmatrix(count_matrix):
        C = scipy.sparse.csr_matrix(count_matrix).asfptype()
        weights = np.asarray(C.sum(axis=1)).flatten()
        inv_weights = np.zeros(len(weights))
        inv_weights[weights > np.finfo(np.float32).tiny] = 1.0 / weights[weights > np.finfo(np.float32).tiny]
        D = scipy.sparse.dia_matrix((inv_weights, 0), C.shape).tocsr()
        tProb = D.dot(C)
    else:
        tProb = np.asarray(count_matrix.astype(float))  # astype creates a copy
        weights = tProb.sum(axis=1)
        inv_weights = np.zeros(len(weights))
        inv_weights[weights > np.finfo(np.float32).tiny] = 1.0 / weights[weights > np.finfo(np.float32).tiny]
        tProb = tProb * inv_weights.reshape((weights.shape[0], 1))

    return tProb



[docs]def build_msm(counts, symmetrize='MLE', ergodic_trimming=True):
    """
    Estimates the transition probability matrix from the counts matrix.

    Parameters
    ----------
    counts : matrix
        the MSM counts matrix
    symmetrize : {'MLE', 'Transpose', None}
        symmetrization scheme so that we have reversible counts
    ergodic_trim : bool (optional)
        whether or not to trim states to achieve an ergodic model

    Returns
    -------
    rev_counts : matrix
        the estimate of the reversible counts
    t_matrix : matrix
        the transition probability matrix
    populations : ndarray, float
        the equilibrium populations of each state
    mapping : ndarray, int
        a mapping from the passed counts matrix to the new counts and transition
        matrices
    """

    symmetrize = str(symmetrize).lower()
    symmetrization_error = ValueError("Invalid symmetrization scheme requested: %s. Exiting." % symmetrize)
    if symmetrize not in ['mle', 'transpose', 'none']:
        raise symmetrization_error

    if ergodic_trimming:
        counts, mapping = ergodic_trim(counts)
    else:
        mapping = np.arange(counts.shape[0])

    # Apply a symmetrization scheme
    if symmetrize == 'mle':
        rev_counts = mle_reversible_count_matrix(counts)
    elif symmetrize == 'transpose':
        rev_counts = 0.5 * (counts + counts.transpose())
    elif symmetrize == 'none':
        rev_counts = counts
    else:
        raise symmetrization_error

    t_matrix = estimate_transition_matrix(rev_counts)

    if symmetrize in ['mle', 'transpose']:
        populations = np.array(rev_counts.sum(0)).flatten()
    elif symmetrize == 'none':
        vectors = msm_analysis.get_eigenvectors(t_matrix, 5)[1]
        populations = vectors[:, 0]
    else:
        raise symmetrization_error

    populations /= populations.sum()  # ensure normalization

    return rev_counts, t_matrix, populations, mapping



[docs]def get_count_matrix_from_assignments(assignments, n_states=None, lag_time=1, sliding_window=True):
    """
    Calculate counts matrix from `assignments`.

    Parameters
    ----------
    assignments : ndarray
        A 2d ndarray containing the state assignments.
    n_states : int, optional
        Can be automatically determined, unless you want a model with more states than are observed
    lag_time: int, optional
        the LagTime with which to estimate the count matrix. Default: 1
    sliding_window: bool, optional
        Use a sliding window.  Default: True

    Returns
    -------
    counts : sparse matrix
        `Counts[i,j]` stores the number of times in the assignments that a
        trajectory went from state i to state j in `LagTime` frames

    Notes
    -----
    assignments are input as iterables over numpy 1-d arrays of integers.
    For example a 2-d array where assignments[i,j] gives the ith trajectory, jth frame.
    The beginning and end of each trajectory may be padded with negative ones, which will be ignored.
    If the number of states is not given explitly, it will be determined as one plus the largest state index of the Assignments.
    Sliding window yields non-independent samples, but wastes less data.
    """

    check_assignment_array_input(assignments)

    if not n_states:
        n_states = 1 + int(
            np.max([np.max(a) for a in assignments]))   # Lutz: a single np.max is not enough, b/c it can't handle a list of 1-d arrays of different lengths
        if n_states < 1:
            raise ValueError()

    C = scipy.sparse.lil_matrix((int(n_states), int(n_states)), dtype='float32')  # Lutz: why are we using float for count matrices?

    for A in assignments:
        FirstEntry = np.where(A != -1)[0]
        # New Code by KAB to skip pre-padded negative ones.
        # This should solve issues with Tarjan trimming results.
        if len(FirstEntry) >= 1:
            FirstEntry = FirstEntry[0]
            A = A[FirstEntry:]
            C = C + get_counts_from_traj(A, n_states, lag_time=lag_time, sliding_window=sliding_window)  # .tolil()

    return C



[docs]def get_counts_from_traj(states, n_states=None, lag_time=1, sliding_window=True):
    """Computes the transition count matrix for a sequence of states (single trajectory).

    Parameters
    ----------
    states : array
        A one-dimensional array of integers representing the sequence of states.
        These integers must be in the range [0, n_states]
    n_states : int
        The total number of states. If not specified, the largest integer in the
        states array plus one will be used.
    lag_time : int, optional
        The time delay over which transitions are counted
    sliding_window : bool, optional
        Use sliding window

    Returns
    -------
    C : sparse matrix of integers
        The computed transition count matrix
    """

    check_assignment_array_input(states, ndim=1)

    if not n_states:
        n_states = np.max(states) + 1

    if sliding_window:
        from_states = states[: -lag_time: 1]
        to_states = states[lag_time:: 1]
    else:
        from_states = states[: -lag_time: lag_time]
        to_states = states[lag_time:: lag_time]
    assert from_states.shape == to_states.shape

    transitions = np.row_stack((from_states, to_states))
    counts = np.ones(transitions.shape[1], dtype=int)
    try:
        C = scipy.sparse.coo_matrix((counts, transitions),
                                    shape=(n_states, n_states))
    except ValueError:
        # Lutz: if we arrive here, there was probably a state with index -1
        # we try to fix it by ignoring transitions in and out of those states
        # (we set both the count and the indices for those transitions to 0)
        mask = transitions < 0
        counts[mask[0, :] | mask[1, :]] = 0
        transitions[mask] = 0
        C = scipy.sparse.coo_matrix((counts, transitions),
                                    shape=(n_states, n_states))

    return C



[docs]def apply_mapping_to_assignments(assignments, mapping):
    """Remap the states in an assignments file according to a mapping.

    Parameters
    ----------
    assignments : ndarray
        Standard 2D assignments array
    mapping : ndarray
        1D numpy array of length equal to the number of states in Assignments.
        Mapping[a] = b means that the frames currently in state a will be mapped
        to state b

    Returns
    -------
    NewAssignments : ndarray

    Notes
    -----
    This function is useful after performing PCCA or Ergodic Trimming. Also, the
    state -1 is treated specially -- it always stays -1 and is not remapped.

    """

    check_assignment_array_input(assignments)

    NewMapping = mapping.copy()
    # Make a special state for things that get deleted by Ergodic Trimming.
    NewMapping[np.where(mapping == -1)] = mapping.max() + 1

    NegativeOneStates = np.where(assignments == -1)

    assignments[:] = NewMapping[assignments]
    WhereEliminatedStates = np.where(assignments == (mapping.max() + 1))

    # These are the dangling 'tails' of trajectories (with no actual data) that we denote state -1.
    assignments[NegativeOneStates] = -1
    # These states have typically been "deleted" by the ergodic trimming algorithm.  Can be at beginning or end of trajectory.
    assignments[WhereEliminatedStates] = -1



[docs]def invert_assignments(assignments):
    """Invert an assignments array -- that is, produce a mapping
    from state -> traj/frame

    Parameters
    ----------
    assignments : np.ndarray
        2D array of MSMBuilder assignments

    Returns
    -------
    inverse_mapping : collections.defaultdict
        Mapping from state -> traj,frame, such that inverse_mapping[s]
        gives the conformations assigned to state s.

    Notes
    -----
    The assignments array may have -1's, which are simply placeholders
        we do not add these to the inverted assignments. Therefore, doing
        the following will raise a KeyError:

        >>> inv_assignments = MSMLib.invert_assignments(assignments)
        >>> print inv_assignments[-1]
        KeyError: -1
    """

    check_assignment_array_input(assignments)

    inverse_mapping = defaultdict(lambda: ([], []))
    non_neg_inds = np.array(np.where(assignments != -1)).T  
    # we do not care about -1's

    for (i, j) in non_neg_inds:
        inverse_mapping[assignments[i, j]][0].append(i)
        inverse_mapping[assignments[i, j]][1].append(j)

    # convert from lists to numpy arrays
    for key, (trajs, frames) in inverse_mapping.iteritems():
        inverse_mapping[key] = (np.array(trajs), np.array(frames))

    return inverse_mapping



[docs]def apply_mapping_to_vector(vector, mapping):
    """ Remap an observable vector after ergodic trimming

    RTM 6/27: I don't think this function is really doing what it should.
    It does a reordering, but when the mapping is a many->one, don't you really
    want to average things together or something?

    TJL 7/1: That's true. I wrote this with only the ergodic trimming in
    mind, it needs to be updated if it's going to work w/PCCA as well...

    Parameters
    ----------
    vector : ndarray
        1D. Some observable value associated with each states
    Mapping : ndarray
        1D numpy array of length equal to the number of states in Assignments.
        Mapping[a] = b means that the frames currently in state a are now assigned
        to state b, and thus their observable should be too

    Returns
    -------
    new_vector : ndarray
        mapped observable values

    Notes
    -----
    The state -1 is treated specially -- it always stays -1 and is not remapped.

    """

    new_vector = vector[np.where(mapping != -1)[0]]
    logger.info("Mapping %d elements --> %d", len(vector), len(new_vector))

    return new_vector



[docs]def renumber_states(assignments):
    """Renumber states to be consecutive integers (0, 1, ... , n), performs
    this transformation in place.

    Parameters
    ----------
    assignments : ndarray
        2D array of msmbuilder assignments

    Returns
    -------
    mapping : ndarray, int
        A mapping from the old numbering scheme to the new, such that
        mapping[new] = old

    Notes
    -----
    Useful if some states have 0 counts.
    """

    check_assignment_array_input(assignments)

    unique = list(np.unique(assignments))
    if unique[0] == -1:
        minus_one = np.where(assignments == -1)
        unique.pop(0)
    else:
        minus_one = []

    inverse_mapping = invert_assignments(assignments)

    for i, x in enumerate(unique):
        assignments[inverse_mapping[x]] = i
    assignments[minus_one] = -1

    mapping = np.array(unique, dtype=int)
    return mapping



[docs]def tarjan(graph):
    """Find the strongly connected components in a graph using Tarjan's algorithm.

    Parameters
    ----------
    graph : dict
        mapping from node names to lists of successor nodes.

    Returns
    -------
    components : list
        list of the strongly connected components

    Notes
    -----
    Code based on ActiveState code by Josiah Carlson (New BSD license).
    Most users will want to call the ErgodicTrim() function rather than directly calling Tarjan().

    See Also
    --------
    ErgodicTrim

    """
    n_states = graph.shape[0]

    # Keeping track of recursion state info by node
    Nodes = np.arange(n_states)
    NodeNums = [None for i in range(n_states)]
    NodeRoots = np.arange(n_states)
    NodeVisited = [False for i in range(n_states)]
    NodeHidden = [False for i in range(n_states)]
    NodeInComponent = [None for i in range(n_states)]

    stack = []
    components = []
    nodes_visit_order = []
    graph.next_visit_num = 0

    def visit(v):
        "Mark a state as visited"
        call_stack = [(1, v, graph.getrow(v).nonzero()[1], None)]
        while call_stack:
            tovisit, v, iterator, w = call_stack.pop()
            if tovisit:
                NodeVisited[v] = True
                nodes_visit_order.append(v)
                NodeNums[v] = graph.next_visit_num
                graph.next_visit_num += 1
                stack.append(v)
            if w and not NodeInComponent[v]:
                NodeRoots[v] = nodes_visit_order[min(NodeNums[NodeRoots[v]],
                                                     NodeNums[NodeRoots[w]])]
            cont = 0
            for w in iterator:
                if not NodeVisited[w]:
                    cont = 1
                    call_stack.append((0, v, iterator, w))
                    call_stack.append((1, w, graph.getrow(w).nonzero()[1], None))
                    break
                if not NodeInComponent[w]:
                    NodeRoots[v] = nodes_visit_order[min(NodeNums[NodeRoots[v]],
                                                         NodeNums[NodeRoots[w]])]
            if cont:
                continue
            if NodeRoots[v] == v:
                c = []
                while 1:
                    w = stack.pop()
                    NodeInComponent[w] = c
                    c.append(w)
                    if w == v:
                        break
                components.append(c)
    # the "main" routine
    for v in Nodes:
        if not NodeVisited[v]:
            visit(v)

    # extract SCC info
    for n in Nodes:
        if NodeInComponent[n] and len(NodeInComponent[n]) > 1:
            # part of SCC
            NodeHidden[n] = False
        else:
            # either not in a component, or singleton case
            NodeHidden[n] = True

    return(components)



[docs]def ergodic_trim(counts, assignments=None):
    """Use Tarjan's Algorithm to find maximal strongly connected subgraph.

    Parameters
    ----------
    counts : csr sparse matrix
        transition counts
    assignments : ndarray, optional
        Optionally map assignments to the new states, nulling out disconnected regions.

    Notes
    -----
    The component with maximum number of counts is selected

    See Also
    --------
    Tarjan

    """

    # -------------------------------------------------------------------------
    # TJL sez:
    # This function could be simply replaced by the following code at a date
    # in the not-so-distant future:
    #
    # states_to_trim = ergodic_trim_indices(counts)
    # trimmed_counts = trim_states(states_to_trim, counts, assignments=None)
    # return trimmed_counts
    #
    # -------------------------------------------------------------------------

    NZ = np.array(counts.nonzero()).transpose()

    ConnectedComponents = tarjan(counts)
    PiSym = np.array(counts.sum(0)).flatten()
    ComponentPops = np.array([sum(PiSym[np.array(x)]) for x in ConnectedComponents])
    ComponentInd = np.argmax(ComponentPops)

    logger.info("Selected component %d with population %f", ComponentInd, ComponentPops[ComponentInd] / ComponentPops.sum())

    GoodComponent = np.unique(ConnectedComponents[ComponentInd])

    Mapping = np.zeros(counts.shape[0], dtype='int') - 1
    for i, x in enumerate(GoodComponent):
        Mapping[x] = i

    NZ[:, 0] = Mapping[NZ[:, 0]]
    NZ[:, 1] = Mapping[NZ[:, 1]]

    Ind = np.where(NZ.min(1) != -1)
    X = scipy.sparse.csr_matrix((counts.data[Ind], NZ[Ind].transpose()))

    if assignments is not None:
        apply_mapping_to_assignments(assignments, Mapping)

    return (X, Mapping)



def ergodic_trim_indices(counts):
    """
    Finds the indices of the largest strongly connected subgraph implied by
    the transitions in `counts`.

    Parameters
    ----------
    counts : matrix
        The MSM counts matrix

    Returns
    -------
    states_to_trim : ndarray, int
        A list of the state indices that should be trimmed to obtain the

    See Also
    --------
    trim_states : func
    """

    ConnectedComponents = tarjan(counts)
    PiSym = np.array(counts.sum(0)).flatten()
    ComponentPops = np.array([sum(PiSym[np.array(x)]) for x in ConnectedComponents])
    ComponentInd = np.argmax(ComponentPops)

    logger.info("Selected component %d with population %f", ComponentInd, ComponentPops[ComponentInd] / ComponentPops.sum())

    states_to_keep = np.unique(ConnectedComponents[ComponentInd])
    states_to_trim = np.setdiff1d(np.arange(counts.shape[0]), states_to_keep)

    return states_to_trim


def trim_states(states_to_trim, counts, assignments=None):
    """
    Performs the necessary operations to reduce an MSM to a subset of the
    orignial states -- effectively trimming those states out.

    Parameters
    ----------
    states_to_trim : ndarray, int OR list of ints
        A list of indices of the states to trim
    counts : matrix
        A counts matrix
    assignments : ndarray, int (optional)
        An assignments array

    Returns
    -------
    trimmed_counts : matrix
        The trimmed counts matrix
    trimmed_assignments : ndarray (if assignments are provided)
        The assignements, with values for "trimmed" states set to "-1", which
        is read as an empty value by MSMBuilder
    """

    # Trim the counts matrix by simply deleting the appropriate rows & columns.
    # Switching to lil format makes it easy to delete rows directly --
    # maybe not most efficient, but easy to understand (and shouldn't be
    # a bottleneck)

    counts = counts.tolil()
    ndel = len(states_to_trim)

    # delete rows
    counts.rows = np.delete(counts.rows, states_to_trim)
    counts.data = np.delete(counts.data, states_to_trim)
    counts._shape = (counts._shape[0] - ndel, counts._shape[1])

    # delete cols
    counts = counts.T
    counts.rows = np.delete(counts.rows, states_to_trim)
    counts.data = np.delete(counts.data, states_to_trim)
    counts._shape = (counts._shape[0] - ndel, counts._shape[1])
    counts = counts.T

    if assignments is not None:

        mapping = np.arange(counts.shape[0])
        mapping[states_to_trim] = -1
        renumber_states(mapping)  # renumbers into contiguous order, in-place

        trimmed_assignments = assignments.copy()
        apply_mapping_to_assignments(trimmed_assignments, mapping)  # in-place
        return counts, trimmed_assignments

    else:
        return counts


[docs]def log_likelihood(count_matrix, transition_matrix):
    """log of the likelihood of an observed count matrix given a transition matrix

    Parameters
    ----------
    count_matrix : ndarray or sparse matrix
        Transition count matrix.
    transition_matrix : ndarray or sparse matrix
        Transition probability matrix.

    Returns
    -------
    loglikelihood : float
        The natural log of the likelihood, computed as
        :math:`\sum_{ij} C_{ij} \log(P_{ij})`


    """

    if isinstance(transition_matrix, np.ndarray) and isinstance(count_matrix, np.ndarray):
        # make sure that both count_matrix and transition_matrix are arrays
        count_matrix = np.asarray(count_matrix)
        # (not dense matrices), so we can use element-wise multiplication
        transition_matrix = np.asarray(transition_matrix)
        mask = count_matrix > 0
        return np.sum(np.log(transition_matrix[mask]) * count_matrix[mask])

    else:
        # make sure both count_matrix and transition_matrix are sparse CSR matrices
        if not scipy.sparse.isspmatrix(count_matrix):
            count_matrix = scipy.sparse.csr_matrix(count_matrix)
        else:
            count_matrix = count_matrix.tocsr()

        if not scipy.sparse.isspmatrix(transition_matrix):
            transition_matrix = scipy.sparse.csr_matrix(transition_matrix)
        else:
            transition_matrix = transition_matrix.tocsr()
        row, col = count_matrix.nonzero()

        return np.sum(np.log(np.asarray(transition_matrix[row, col]))
                      * np.asarray(count_matrix[row, col]))

# Lutz's MLE code works but has occasional convergence issues.  We use this code as a reference to unit test our more recent MLE code.



def __mle_reversible_count_matrix_lutz__(count_matrix, prior=0.0, initial_guess=None):
    """Calculates the maximum-likelihood symmetric count matrix for a givnen observed count matrix.

    This function uses a Newton conjugate-gradient algorithm to maximize the likelihood
    of a reversible transition probability matrix.

    Parameters
    ----------
    count_matrix : array or sparse matrix
        Transition count matrix.
    prior : float
        If not zero, add this value to the count matrix for every transition
        that has occured in either direction.
    initial_guess : array or sparse matrix
        Initial guess for the symmetric count matrix uses as starting point for
        likelihood maximization. If None, the naive symmetrized guess 0.5*(C+C.T)
        is used.

    Returns
    -------
    reversible_counts : array or sparse matrix
        Symmetric count matrix. If C is sparse then the returned matrix is also sparse, and
        dense otherwise.

    """
    C = count_matrix

    def negativeLogLikelihoodFromCountEstimatesSparse(Xupdata, row, col, N, C):
        """Calculates the negative log likelihood that a symmetric count matrix X gave
    rise to an observed transition count matrix C, as well as the gradient
    d -log L / d X_ij."""

        assert np.alltrue(Xupdata > 0)

        Xup = scipy.sparse.csr_matrix(
            (Xupdata, (row, col)), shape=(N, N))                    # Xup is the upper triagonal (inluding the main diagonal) of the symmetric count matrix
        X = Xup + Xup.T - scipy.sparse.spdiags(Xup.diagonal(), 0, Xup.shape[0], Xup.shape[1])  # X is the complete symmetric count matrix
        Xs = np.array(X.sum(axis=1)).ravel()                                                # Xs is the array of row sums of X: Xs_i = sum_j X_ij
        XsInv = scipy.sparse.spdiags(1.0 / Xs, 0, len(Xs), len(Xs))
        P = (XsInv * X).tocsr()                                                             # P is now the matrix P_ij = X_ij / sum_j X_ij
        logP = scipy.sparse.csr_matrix((np.log(P.data), P.indices, P.indptr))
        logL = np.sum(C.multiply(logP).data)                                                # logL is the log of the likelihood: sum_ij C_ij log(X_ij / Xs_i)

        Cs = np.array(C.sum(axis=1)).ravel()                                                # Cs is the array of row sums of C: Cs_i = sum_j C_ij
        srow, scol = X.nonzero()                                                            # remember the postitions of the non-zero elements of X
        Udata = np.array(
            (C[srow, scol] / X[srow, scol]) - (Cs[srow] / Xs[srow])).ravel()       # calculate the derivative: d(log L)/dX_ij = C_ij/X_ij - Cs_i/Xs_i
        U = scipy.sparse.csr_matrix((Udata, (srow, scol)), shape=(N, N))                        # U is the matrix U_ij = d(log L) / dX_ij

        # so far, we have assumed that all the partial derivatives wrt. X_ij are independent
        # however, the degrees of freedom are only X_ij for i <= j
        # for i != j, the total change in log L is d(log L)/dX_ij + d(log L)/dX_ji

        gradient = (U + U.T - scipy.sparse.spdiags(U.diagonal(), 0, U.shape[0], U.shape[1])).tocsr()

        # now we have to convert the non-zero elements of the upper triangle into the
        # same 1-d array structure that was used for Xupdata

        gradient = np.array(gradient[row, col]).reshape(-1)

        # print  "max g:", np.max(gradient), "min g:", np.min(gradient), "|g|^2", (gradient*gradient).sum(), "g * X", (gradient*Xupdata).sum()
        return -logL, -gradient

    # current implementation only for sparse matrices
    # if given a dense matrix, sparsify it, and turn the result back to a dense array
    if not scipy.sparse.isspmatrix(C):
        return __mle_reversible_count_matrix_lutz__(scipy.sparse.csr_matrix(C), prior=prior, initial_guess=initial_guess).toarray()

    N = C.shape[0]
    if not C.shape[1] == N:
        raise ValueError("Count matrix is not square, but has shape %s" % C.shape)

    C = C.tocsr()
    C.eliminate_zeros()
    # add prior if necessary
    if (prior is not None) and (prior != 0):
        PriorMatrix = (C + C.transpose()).tocsr()
        PriorMatrix.data *= 0.
        PriorMatrix.data += prior
        C = C + PriorMatrix
        logger.warning("Added prior value of %f to count matrix", prior)

    # initial guess for symmetric count matrix
    if initial_guess is None:
        X0 = 0.5 * (C + C.T)
    else:
        X0 = scipy.sparse.csr_matrix(0.5 * (initial_guess + initial_guess.T))  # this guarantees that the initial guess is indeed symmetric (and sparse)
    initialLogLikelihood = log_likelihood(C, estimate_transition_matrix(X0))

    # due to symmetry, we degrees of freedom for minimization are only the elments in the upper triangle of the matrix X (incl. main diagonal)
    X0up = scipy.sparse.triu(X0).tocoo()
    row = X0up.row
    col = X0up.col

    # the variables used during minimization are those X_ij (i <= j) for which either C_ij or C_ji is greater than zero
    # those X_ij can be arbitrariliy small, but they must be positive
    # the function minimizer requires an inclusive bound, so we use some very small number instead of zero
    # (without loss of generality, b/c we can always multiply all X_ij by some large number without changing the likelihood)
    lower_bound = 1.E-10
    bounds = [[lower_bound, np.inf]] * len(X0up.data)

    # Here comes the main loop
    # In principle, we would have to run the function minimizer only once. But in practice, minimization may fail
    # if the gradient term becomes too large, or minimization is slow if the gradient is too small.
    # Every so often, we therefore rescale the parameters X_ij so that the gradient is of resonable magnitude
    # (which does not affect the likelihood). This empirical procedure includes two parameters: the rescaling
    # frequency and the target value. In principles, these choices should not affect the outcome of the maximization.
    rescale_every = 500
    rescale_target = 1.

    Xupdata = X0up.data
    maximizationrun = 1
    totalnumberoffunctionevaluations = 0
    negative_logL, negative_gradient = negativeLogLikelihoodFromCountEstimatesSparse(Xupdata, row, col, N, C)
    logger.info("Log-Likelihood of intial guess for reversible transition probability matrix: %s", -negative_logL)
    while maximizationrun <= 1000:
        # rescale the X_ij so that the magnitude of the gradient is 1
        gtg = (negative_gradient * negative_gradient).sum()
        scalefactor = np.sqrt(gtg / rescale_target)
        Xupdata[:] *= scalefactor

        # now run the minimizer
        Xupdata, nfeval, rc = scipy.optimize.fmin_tnc(negativeLogLikelihoodFromCountEstimatesSparse,
                                                      Xupdata, args=(row, col, N, C), bounds=bounds,
                                                      approx_grad=False, maxfun=rescale_every, disp=0,
                                                      xtol=1E-20)

        totalnumberoffunctionevaluations += nfeval
        negative_logL, negative_gradient = negativeLogLikelihoodFromCountEstimatesSparse(Xupdata, row, col, N, C)
        logger.info("Log-Likelihood after %s function evaluations; %s ", totalnumberoffunctionevaluations, -negative_logL)
        if rc in (0, 1, 2):
            break    # Converged
        elif rc in (3, 4):
            pass     # Not converged, keep going
        else:
            raise RuntimeError("Likelihood maximization caused internal error (code %s): %s" % (rc, scipy.optimize.tnc.RCSTRINGS[rc]))
        maximizationrun += 1
    else:
        logger.error("maximum could not be obtained.")
    logger.info("Result of last maximization run (run %s): %s", str(maximizationrun), scipy.optimize.tnc.RCSTRINGS[rc])

    Xup = scipy.sparse.coo_matrix((Xupdata, (row, col)), shape=(N, N))

    # reconstruct full symmetric matrix from upper triangle part
    X = Xup + Xup.T - scipy.sparse.spdiags(Xup.diagonal(), 0, Xup.shape[0], Xup.shape[1])

    finalLogLikelihood = log_likelihood(C, estimate_transition_matrix(X))
    logger.info("Log-Likelihood of final reversible transition probability matrix: %s", finalLogLikelihood)
    logger.info("Likelihood ratio: %s", np.exp(finalLogLikelihood - initialLogLikelihood))

    # some  basic consistency checks
    if not np.alltrue(np.isfinite(X.data)):
        raise RuntimeError("The obtained symmetrized count matrix is not finite.")
    if not np.alltrue(X.data > 0):
        raise RuntimeError(
            "The obtained symmetrized count matrix is not strictly positive for all observed transitions, the smallest element is %s" % str(np.min(X.data)))

    # normalize X to have correct total number of counts
    X /= X.sum()
    X *= C.sum()

    return X


def permute_mat(A, permutation):
    """
    Permutes the indices of a transition probability matrix.

    This functions simply switches the lables of `A` rows and
    columns from [0, 1, 2, ...] to `permutation`.

    Parameters
    ----------
    tprob : matrix

    permutation: ndarray, int
        The permutation array, a list of unique indices that

    Returns
    -------
    permuted_A : matrix
        The permuted matrix
    """

    if scipy.sparse.issparse(A):
        sparse = True
    else:
        sparse = False

    if sparse:

        Pi = scipy.sparse.lil_matrix(A.shape)
        for i in range(A.shape[0]):
            Pi[i, permutation[i]] = 1.0  # send i -> correct place
        permuted_A = Pi * A * Pi.T

    else:

        Pi = np.zeros(A.shape)
        for i in range(A.shape[0]):
            Pi[i, permutation[i]] = 1.0  # send i -> correct place
        permuted_A = np.dot(Pi, np.dot(A, Pi.T))

    return permuted_A


[docs]def mle_reversible_count_matrix(count_matrix):
    """Maximum likelihood estimate for a reversible count matrix

    Parameters
    ----------
    counts : scipy.sparse.csr_matrix
        sparse matrix of transition counts (raw, not symmetrized)

    Returns
    -------
    X : scipy.sparse.csr_matrix
        Returns the MLE reversible (symmetric) counts matrix

    Notes
    -----
    This function can be used to find the maximum likelihood reversible
    count matrix.  See Docs/notes/mle_notes.pdf for details
    on the math used during these calculations.

    """
    mle = __Reversible_MLE_Estimator__(count_matrix)
    return mle.optimize()

# This class is hidden: you should use the helper function instead.



class __Reversible_MLE_Estimator__():
    def __init__(self, counts):
        """Construct class to maximize likelihood of reversible count matrix.

        Parameters
        ----------
        counts : scipy.sparse.csr_matrix
            sparse matrix of transition counts (raw, not symmetrized)


        Notes
        -----
        This object can be used to find the maximum likelihood reversible
        count matrix.  See Docs/notes/mle_notes.pdf for details
        on the math used during these calculations.

        This class is hidden: you should use the helper function instead.

        """

        c = counts.asformat("csr").asfptype()
        c.eliminate_zeros()
        self.counts = c
        self.row_sums = np.array(c.sum(1)).flatten()

        # sym_counts is a sparse matrix with the symmetrized counts--e.g. the "full" symmetric matrix.  sym_i and sym_j are the nonzero indices of sym_counts
        self.sym_counts = c + c.transpose()
        self.sym_row_indices, self.sym_col_indices = self.sym_counts.nonzero()
        self.sym_upper_ind = np.where(self.sym_row_indices < self.sym_col_indices)[0]
        self.sym_lower_ind = np.where(self.sym_row_indices >= self.sym_col_indices)[0]

        self.temporary_sym_counts = self.sym_counts.copy()  # This will be used to calculate the log likelihood.  Avoids repeated copying of sparse matrices.

        # partial_counts is a sparse matrix with the lower triangle (including diagonal) of the symmetrized counts
        self.partial_counts = self.sym_counts.copy()
        self.partial_counts.data[self.sym_upper_ind] = 0.
        self.partial_counts.eliminate_zeros()
        self.partial_row_indices, self.partial_col_indices = self.partial_counts.nonzero()
        self.partial_diag_indices = np.where(self.partial_row_indices == self.partial_col_indices)[0]

        self.construct_upper_mapping()

        self.stencil = self.partial_counts.copy()
        self.stencil.data[:] = 1.

        self.sym_diag_indices = np.where(self.sym_row_indices == self.sym_col_indices)[0]

    def construct_upper_mapping(self):
        """Construct a mapping (self.partial_upper_mapping) that maps
        elements from the data vector to the full sparse symmetric matrix.

        Notes
        -----

        Use the following mappings to go between the data vector (log_vector) and the
        full sparse symmetric matrix (X):

        X.data[self.sym_lower_ind] = np.exp(log_vector)
        X.data[self.sym_upper_ind] = np.exp(log_vector)[self.partial_upper_mapping]

        """
        partial_ij_to_data = {}
        for k, i in enumerate(self.partial_row_indices):
            j = self.partial_col_indices[k]
            partial_ij_to_data[i, j] = k

        self.partial_upper_mapping = np.zeros(len(self.sym_upper_ind), 'int')
        for k0, k in enumerate(self.sym_upper_ind):
            i0, j0 = self.sym_row_indices[k], self.sym_col_indices[k]
            k1 = partial_ij_to_data[j0, i0]
            self.partial_upper_mapping[k0] = k1

    def log_vector_to_matrix(self, log_vector):
        """Construct sparse matrix from vector of parameters.

        Parameters
        ----------
        log_vector: np.ndarray
            log_vector contains the log of all nonzero matrix entries on the
            lower triangle (including the diagonal)

        """
        x = self.temporary_sym_counts
        x.data[self.sym_lower_ind] = np.exp(log_vector)
        x.data[self.sym_upper_ind] = np.exp(log_vector)[self.partial_upper_mapping]
        return x

    def flatten_matrix(self, counts):
        """Extract lower triangle from an arbitrary sparse CSR matrix.

        Parameters
        ----------
        counts : scipy.sparse.csr_matrix

        Returns
        -------
        data : np.ndarray
            The nonzero entries on the lower triangle (including diagonal)

        """
        counts = self.stencil.multiply(counts)
        counts = counts + self.stencil
        data = counts.data - 1.
        return data

    def matrix_to_log_vector(self, counts):
        """Construct vector of parameters from sparse matrix

        Parameters
        ----------
        counts : scipy.sparse.csr_matrix
            C must be symmetric.

        Returns
        -------
        data : np.ndarray
            The log of all nonzero entries on the lower triangle
            (including diagonal).


        """
        data = self.flatten_matrix(counts)
        return np.log(data)

    def log_likelihood(self, log_vector):
        """Calculate log likelihood of log_vector given the observed counts

        Parameters
        ----------
        log_vector : np.ndarray
            log_vector contains the log of all nonzero matrix entries

        Notes
        -----
        The counts used are those input during construction of this class.
        This calculation is based on Eqn. 4 in Docs/notes/mle_notes.pdf

        """

        f = (log_vector * self.partial_counts.data).sum()
        f -= (log_vector * self.partial_counts.data)[self.partial_diag_indices].sum() * 0.5

        r = self.log_vector_to_matrix(log_vector)

        q = np.array(r.sum(0)).flatten()
        f -= np.log(q).dot(self.row_sums)

        return f

    def dlog_likelihood(self, log_vector):
        """Log likelihood gradient at log_vector given the observed counts

        Parameters
        ----------
        log_vector : np.ndarray
            log_vector contains the log of all nonzero matrix entries

        Returns
        -------
        grad : np.ndarray
            grad is the derivative of the log likelihood with respect to
            log_vector

        Notes
        -----
        The counts used are those input during construction of this class.
        This calculation is based on Eqn. 5 in Docs/notes/mle_notes.pdf

        """
        grad = 0.0 * log_vector
        grad += self.partial_counts.data
        grad[self.partial_diag_indices] -= 0.5 * self.partial_counts.data[self.partial_diag_indices]

        current_count_matrix = self.log_vector_to_matrix(log_vector)
        current_row_sums = np.array(current_count_matrix.sum(1)).flatten()
        v = self.row_sums / current_row_sums

        D = scipy.sparse.dia_matrix((v, 0), shape=current_count_matrix.shape)
        grad -= self.flatten_matrix(D.dot(current_count_matrix) + current_count_matrix.dot(D))
        grad += self.flatten_matrix(D.multiply(current_count_matrix))

        return grad

    def optimize(self):
        """Maximize the log_likelihood to find the MLE reversible counts.

        Returns
        -------
        X : scipy.sparse.csr_matrix
            Returns the MLE reversible (symmetric) counts matrix

        Notes
        -----
        This algorithm uses the symmetrized counts as an initial guess.

        """
        log_vector = 1.0 * np.log(self.partial_counts.data)
        f = lambda x: -1 * self.log_likelihood(x)
        df = lambda x: -1 * self.dlog_likelihood(x)
        initial_log_likelihood = -1 * f(log_vector)
        parms, final_log_likelihood, info_dict = scipy.optimize.fmin_l_bfgs_b(
            f, log_vector, df, disp=0, factr=0.001, m=26)  # m is the number of variable metric correcitons.  m=26 seems to give ~15% speedup
        X = self.log_vector_to_matrix(parms)
        X *= (self.counts.sum() / X.sum())
        final_log_likelihood *= -1
        logger.info("BFGS likelihood maximization terminated after %d function calls.  Initial and final log likelihoods: %f, %f." %
                    (info_dict["funcalls"], initial_log_likelihood, final_log_likelihood))
        if info_dict["warnflag"] != 0:
            logger.warn("Abnormal termination of BFGS likelihood maximization.  Error code %d" % info_dict["warnflag"])
        return X


######################################################################
#  ALIASES FOR DEPRECATED FUNCTION NAMES
#  THESE FUNCTIONS WERE ADDED FOR VERSION 2.6 AND
#  CAN BE REMOVED IN VERSION
######################################################################
@deprecated(msm_analysis.is_transition_matrix, '2.7')
def IsTransitionMatrix():
    pass


@deprecated(msm_analysis.are_all_dimensions_same, '2.7')
def AreAllDimensionsSame():
    pass


@deprecated(msm_analysis.check_dimensions, '2.7')
def CheckDimensions():
    pass


@deprecated(msm_analysis.check_transition, '2.7')
def CheckTransition():
    pass


@deprecated(get_counts_from_traj, '2.7')
def GetTransitionCountMatrixSparse():
    pass


@deprecated(estimate_rate_matrix, '2.7')
def EstimateRateMatrix():
    pass


@deprecated(estimate_transition_matrix, '2.7')
def EstimateTransitionMatrix():
    pass


@deprecated(msm_analysis.check_for_bad_eigenvalues, '2.7')
def CheckForBadEigenvalues():
    pass


@deprecated(msm_analysis.get_eigenvectors, '2.7')
def GetEigenvectors():
    pass


@deprecated(msm_analysis.get_implied_timescales, '2.7')
def GetImpliedTimescales():
    pass


@deprecated(get_count_matrix_from_assignments, '2.7')
def GetCountMatrixFromAssignments():
    pass


@deprecated(msm_analysis.sample, '2.7')
def Sample():
    pass


@deprecated(msm_analysis.propagate_model, '2.7')
def PropagateModel():
    pass


@deprecated(apply_mapping_to_assignments, '2.7')
def ApplyMappingToAssignments():
    pass


@deprecated(apply_mapping_to_vector, '2.7')
def ApplyMappingToVector():
    pass


@deprecated(ergodic_trim, '2.7')
def ErgodicTrim():
    pass


@deprecated(mle_reversible_count_matrix, '2.7')
def EstimateReversibleCountMatrix():
    pass


@deprecated(log_likelihood, '2.7')
def logLikelihood():
    pass


@deprecated(renumber_states, '2.7')
def RenumberStates():
    pass


def GetEigenvectors_Right(*args, **kwargs):
    warnings.warn('GetEigenvectors_Right is deprecated use get_eigenvectors() with the keyword Right=True')
    kwargs['right'] = True
    return msm_analysis.get_eigenvectors(*args, **kwargs)
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  Source code for msmbuilder.metrics.hybrid

import numpy as np
import logging
logger = logging.getLogger(__name__)
from baseclasses import AbstractDistanceMetric


[docs]class Hybrid(AbstractDistanceMetric):
    "A linear combination of other distance metrics"
    
    class HybridPreparedTrajectory(object):
        """Container to to hold the prepared trajectory.
        This container needs to support slice notation in a way that kind
        of passes through the indices to the 2nd dimension. So if you
        have a HybridPreparedTrajectory with 3 bases metrics, and you
        do metric[0:100], it needs to return a HybridPrepareTrajectory
        with the same three base metrics, but with each of the base prepared
        trajectories sliced 0:100. We don't want to slice out base_metrics
        and thus have metric[0] return only one of the three prepared_trajectories
        in its full length."""
        def __init__(self, *args):
            self.num_base = len(args)
            self.length = len(args[0])
            if not np.all((len(arg) == self.length for arg in args)):
                raise ValueError("Must all be equal length")
            
            self.datas = args
            
        
        def __getitem__(self, key):
            if isinstance(key, int):
                key = slice(key, key+1)
            return Hybrid.HybridPreparedTrajectory(*(d[key] for d in self.datas))
        
        def __len__(self):
            return self.length
        
        def __setitem__(self, key, value):
            try:
                if self.num_base != value.num_base:
                    raise ValueError("Must be prepared over the same metrics")
            except:
                raise ValueError("I can only set in something which is also a HybridPreparedTrajectory")
            
            for i in xrange(self.num_base):
                self.datas[i][key] = value.datas[i]
            
        
    
    def __init__(self, base_metrics, weights):
        """Create a hybrid linear combinatiin distance metric
        
        Parameters
        ----------
        base_metrics : list of distance metric objects
        weights : list of floats
            list of scalars of equal length to `base_metrics` -- each base
            metric will be multiplied by that scalar when they get summed.
        """
        
        self.base_metrics = base_metrics
        self.weights = weights
        self.num = len(self.base_metrics)
        
        if not len(self.weights) == self.num:
            raise ValueError()
        

    def prepare_trajectory(self, trajectory):
        """Preprocess trajectory for use with this metric
        
        Parameters
        ----------
        trajectory : msmbuilder.Trajectory
            Trajectory to prepare
        
        Returns
        -------
        prepared_trajectory : array_like
            The prepared trajectory is a special array like object called
            HybridPreparedTrajectory which is designed to pass through the slicing
            correctly so that if you ask for prepared_trajectory[5] you get the
            appropriate 5th frames dihedral angles, RMSD, etc (depending what
            base metrics you used)
        """
        prepared = (m.prepare_trajectory(trajectory) for m in self.base_metrics)
        return self.HybridPreparedTrajectory(*prepared)
    

    def one_to_many(self, prepared_traj1, prepared_traj2, index1, indices2):
        """Calculate a vector of distances from one frame of the first trajectory
        to many frames of the second trajectory
        
        The distances calculated are from the `index1`th frame of `prepared_traj1`
        to the frames in `prepared_traj2` with indices `indices2`
        
        Parameters
        ----------
        prepared_traj1 : ndarray
            First prepared trajectory
        prepared_traj2 : ndarray
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory`
        indices2 : ndarray
            list of indices in `prepared_traj2` to calculate the distances to
        
        Returns
        -------
        Vector of distances of length len(indices2)
        """
        distances = None
        for i in range(self.num):
            d = self.base_metrics[i].one_to_many(prepared_traj1.datas[i], prepared_traj2.datas[i], index1, indices2)
            if distances is None:
                distances = self.weights[i] * d
            else:
                distances += self.weights[i] * d
        return distances
    

    def one_to_all(self, prepared_traj1, prepared_traj2, index1):
        """Calculate the vector of distances from the index1th frame of
        prepared_traj1 to all of the frames in prepared_traj2.
        
        Parameters
        ----------
        prepared_traj1 : prepared_trajectory
            First prepared trajectory
        prepared_traj2 : prepared_trajectory
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory` 
            
        Returns
        -------
        distances : ndarray
            vector of distances of length len(prepared_traj2)
        
        Notes
        -----
        Although this might seem to be a special case of one_to_many(), it
        can often be implemented in a much more optimized way because it doesn't
        require construction of the indices2 array and array slicing in python
        is kindof slow.
        """
        
        distances = None
        for i in range(self.num):
            d = self.base_metrics[i].one_to_all(prepared_traj1.datas[i], prepared_traj2.datas[i], index1)
            if distances is None:
                distances = self.weights[i] * d
            else:
                distances += self.weights[i] * d
        return distances
    

    def all_pairwise(self, prepared_traj):
        """Calculate condensed distance metric of all pairwise distances
        
        See `scipy.spatial.distance.squareform` for information on how to convert
        the condensed distance matrix to a redundant square matrix
        
        Parameters
        ----------
        prepared_traj : array_like
            Prepared trajectory
        
        Returns
        -------
        Y : ndarray
            A 1D array containing the distance from each frame to each other frame
            
        See Also
        --------
        fast_pdist
        scipy.spatial.distance.squareform
        """
        
        distances = None
        for i in range(self.num):
            d = self.base_metrics[i].all_pairwise(prepared_traj.datas[i])
            distances = self.weights[i] * d if distances is None else distances + self.weights[i] * d
        return distances
    


[docs]class HybridPNorm(Hybrid):
    """A p-norm combination of other distance metrics. With p=2 for instance,
    this gives you the root mean square combination of the base metrics"""
    
    def __init__(self, base_metrics, weights, p=2):
        """Initialize the HybridPNorm distance metric.
        
        Parameters
        ----------
        base_metrics : list of distance metric objects
        weights : list of floats
            list of scalars of equal length to `base_metrics` -- each base
            metric will be multiplied by that scalar.
        p : float
            p should be a scalar, greater than 0, which will be the exponent.
            If p=2, all the base metrics will be squared, then summed, then the
            square root will be taken. If p=3, the base metrics will be cubed,
            summed and cube rooted, etc.
        """
        
        self.p = float(p)
        super(HybridPNorm, self).__init__(base_metrics, weights)
        
    
    def one_to_many(self, prepared_traj1, prepared_traj2, index1, indices2):
        """Calculate a vector of distances from one frame of the first trajectory
        to many frames of the second trajectory
        
        The distances calculated are from the `index1`th frame of `prepared_traj1`
        to the frames in `prepared_traj2` with indices `indices2`
        
        Parameters
        ----------
        prepared_traj1 : ndarray
            First prepared trajectory
        prepared_traj2 : ndarray
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory`
        indices2 : ndarray
            list of indices in `prepared_traj2` to calculate the distances to
        
        Returns
        -------
        Vector of distances of length len(indices2)
        """
        
        distances = None
        for i in range(self.num):
            d = self.base_metrics[i].one_to_many(prepared_traj1.datas[i], prepared_traj2.datas[i], index1, indices2)
            if distances is None:
                distances = (self.weights[i]*d)**self.p
            else:
                distances += (self.weights[i]*d)**self.p
        return distances**(1.0 / self.p)
        
    def one_to_all(self, prepared_traj1, prepared_traj2, index1):
        """Calculate the vector of distances from the index1th frame of
        prepared_traj1 to all of the frames in prepared_traj2.
        
        Parameters
        ----------
        prepared_traj1 : prepared_trajectory
            First prepared trajectory
        prepared_traj2 : prepared_trajectory
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory` 
            
        Returns
        -------
        distances : ndarray
            vector of distances of length len(prepared_traj2)
        
        Notes
        -----
        Although this might seem to be a special case of one_to_many(), it
        can often be implemented in a much more optimized way because it doesn't
        require construction of the indices2 array and array slicing in python
        is kindof slow.
        """
        
        distances = None
        for i in range(self.num):
            d = self.base_metrics[i].one_to_all(prepared_traj1.datas[i], prepared_traj2.datas[i], index1)
            if distances is None:
                distances = (self.weights[i]*d)**self.p
            else:
                distances += (self.weights[i]*d)**self.p
        return distances**(1.0 / self.p)
        
    def all_pairwise(self, prepared_traj):
        """Calculate condensed distance metric of all pairwise distances
        
        See `scipy.spatial.distance.squareform` for information on how to convert
        the condensed distance matrix to a redundant square matrix
        
        Parameters
        ----------
        prepared_traj : array_like
            Prepared trajectory
        
        Returns
        -------
        Y : ndarray
            A 1D array containing the distance from each frame to each other frame
            
        See Also
        --------
        fast_pdist
        scipy.spatial.distance.squareform
        """
                
        distances = None
        for i in range(self.num):
            d = self.base_metrics[i].all_pairwise(prepared_traj.datas[i])
            d = (self.weights[i]*d)**self.p
            distances = d if distances is None else distances + (self.weights[i]*d)
            logger.info('got %s', i)
        return distances**(1.0 / self.p)
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  Source code for msmbuilder.metrics.baseclasses

import abc
import re
import numpy as np
import warnings

from core import cdist, pdist


[docs]class AbstractDistanceMetric(object):
    """Abstract base class for distance metrics. All distance metrics should
    inherit from this abstract class.
    
    Provides a niave implementation of all_pairwise and one_to_many in terms
    of the abstract method one_to_all, which may be overridden by subclasses.
    """
    
    __metaclass__ = abc.ABCMeta
    
    @abc.abstractmethod
[docs]    def prepare_trajectory(self, trajectory):
        """Prepare trajectory on a format that is more conventient to take
        distances on.
        
        Parameters
        ----------
        trajecory : msmbuilder.Trajectory
            Trajectory to prepare

        Returns
        -------
        prepared_traj : array-like
            the exact form of the prepared_traj is subclass specific, but it should
            support fancy indexing
        
        Notes
        -----
        For RMSD, this is going to mean making word-aligned padded
        arrays (TheoData) suitable for faste calculation, for dihedral-space
        distances means computing the dihedral angles, etc."""
        
        return
        
    

    @abc.abstractmethod
[docs]    def one_to_all(self, prepared_traj1, prepared_traj2, index1):
        """Calculate the vector of distances from the index1th frame of
        prepared_traj1 to all of the frames in prepared_traj2.
        
        Parameters
        ----------
        prepared_traj1 : prepared_trajectory
            First prepared trajectory
        prepared_traj2 : prepared_trajectory
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory` 
            
        Returns
        -------
        distances : ndarray
            vector of distances of length len(prepared_traj2)
        
        Notes
        -----
        Although this might seem to be a special case of one_to_many(), it
        can often be implemented in a much more optimized way because it doesn't
        require construction of the indices2 array and array slicing in python
        is kindof slow.
        """
        
        return
        
    

[docs]    def one_to_many(self, prepared_traj1, prepared_traj2, index1, indices2):
        """Calculate the a vector of distances from the index1th frame of
        prepared_traj1 to all of the indices2 frames of prepared_traj2.
        
        Parameters
        ----------
        prepared_traj1 : prepared_trajectory
            First prepared trajectory
        prepared_traj2 : prepared_trajectory
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory`
        indices2 : ndarray
            list of indices in `prepared_traj2` to calculate the distances to
        
        Returns
        -------
            Vector of distances of length len(indices2)
        
        Notes
        -----
        A subclass should be able to provide a more efficient implementation of
        this
        """
        
        return self.one_to_all(prepared_traj1, prepared_traj2[indices2], index1)
        
    

[docs]    def all_pairwise(self, prepared_traj):
        """Calculate condensed distance metric of all pairwise distances
        
        See `scipy.spatial.distance.squareform` for information on how to convert
        the condensed distance matrix to a redundant square matrix
        
        Parameters
        ----------
        prepared_traj : array_like
            Prepared trajectory
        
        Returns
        -------
        Y : ndarray
            A 1D array containing the distance from each frame to each other frame
            
        See Also
        --------
        fast_pdist
        scipy.spatial.distance.squareform
        """
        
        traj_length = len(prepared_traj)
        output = -1 * np.ones(traj_length * (traj_length - 1) / 2)
        p = 0
        for i in xrange(traj_length):
            cmp_indices = np.arange(i + 1, traj_length)
            output[p: p + len(cmp_indices)] = self.one_to_many(prepared_traj, prepared_traj, i, cmp_indices)
            p += len(cmp_indices)
        return output


        


[docs]class Vectorized(AbstractDistanceMetric):
    """Represent MSM frames as vectors in some arbitrary vector space, and then
    use standard vector space metrics. 

    Some examples of this might be extracting the contact map or dihedral angles.

    In order to be a full featured DistanceMetric, a subclass of
    Vectorized implements its own prepared_trajectory() method, Vectorized
    provides the remainder.

    allowable_scipy_metrics gives the list of metrics which your client
    can use. If the vector space that you're projecting your trajectory onto is 
    just a space of boolean vectors, then you probably don't want to allow eulcidean
    distance for instances.

    default_scipy_metric is the metric that will be used by your default metric
    if the user leaves the 'metric' field blank/unspecified.

    default_scipy_p is the default value of 'p' that will be used if left 
    unspecified. the value 'p' is ONLY used for the minkowski (pnorm) metric, so
    otherwise the scipy.spatial.distance code ignores it anyways.

    See http://docs.scipy.org/doc/scipy/reference/spatial.distance.html for a
    description of all the distance metrics and how they work.
    """

    allowable_scipy_metrics = ['braycurtis', 'canberra', 'chebyshev', 'cityblock',
                               'correlation', 'cosine', 'euclidean', 'minkowski',
                               'sqeuclidean','dice', 'kulsinki', 'matching',
                               'rogerstanimoto', 'russellrao', 'sokalmichener',
                               'sokalsneath', 'yule', 'seuclidean', 'mahalanobis',
                               'sqmahalanobis']

[docs]    def __init__(self, metric='euclidean', p=2, V=None, VI=None):
        """Create a Vectorized metric

        Parameters
        ----------
        metric : {'braycurtis', 'canberra', 'chebyshev', 'cityblock', 'correlation', 'cosine', 'euclidean', 'minkowski', 'sqeuclidean','dice', 'kulsinki', 'matching', 'rogerstanimoto', 'russellrao', 'sokalmichener', 'sokalsneath', 'yule', 'seuclidean', 'mahalanobis', 'sqmahalanobis'}
            Distance metric to equip the vector space with.
            See http://docs.scipy.org/doc/scipy/reference/spatial.distance.html
            for details
        p : int, optional
            p-norm order, used for metric='minkowski'
        V : ndarray, optional
            variances, used for metric='seuclidean'
        VI : ndarray, optional
            inverse covariance matrix, used for metric='mahalanobis'

        """

        self._validate_scipy_metric(metric)
        self.metric = metric
        self.p = p
        self.V = V
        self.VI = VI

        if self.metric == 'seuclidean' and V is None:
            raise ValueError('To use seuclidean, you need to supply V')
        if self.metric in ['mahalanobis', 'sqmahalanobis'] and VI is None:
            raise ValueError('To used mahalanobis or sqmahalanobis, you need to supply VI')



    def _validate_scipy_metric(self, metric):
        """Ensure that "metric" is an "allowable" metric (in allowable_scipy_metrics)"""
        if not metric in self.allowable_scipy_metrics:
            raise TypeError('%s is an  unrecognize metric. "metric" must be one of %s' % (metric, str(self.allowable_scipy_metrics)))


[docs]    def one_to_many(self, prepared_traj1, prepared_traj2, index1, indices2):
        """Calculate a vector of distances from one frame of the first trajectory
        to many frames of the second trajectory

        The distances calculated are from the `index1`th frame of `prepared_traj1`
        to the frames in `prepared_traj2` with indices `indices2`

        Parameters
        ----------
        prepared_traj1 : ndarray
            First prepared trajectory
        prepared_traj2 : ndarray
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory`
        indices2 : ndarray
            list of indices in `prepared_traj2` to calculate the distances to

        Returns
        -------
        distances : ndarray
            Vector of distances of length len(indices2)
        """

        if not isinstance(index1, int):
            raise TypeError('index1 must be of type int.')
        out = cdist(prepared_traj2[indices2], prepared_traj1[[index1]],
                    metric=self.metric, p=self.p, V=self.V, VI=self.VI)

        return out[:, 0]


[docs]    def one_to_all(self, prepared_traj1, prepared_traj2, index1):
        """Measure the distance from one frame to every frame in a trajectory

        The distances calculated are from the `index1`th frame of `prepared_traj1`
        to all the frames in `prepared_traj2` with indices `indices2`. Although
        this is similar to one_to_many, it can often be computed faster

        Parameters
        ----------
        prepared_traj1 : ndarray
            First prepared trajectory
        prepared_traj2 : ndarray
            Second prepared trajectory
        index1 : int
            index in `prepared_trajectory`


        Returns
        -------
        distances : ndarray
            A vector of distances of length len(prepared_traj2)"""

        if not isinstance(index1, int):
            raise TypeError('index1 must be of type int.')
        out2 = cdist(prepared_traj2, prepared_traj1[[index1]], metric=self.metric,
                     p=self.p, V=self.V, VI=self.VI)
        return out2[:, 0]



[docs]    def many_to_many(self, prepared_traj1, prepared_traj2, indices1, indices2):
        """Get a matrix of distances from each frame in a set to each other frame
        in a second set.

        Calculate a MATRIX of distances from the frames in prepared_traj1 with
        indices `indices1` to the frames in prepared_traj2 with indices `indices2`,
        using supplied metric.

        Parameters
        ----------
        prepared_traj1 : ndarray
            First prepared trajectory
        prepared_traj2 : ndarray
            Second prepared trajectory
        indices1 : array_like
            list of indices in `prepared_traj1` to calculate the distances from
        indices2 : array_like
            list of indices in `prepared_traj2` to calculate the distances to

        Returns
        -------
        distances : ndarray
            A 2D array of shape len(indices1) * len(indices2)"""


        out = cdist(prepared_traj1[indices1], prepared_traj2[indices2], metric=self.metric,
                    p=self.p, V=self.V, VI=self.VI)
        return out


[docs]    def all_to_all(self, prepared_traj1, prepared_traj2):
        """Get a matrix of distances from all frames in one traj to all frames in
        another


        Parameters
        ----------
        prepared_traj1 : ndarray
            First prepared trajectory
        prepared_traj2 : ndarray
            Second prepared trajectory

        Returns
        -------
        distances : ndarray
            A 2D array of shape len(preprared_traj1) * len(preprared_traj2)"""

        if prepared_traj1 is prepared_traj2:
            warnings.warn('runtime', re.sub("\s+", " ", """it's not recommended to
            use this method to calculate the full pairwise distance matrix for
            one trajectory to itself (as you're doing). Use all_pairwise, which
            will be more efficient if you reall need the results as a 2D matrix
            (why?) then you can always use scipy.spatial.distance.squareform()
            on the output of all_pairwise()""".replace('\n', ' ')))

        out = cdist(prepared_traj1, prepared_traj2, metric=self.metric, p=self.p,
                    V=self.V, VI=self.VI)
        return out                                        


[docs]    def all_pairwise(self, prepared_traj):
        """Calculate a condense" distance matrix of all the pairwise distances
        between each frame with each other frame in prepared_traj

        The condensed distance matrix can be converted to the redundant square form
        if desired

        Parameters
        ----------
        prepared_traj1 : ndarray
            Prepared trajectory

        Returns
        -------
        distances : ndarray
            1D vector of length len(pairwise_traj) choose 2 where the i*jth
            entry contains the distance between prepared_traj[i] and prepared_traj[j]

        See Also
        --------
        scipy.spatial.distance.pdist
        scipy.spatial.distance.squareform
        """

        out = pdist(prepared_traj, metric=self.metric, p=self.p,
                    V=self.V, VI=self.VI)
        return out
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  Source code for msmbuilder.metrics.core

import numpy as np
import scipy.spatial.distance
from msmbuilder import _distance_wrap


USE_FAST_CDIST = True
#USE_FAST_CDIST = False
#######################################################

[docs]def fast_cdist(XA, XB, metric='euclidean', p=2, V=None, VI=None):
    r"""
    Computes distance between each pair of the two collections of inputs.
    
    This is a direct copy of a function in scipy (scipy.spatial.distance.cdist)
    except that we do fewer typechecks and then call out to an OpenMP parallelized
    version of the implementation code (for multicore)
    
    ``XA`` is a :math:`m_A` by :math:`n` array while ``XB`` is a :math:`m_B` by
    :math:`n` array. A :math:`m_A` by :math:`m_B` array is
    returned. An exception is thrown if ``XA`` and ``XB`` do not have
    the same number of columns.

    A rectangular distance matrix ``Y`` is returned. For each :math:`i`
    and :math:`j`, the metric ``dist(u=XA[i], v=XB[j])`` is computed
    and stored in the :math:`ij` th entry.

    
    The following are common calling conventions:

    1. ``Y = cdist(XA, XB, 'euclidean')``

       Computes the distance between :math:`m` points using
       Euclidean distance (2-norm) as the distance metric between the
       points. The points are arranged as :math:`m`
       :math:`n`-dimensional row vectors in the matrix X.

    2. ``Y = cdist(XA, XB, 'minkowski', p)``

       Computes the distances using the Minkowski distance
       :math:`||u-v||_p` (:math:`p`-norm) where :math:`p \geq 1`.

    3. ``Y = cdist(XA, XB, 'cityblock')``

       Computes the city block or Manhattan distance between the
       points.

    4. ``Y = cdist(XA, XB, 'seuclidean', V=None)``

       Computes the standardized Euclidean distance. The standardized
       Euclideanan distance between two n-vectors ``u`` and ``v`` is

       .. math::

          \sqrt{\sum {(u_i-v_i)^2 / V[x_i]}}.

       V is the variance vector; V[i] is the variance computed over all
          the i'th components of the points. If not passed, it is
          automatically computed.

    5. ``Y = cdist(XA, XB, 'sqeuclidean')``

       Computes the squared Euclidean distance :math:`||u-v||_2^2` between
       the vectors.

    6. ``Y = cdist(XA, XB, 'cosine')``

       Computes the cosine distance between vectors u and v,

       .. math::

          1 - \frac{u \cdot v}
                   {{||u||}_2 {||v||}_2}

       where :math:`||*||_2` is the 2-norm of its argument ``*``, and
       :math:`u \cdot v` is the dot product of :math:`u` and :math:`v`.

    7. ``Y = cdist(XA, XB, 'correlation')``

       Computes the correlation distance between vectors u and v. This is

       .. math::

          1 - \frac{(u - \bar{u}) \cdot (v - \bar{v})}
                   {{||(u - \bar{u})||}_2 {||(v - \bar{v})||}_2}

       where :math:`\bar{v}` is the mean of the elements of vector v,
       and :math:`x \cdot y` is the dot product of :math:`x` and :math:`y`.


    8. ``Y = cdist(XA, XB, 'hamming')``

       Computes the normalized Hamming distance, or the proportion of
       those vector elements between two n-vectors ``u`` and ``v``
       which disagree. To save memory, the matrix ``X`` can be of type
       boolean.

    9. ``Y = cdist(XA, XB, 'jaccard')``

       Computes the Jaccard distance between the points. Given two
       vectors, ``u`` and ``v``, the Jaccard distance is the
       proportion of those elements ``u[i]`` and ``v[i]`` that
       disagree where at least one of them is non-zero.

    10. ``Y = cdist(XA, XB, 'chebyshev')``

       Computes the Chebyshev distance between the points. The
       Chebyshev distance between two n-vectors ``u`` and ``v`` is the
       maximum norm-1 distance between their respective elements. More
       precisely, the distance is given by

       .. math::

          d(u,v) = \max_i {|u_i-v_i|}.

    11. ``Y = cdist(XA, XB, 'canberra')``

       Computes the Canberra distance between the points. The
       Canberra distance between two points ``u`` and ``v`` is

       .. math::

         d(u,v) = \sum_i \frac{|u_i-v_i|}
                              {|u_i|+|v_i|}.

    12. ``Y = cdist(XA, XB, 'braycurtis')``

       Computes the Bray-Curtis distance between the points. The
       Bray-Curtis distance between two points ``u`` and ``v`` is


       .. math::

            d(u,v) = \sum{\sum_i (u_i-v_i)}
                          {\sum_i (u_i+v_i)}

    13. ``Y = cdist(XA, XB, 'mahalanobis', VI=None)``

       Computes the Mahalanobis distance between the points. The
       Mahalanobis distance between two points ``u`` and ``v`` is
       :math:`(u-v)(1/V)(u-v)^T` where :math:`(1/V)` (the ``VI``
       variable) is the inverse covariance. If ``VI`` is not None,
       ``VI`` will be used as the inverse covariance matrix.

    14. ``Y = cdist(XA, XB, 'yule')``

       Computes the Yule distance between the boolean
       vectors. (see yule function documentation)

    15. ``Y = cdist(XA, XB, 'matching')``

       Computes the matching distance between the boolean
       vectors. (see matching function documentation)

    16. ``Y = cdist(XA, XB, 'dice')``

       Computes the Dice distance between the boolean vectors. (see
       dice function documentation)

    17. ``Y = cdist(XA, XB, 'kulsinski')``

       Computes the Kulsinski distance between the boolean
       vectors. (see kulsinski function documentation)

    18. ``Y = cdist(XA, XB, 'rogerstanimoto')``

       Computes the Rogers-Tanimoto distance between the boolean
       vectors. (see rogerstanimoto function documentation)

    19. ``Y = cdist(XA, XB, 'russellrao')``

       Computes the Russell-Rao distance between the boolean
       vectors. (see russellrao function documentation)

    20. ``Y = cdist(XA, XB, 'sokalmichener')``

       Computes the Sokal-Michener distance between the boolean
       vectors. (see sokalmichener function documentation)

    21. ``Y = cdist(XA, XB, 'sokalsneath')``

       Computes the Sokal-Sneath distance between the vectors. (see
       sokalsneath function documentation)

    22. ``Y = cdist(XA, XB, f)``

       Computes the distance between all pairs of vectors in X
       using the user supplied 2-arity function f. For example,
       Euclidean distance between the vectors could be computed
       as follows::

         dm = cdist(XA, XB, lambda u, v: np.sqrt(((u-v)**2).sum()))

       Note that you should avoid passing a reference to one of
       the distance functions defined in this library. For example,::

         dm = cdist(XA, XB, sokalsneath)

       would calculate the pair-wise distances between the vectors in
       X using the Python function sokalsneath. This would result in
       sokalsneath being called :math:`{n \choose 2}` times, which
       is inefficient. Instead, the optimized C version is more
       efficient, and we call it using the following syntax.::

         dm = cdist(XA, XB, 'sokalsneath')

    Parameters
    ----------
    XA : ndarray
        An :math:`m_A` by :math:`n` array of :math:`m_A`
        original observations in an :math:`n`-dimensional space.
    XB : ndarray
        An :math:`m_B` by :math:`n` array of :math:`m_B`
        original observations in an :math:`n`-dimensional space.
    metric : string or function
        The distance metric to use. The distance function can
        be 'braycurtis', 'canberra', 'chebyshev', 'cityblock',
        'correlation', 'cosine', 'dice', 'euclidean', 'hamming',
        'jaccard', 'kulsinski', 'mahalanobis', 'matching',
        'minkowski', 'rogerstanimoto', 'russellrao', 'seuclidean',
        'sokalmichener', 'sokalsneath', 'sqeuclidean', 'yule'.
    w : ndarray
        The weight vector (for weighted Minkowski).
    p : double
        The p-norm to apply (for Minkowski, weighted and unweighted)
    V : ndarray
        The variance vector (for standardized Euclidean).
    VI : ndarray
        The inverse of the covariance matrix (for Mahalanobis).
        
    
    Returns
    -------
    Y : ndarray
        A :math:`m_A` by :math:`m_B` distance matrix.

    """
    
    mA = XA.shape[0]
    mB = XB.shape[0]
    
    if mB != 1:
        raise Exception('Known buggy when mB!=1')
    
    if mB > mA:
        raise Exception('The parallelism is the other way. switch them around.')
    if not ((XA.dtype == np.double and XB.dtype == np.double) or (XA.dtype == np.bool and XB.dtype == np.bool)):
        raise TypeError('The vectors need to be of type np.double or np.bool.')
    if not (XA.flags.contiguous and XB.flags.contiguous):
        raise Exception('Prepared trajectories need to be contiguous.')

    if len(XA.shape) != 2:
        raise ValueError('XA must be a 2-dimensional array.')
    if len(XB.shape) != 2:
        raise ValueError('XB must be a 2-dimensional array.')
    if XA.shape[1] != XB.shape[1]:
        raise ValueError('XA and XB must have the same number of columns '
                         '(i.e. feature dimension.)')
    
    dm = np.empty((mA, mB), dtype=np.double)
    n = XA.shape[1]
    #dm = np.zeros((mA, mB), dtype=np.double)
        
    if metric == 'euclidean':
        _distance_wrap.cdist_euclidean_wrap(XA, XB, dm)
    elif metric == 'cityblock':
        _distance_wrap.cdist_city_block_wrap(XA, XB, dm)
    elif metric == 'sqeuclidean':
        _distance_wrap.cdist_euclidean_wrap(XA, XB, dm)
        dm **= 2.0
    elif metric == 'hamming':
        if XA.dtype == np.bool:
            _distance_wrap.cdist_hamming_bool_wrap(XA, XB, dm)
        else:
            _distance_wrap.cdist_hamming_wrap(XA, XB, dm)
    elif metric == 'chebychev':
        _distance_wrap.cdist_chebyshev_wrap(XA, XB, dm)
    elif metric == 'minkowski':
        _distance_wrap.cdist_minkowski_wrap(XA, XB, dm, p)
    #elif metric == 'wminkowski':
    #    _distance_wrap.cdist_weighted_minkowski_wrap(XA, XB, dm)
    elif metric == 'seuclidean':
        if V is not None:
            V = np.asarray(V, order='c')
            if type(V) != np.ndarray:
                raise TypeError('Variance vector V must be a numpy array')
            if V.dtype != np.double:
                raise TypeError('Variance vector V must contain doubles.')
            if len(V.shape) != 1:
                raise ValueError('Variance vector V must be '
                                 'one-dimensional.')
            if V.shape[0] != n:
                raise ValueError('Variance vector V must be of the same '
                                 'dimension as the vectors on which the '
                                 'distances are computed.')
            if not V.flags.contiguous:
                raise ValueError('V must be contiguous')
            
            # The C code doesn't do striding.
            #[VV] = scipy.spatial.distance._copy_arrays_if_base_present([V])
        else:
            raise ValueError('You need to supply V')
        _distance_wrap.cdist_seuclidean_wrap(XA, XB, V, dm)
    elif metric == 'mahalanobis' or metric == 'sqmahalanobis':
        if VI is not None:
            VI = scipy.spatial.distance._convert_to_double(np.asarray(VI, order='c'))
            if type(VI) != np.ndarray:
                raise TypeError('VI must be a numpy array.')
            if VI.dtype != np.double:
                raise TypeError('The array must contain 64-bit floats.')
            [VI] = scipy.spatial.distance._copy_arrays_if_base_present([VI])
        else:
            raise ValueError('You must supply VI')
        _distance_wrap.cdist_mahalanobis_wrap(XA, XB, VI, dm)
        if metric == 'sqmahalanobis':
            dm **= 2.0        
    elif metric == 'cosine':
        normsA = np.sqrt(np.sum(XA * XA, axis=1))
        normsB = np.sqrt(np.sum(XB * XB, axis=1))
        _distance_wrap.cdist_cosine_wrap(XA, XB, dm, normsA, normsB)
    elif metric == 'braycurtis':
        _distance_wrap.cdist_bray_curtis_wrap(XA, XB, dm)
    elif metric == 'canberra':
        _distance_wrap.cdist_canberra_wrap(XA, XB, dm)
    elif metric == 'dice':
        _distance_wrap.cdist_dice_bool_wrap(XA, XB, dm)
    elif metric == 'kulsinki':
        _distance_wrap.cdist_kulsinski_bool_wrap(XA, XB, dm)
    elif metric == 'matching':
        _distance_wrap.cdist_matching_bool_wrap(XA, XB, dm)
    elif metric == 'rogerstanimoto':
        _distance_wrap.cdist_rogerstanimoto_bool_wrap(XA, XB, dm)
    elif metric == 'russellrao':
        _distance_wrap.cdist_russellrao_bool_wrap(XA, XB, dm)
    elif metric == 'sokalmichener':
        _distance_wrap.cdist_sokalmichener_bool_wrap(XA, XB, dm)
    elif metric == 'sokalsneath':
        _distance_wrap.cdist_sokalsneath_bool_wrap(XA, XB, dm)
    elif metric == 'yule':
        _distance_wrap.cdist_yule_bool_wrap(XA, XB, dm)
    elif metric == 'correlation':
        return scipy.spatial.distance.cdist(XA, XB, 'correlation')
    else:
        raise ValueError('Unknown Distance Metric: %s' % metric)
    
    return dm



[docs]def fast_pdist(X, metric='euclidean', p=2, V=None, VI=None):
    r"""
    Computes the pairwise distances between m original observations in
    n-dimensional space. Returns a condensed distance matrix Y.  For
    each :math:`i` and :math:`j` (where :math:`i<j<n`), the
    metric ``dist(u=X[i], v=X[j])`` is computed and stored in entry ``ij``.

    See ``squareform`` for information on how to calculate the index of
    this entry or to convert the condensed distance matrix to a
    redundant square matrix.

    The following are common calling conventions.

    1. ``Y = pdist(X, 'euclidean')``

       Computes the distance between m points using Euclidean distance
       (2-norm) as the distance metric between the points. The points
       are arranged as m n-dimensional row vectors in the matrix X.

    2. ``Y = pdist(X, 'minkowski', p)``

       Computes the distances using the Minkowski distance
       :math:`||u-v||_p` (p-norm) where :math:`p \geq 1`.

    3. ``Y = pdist(X, 'cityblock')``

       Computes the city block or Manhattan distance between the
       points.

    4. ``Y = pdist(X, 'seuclidean', V=None)``

       Computes the standardized Euclidean distance. The standardized
       Euclidean distance between two n-vectors ``u`` and ``v`` is

       .. math::

          \sqrt{\sum {(u_i-v_i)^2 / V[x_i]}}.


       V is the variance vector; V[i] is the variance computed over all
       the i'th components of the points.  If not passed, it is
       automatically computed.

    5. ``Y = pdist(X, 'sqeuclidean')``

       Computes the squared Euclidean distance :math:`||u-v||_2^2` between
       the vectors.

    6. ``Y = pdist(X, 'cosine')``

       Computes the cosine distance between vectors u and v,

       .. math::

          1 - \frac{u \cdot v}
                   {{||u||}_2 {||v||}_2}

       where :math:`||*||_2` is the 2-norm of its argument ``*``, and
       :math:`u \cdot v` is the dot product of ``u`` and ``v``.

    7. ``Y = pdist(X, 'correlation')``

       Computes the correlation distance between vectors u and v. This is

       .. math::

          1 - \frac{(u - \bar{u}) \cdot (v - \bar{v})}
                   {{||(u - \bar{u})||}_2 {||(v - \bar{v})||}_2}

       where :math:`\bar{v}` is the mean of the elements of vector v,
       and :math:`x \cdot y` is the dot product of :math:`x` and :math:`y`.

    8. ``Y = pdist(X, 'hamming')``

       Computes the normalized Hamming distance, or the proportion of
       those vector elements between two n-vectors ``u`` and ``v``
       which disagree. To save memory, the matrix ``X`` can be of type
       boolean.

    9. ``Y = pdist(X, 'jaccard')``

       Computes the Jaccard distance between the points. Given two
       vectors, ``u`` and ``v``, the Jaccard distance is the
       proportion of those elements ``u[i]`` and ``v[i]`` that
       disagree where at least one of them is non-zero.

    10. ``Y = pdist(X, 'chebyshev')``

       Computes the Chebyshev distance between the points. The
       Chebyshev distance between two n-vectors ``u`` and ``v`` is the
       maximum norm-1 distance between their respective elements. More
       precisely, the distance is given by

       .. math::

          d(u,v) = \max_i {|u_i-v_i|}.

    11. ``Y = pdist(X, 'canberra')``

       Computes the Canberra distance between the points. The
       Canberra distance between two points ``u`` and ``v`` is

       .. math::

         d(u,v) = \sum_i \frac{|u_i-v_i|}
                              {|u_i|+|v_i|}.


    12. ``Y = pdist(X, 'braycurtis')``

       Computes the Bray-Curtis distance between the points. The
       Bray-Curtis distance between two points ``u`` and ``v`` is


       .. math::

            d(u,v) = \frac{\sum_i {u_i-v_i}}
                          {\sum_i {u_i+v_i}}

    13. ``Y = pdist(X, 'mahalanobis', VI=None)``

       Computes the Mahalanobis distance between the points. The
       Mahalanobis distance between two points ``u`` and ``v`` is
       :math:`(u-v)(1/V)(u-v)^T` where :math:`(1/V)` (the ``VI``
       variable) is the inverse covariance. If ``VI`` is not None,
       ``VI`` will be used as the inverse covariance matrix.

    14. ``Y = pdist(X, 'yule')``

       Computes the Yule distance between each pair of boolean
       vectors. (see yule function documentation)

    15. ``Y = pdist(X, 'matching')``

       Computes the matching distance between each pair of boolean
       vectors. (see matching function documentation)

    16. ``Y = pdist(X, 'dice')``

       Computes the Dice distance between each pair of boolean
       vectors. (see dice function documentation)

    17. ``Y = pdist(X, 'kulsinski')``

       Computes the Kulsinski distance between each pair of
       boolean vectors. (see kulsinski function documentation)

    18. ``Y = pdist(X, 'rogerstanimoto')``

       Computes the Rogers-Tanimoto distance between each pair of
       boolean vectors. (see rogerstanimoto function documentation)

    19. ``Y = pdist(X, 'russellrao')``

       Computes the Russell-Rao distance between each pair of
       boolean vectors. (see russellrao function documentation)

    20. ``Y = pdist(X, 'sokalmichener')``

       Computes the Sokal-Michener distance between each pair of
       boolean vectors. (see sokalmichener function documentation)

    21. ``Y = pdist(X, 'sokalsneath')``

       Computes the Sokal-Sneath distance between each pair of
       boolean vectors. (see sokalsneath function documentation)

    22. ``Y = pdist(X, f)``

       Computes the distance between all pairs of vectors in X
       using the user supplied 2-arity function f. For example,
       Euclidean distance between the vectors could be computed
       as follows::

         dm = pdist(X, lambda u, v: np.sqrt(((u-v)**2).sum()))

       Note that you should avoid passing a reference to one of
       the distance functions defined in this library. For example,::

         dm = pdist(X, sokalsneath)

       would calculate the pair-wise distances between the vectors in
       X using the Python function sokalsneath. This would result in
       sokalsneath being called :math:`{n \choose 2}` times, which
       is inefficient. Instead, the optimized C version is more
       efficient, and we call it using the following syntax.::

         dm = pdist(X, 'sokalsneath')

    Parameters
    ----------
    X : ndarray
        An m by n array of m original observations in an
        n-dimensional space.
    metric : string or function
        The distance metric to use. The distance function can
        be 'braycurtis', 'canberra', 'chebyshev', 'cityblock',
        'correlation', 'cosine', 'dice', 'euclidean', 'hamming',
        'jaccard', 'kulsinski', 'mahalanobis', 'matching',
        'minkowski', 'rogerstanimoto', 'russellrao', 'seuclidean',
        'sokalmichener', 'sokalsneath', 'sqeuclidean', 'yule'.
    w : ndarray
        The weight vector (for weighted Minkowski).
    p : double
        The p-norm to apply (for Minkowski, weighted and unweighted)
    V : ndarray
            The variance vector (for standardized Euclidean).
    VI : ndarray
        The inverse of the covariance matrix (for Mahalanobis).

    Returns
    -------
    Y : ndarray
        A condensed distance matrix.

    See Also
    --------
    scipy.spatial.distance.squareform : converts between condensed distance
        matrices and square distance matrices.
    """
    
    X = np.asarray(X, order='c')
    
    def ensure_contiguous(mtx):
        if not mtx.flags.contiguous:
            raise Exception('Prepared trajectories need to be contiguous.')
    def ensure_double(mtx):
        if not mtx.dtype == np.double:
            raise TypeError('Must be of type np.double')
    def ensure_bool(mtx):
        if not mtx.dtype == np.bool:
            raise TypeError('Must be of type np.bool')

    ensure_contiguous(X)
    
    if not ((X.dtype == np.double) or (X.dtype == np.bool)):
        raise TypeError('The vector need to be of type np.double or np.bool.')
    
    s = X.shape
    if len(s) != 2:
        raise ValueError('A 2-dimensional array must be passed.')

    m, n = s
    dm = np.zeros((m * (m - 1) / 2,), dtype=np.double)


    if isinstance(metric, basestring):
        mstr = metric.lower()

        #if X.dtype != np.double and \
        #       (mstr != 'hamming' and mstr != 'jaccard'):
        #    TypeError('A double array must be passed.')
        if mstr in set(['euclidean', 'euclid', 'eu', 'e']):
            ensure_double(X)
            _distance_wrap.pdist_euclidean_wrap(X, dm)
        elif mstr in set(['sqeuclidean', 'sqe', 'sqeuclid']):
            ensure_double(X)
            _distance_wrap.pdist_euclidean_wrap(X, dm)
            dm = dm ** 2.0
        elif mstr in set(['cityblock', 'cblock', 'cb', 'c']):
            ensure_double(X)
            _distance_wrap.pdist_city_block_wrap(X, dm)
        elif mstr in set(['hamming', 'hamm', 'ha', 'h']):
            if X.dtype == np.bool:
                _distance_wrap.pdist_hamming_bool_wrap(X, dm)
            else:
                ensure_double(X)
                _distance_wrap.pdist_hamming_wrap(X, dm)
        elif mstr in set(['jaccard', 'jacc', 'ja', 'j']):
            if X.dtype == np.bool:
                _distance_wrap.pdist_jaccard_bool_wrap(X, dm)
            else:
                ensure_double(X)
                _distance_wrap.pdist_jaccard_wrap(X, dm)
        elif mstr in set(['chebychev', 'chebyshev', 'cheby', 'cheb', 'ch']):
            ensure_double(X)
            _distance_wrap.pdist_chebyshev_wrap(X, dm)
        elif mstr in set(['minkowski', 'mi', 'm']):
            ensure_double(X)
            _distance_wrap.pdist_minkowski_wrap(X, dm, p)

        elif mstr in set(['seuclidean', 'se', 's']):
            ensure_double(X)
            if V is not None:
                V = np.asarray(V, order='c')
                ensure_contiguous(V)
                if type(V) != np.ndarray:
                    raise TypeError('Variance vector V must be a numpy array')
                if V.dtype != np.double:
                    raise TypeError('Variance vector V must contain doubles.')
                if len(V.shape) != 1:
                    raise ValueError('Variance vector V must '
                                     'be one-dimensional.')
                if V.shape[0] != n:
                    raise ValueError('Variance vector V must be of the same '
                            'dimension as the vectors on which the distances '
                            'are computed.')
            else:
                V = np.var(X, axis=0, ddof=1)
            _distance_wrap.pdist_seuclidean_wrap(X, V, dm)
        elif mstr in set(['cosine', 'cos']):
            ensure_double(X)
            norms = np.sqrt(np.sum(X * X, axis=1))
            _distance_wrap.pdist_cosine_wrap(X, dm, norms)
        elif mstr in set(['correlation', 'co']):
            X2 = X - X.mean(1)[:, np.newaxis]
            #X2 = X - np.matlib.repmat(np.mean(X, axis=1).reshape(m, 1), 1, n)
            norms = np.sqrt(np.sum(X2 * X2, axis=1))
            _distance_wrap.pdist_cosine_wrap(X2, dm, norms)
        elif mstr in set(['mahalanobis', 'mahal', 'mah']):
            if VI is not None:
                VI = np.asarray(VI, order='c')
                ensure_contiguous(VI)
                if type(VI) != np.ndarray:
                    raise TypeError('VI must be a numpy array.')
                if VI.dtype != np.double:
                    raise TypeError('The array must contain 64-bit floats.')
            else:
                V = np.cov(X.T)
                VI = np.linalg.inv(V).T.copy()
            # (u-v)V^(-1)(u-v)^T
            ensure_double(X)
            _distance_wrap.pdist_mahalanobis_wrap(X, VI, dm)
        elif mstr == 'canberra':
            ensure_double(X)
            _distance_wrap.pdist_canberra_wrap(X, dm)
            raise ValueError('This is known buggy!')
        elif mstr == 'braycurtis':
            ensure_double(X)
            _distance_wrap.pdist_bray_curtis_wrap(X, dm)
        elif mstr == 'yule':
            ensure_bool(X)
            _distance_wrap.pdist_yule_bool_wrap(X, dm)
        elif mstr == 'matching':
            ensure_bool(X)
            _distance_wrap.pdist_matching_bool_wrap(X, dm)
        elif mstr == 'kulsinski':
            ensure_bool(X)
            _distance_wrap.pdist_kulsinski_bool_wrap(X, dm)
        elif mstr == 'dice':
            ensure_bool(X)
            _distance_wrap.pdist_dice_bool_wrap(X, dm)
        elif mstr == 'rogerstanimoto':
            ensure_bool(X)
            _distance_wrap.pdist_rogerstanimoto_bool_wrap(X, dm)
        elif mstr == 'russellrao':
            ensure_bool(X)
            _distance_wrap.pdist_russellrao_bool_wrap(X, dm)
        elif mstr == 'sokalmichener':
            ensure_bool(X)
            _distance_wrap.pdist_sokalmichener_bool_wrap(X, dm)
        elif mstr == 'sokalsneath':
            ensure_bool(X)
            _distance_wrap.pdist_sokalsneath_bool_wrap(X, dm)
        else:
            raise ValueError('Unknown Distance Metric: %s' % mstr)
    else:
        raise TypeError('2nd argument metric must be a string identifier')

    return dm



if USE_FAST_CDIST:
    cdist = fast_cdist
    pdist = fast_pdist
else:
    cdist = scipy.spatial.distance.cdist
    pdist = scipy.spatial.distance.pdist
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